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Introduction

Flexible, portable, versatile, and freely available, Perl has grown from a simple replacement for shell
scripts to a powerful all purpose language with object oriented support and an enthusiastic following.
This very popular, feature rich language is gaining even more popularity as it acquires more features
with every new release. One particularly powerful feature of Perl is its implementation of libraries with
modules, which has made it a genuinely extensible language.

With its clarity, logical structure, and practical approach, Professional Perl Programming is the ideal
guide and companion into the world of Perl programming.

Who Is This Book For?

The breadth and depth of this book make it immensely useful for both the newcomer to Perl and the
experienced Perl programmer. The former will find in this book a comprehensive tutorial, which starts
its coverage from the basics of the language and requires no previous knowledge of Perl whatsoever. It
provides a thorough understanding of the language in its many aspects, from shell scripting to object
orientation. However, the tutorial contains enough details that even experienced Perl programmers will
find worth dipping into.

This book was written by experienced programmers, each of them drawing on their respective personal
experience with Perl to provide their own expertise and insight. The tone of the book is therefore of
professional developers sharing their hard earned knowledge. Following in the Wrox tradition, this
book goes beyond merely reprising the original (and free) documentation supplied with the language
and applies a pragmatic, example based approach to every subject that it covers.

Whether Perl is an old acquaintance or a new frontier, any Perl developer will find plenty to discover in
Professional Perl Programming.
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What's Covered in This Book?

Here is a quick introduction to the contents of this book.

We start off Chapter 1 with a general introduction to Perl. We look at installing Perl from both binary
and source distributions on UNIX, Windows, and Macintosh systems. We also cover installing Perl
modules and third party libraries, and finish with an overview of Perl's command line options and
environment variables.

Before delving into the details of Perl, Chapter 2 lays the groundwork with a brief introduction to some
of the basic concepts of the language: data types, special variables, operators, expressions, and others.
This allows newcomers to Perl to become familiar with these concepts before we investigate them in
more detail.

In Chapter 3, we examine the first and most basic of Perl's data types: scalars. We look at the three
main types of scalars — integers, floating-point numbers, and strings — and how to convert between
them. Next, we examine functions that can be used for manipulating strings. Finally, we talk about low-
level functions for string conversions.

To use scalars requires operators. Chapter 4 introduces and reviews the use of all Perl's operators and
looks at the related concepts of precedence and associativity, and how they apply in Perl. For the more
advanced reader, we also see how to disable and override operators.

Chapter 5 introduces more of Perl's data types, principally arrays, hashes, and typeglobs. It also
introduces two special classes of scalar: references and the undefined value. We see how to manipulate
these data types, and use them to create complex data structures such as multidimensional arrays and
hashes of hashes. Finally, the chapter covers constants, including how to declare scalar, list, and hash
constants.

Chapter 6 builds on the previous chapters to look at Perl's programming structures, starting with
expressions and statements, moving on to conditional statements, and finishing with a look at loops and
looping constructs.

Subroutines are reusable blocks of code that make scripts easier to maintain and adapt. Chapter 7
demonstrates how we declare and pass parameters to subroutines. It also looks at how we use prototypes
to specify what parameters a subroutine may take, and how subroutines return values. The chapter
rounds off with a more advanced discussion of subroutine attributes, and how they may be used to
modify subroutine behavior.

The twin concepts of scope and visibility are essential for understanding how variables and code
interact. Perl's scoping rules can seem complex because it supports both 'package scope' (also called
'dynamic scope') and 'lexical scope'. Both are explained and contrasted in detail in Chapter 8. This
chapter also introduces the symbol table and the related concept of namespaces.

Perl implements libraries with modules, a powerful feature of the language that allows it to be genuinely
extensible. Chapter 9 illustrates the different ways in which modules can be used, and explains
pragmatic modules that change the behavior of the Perl compiler. We also cover the special variables

@ NCand % NC, and how they relate to module usage. In addition, we show how to check for the
presence and availability of modules, as well as some techniques to delay the loading and compilation of
modules unless and until they are actually used.
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Having looked at modules from the outside, Chapter 10 now looks at them from the inside — from the
perspective of implementing them. We first tackle basic module construction, and the special blocks
BEG N, END, and friends. We then introduce autoloading, and discuss various autoloading techniques
and strategies, including on the fly subroutine definition. Next, the subject of importing and exporting
subroutines between different packages is examined in detail. In the last section, we cover how to create
installable module packages using the h2xs tool.

Perl's regular expression engine, one of the features most often cited as a reason for using the language,
is the subject of Chapter 11. We start with interpolation, which shares some of the same concepts and
can be used to great effect both on its own and in combination with regular expressions. After covering
interpolation, the chapter provides a complete tutorial on regular expressions, discussing the definition
and construction of regular expressions patterns as well as their evaluation, from basic concepts to
advanced techniques.

Chapter 12 introduces us to another distinct data type, filehandles. We learn several ways to create
filehandles and also learn how to read and write to them. Locking files, random access, and the default
output filehandle are discussed. Next, we learn about handling filehandles at the system level,
something that allows us a greater degree of control over them, at the cost of greater responsibility.

Following filehandles, Chapter 13 covers filenames, including file permissions and ownership. We cover
the unary file test operator, and learn how to change file attributes, and perform operations on files
through the filing system. Next, we have a look at Perl's glob operator, and the creation and
manipulation of temporary files. The last part of the chapter concentrates on directories and looks at
reading, creating, and destroying directories.

Chapter 14 is about the parsing and handling of command line arguments. We look in detail at the
special array @\RGV, which contains the arguments passed to a Perl program when it is started. Next,
the chapter examines the command line processing modules Get opt : : St d and CGet opt : : Long. The
second part of the chapter demonstrates how to create simple Perl shells and how to integrate the
underlying shell into our Perl scripts.

The next chapter discusses programming terminal input and output. We show different ways of writing
to terminals, including using the Ter m : ReadKey and Ter m : ReadLi ne modules. The chapter then
addresses how to write to the screen and introduces high-level terminal modules. Finally, Chapter 15
shows us the low-level interface to the terminal provided by the PCSI X: : Ter mi 0s module.

In Chapter 16, we introduce warnings and errors, including the generation of warnings, finding out
about errors, and dealing with them both. We learn how to interpret error results from system calls. At
times, we need to make nonfatal errors fatal, and the Fat al module shows us how to do that. This
chapter also covers the Car p module, and logging errors using both the underlying system and Perl
functions.

Debugging is discussed in Chapter 17. The chapter shows in detail how to use Perl's debugger and
covers a number of debugging modules that are part of the Perl standard library. The chapter then
shows how to automate testing, before moving on to explain profiling - the process of collecting timing
statistics for an application.

Chapter 18 is divided into three major sections, the first of which examines various modules that Perl
provides for processing text. Modules covered in this section include Text : : Par seWor ds, for parsing
words and phrases, and Text : : W ap, for formatting paragraphs. The second section covers Perl's Plain
Old Documentation (POD). The last section shows how to generate formatted text using special layout
definitions called formats.
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Object oriented programming is the subject of Chapter 19. The chapter starts with a general
introduction to object concepts before delving into discussing programming with Perl objects. We are
shown how to write object classes and are given a detailed look at inheritance and subclassing. The
chapter covers keeping data private, destroying objects, and operator overloading. The last section
discusses a special feature of Perl: ties and tied objects.

Chapter 20 stops looking at Perl from the surface and takes us inside the Perl interpreter. We examine
how Perl is built, the Confi g. pmmodule, the internal data types used by Perl, and the Perl compiler.
In the latter section, we look into the workings of the Omodule and the B: : family of modules.

In Chapter 21, we look at integrating Perl with other languages. We first see how to use C from Perl,
looking in detail at the XS interface. Next, we learn how to access code in a dynamic library, be it a

UNIX shared object or a Windows DLL. We then look at using Perl from C. Finally, we look at the

Java-Perl Lingo (JPL), and using Perl in a COM environment.

Chapter 22 tackles the subject of creating and managing processes, starting with an introduction to
signals and signal handling. Next, we show how to manipulate and communicate between processes, as
well as how to share data. We finish with a look at a more recent feature of Perl: threads.

Chapter 23 treats us to an introduction of networking concepts before moving on to discuss sockets and
basic network programming. We read about TCP and UDP networking, as well as UNIX Domain
sockets. Socket configuration options are also covered, as well as multiplexed servers, polling, forking,
and implementing a threaded server. In the last section, we see how to get information about network
hosts, networks, protocols, and services.

Perl is a highly portable language. It runs on all major, and most minor, operating systems. But while
most Perl code is portable, we still need to be aware of the differences between platforms and the pitfalls
that can trap us. Chapter 24 highlights the issues that we need to keep in mind if we are to write truly
portable Perl code.

Chapter 25 looks at Perl's support for Unicode. The chapter starts with an introduction to basic Unicode
concepts before talking about Perl's Unicode support for regular expressions. Next, we see how
bidirectional text is rendered. The chapter finishes by demonstrating how to put Perl's support for
Unicode into action.

Having explored Unicode in the previous chapter, it is natural to follow up with a chapter on locale and
internationalization. Chapter 26 explains Perl's support for locales and how to use it. The chapter then
looks at a number of language related modules, and writing multilingual web pages.

The book finishes with a number of appendices of useful reference material, including Perl's command
line options, special variables, functions, and standard library modules.

What You Need to Use This Book

Perl is available for many platforms, but it is most widely supported on UNIX (notably Linux and BSD)
and Microsoft Windows 9x, 2000, and NT. Some sections of the book contain platform specific
examples and will not apply to both UNIX and Windows. All examples use Perl 5.6, and while any
version of Perl from 5.003 onwards can be used, a Perl 5.6 installation is preferable. At various points
throughout the book we will need to install Per]l modules, all of which are available from CPAN.
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Although not required, some knowledge of UNIX/Linux may be helpful when dealing with certain
topics.

Source Code

We have tried to provide example programs and code snippets that best illustrate the concepts
discussed in the text. The complete source code from the book is available for download from:

http://www.wrox.com

This code is available under the terms of the GNU Public License. We suggest you get hold of a copy to
save yourself a lot of typing, although almost all the code you need is listed in the book.

Conventions

To help you get the most from the text, we have used a number of conventions throughout the book.
We have used several different fonts in the text of this book:

O Filenames, function names, and words that may be used in code or typed into a configuration
file are shown in a monospaced font: use war ni ngs or Confi g. pm

O URLs are written like this: http://www.cpan.org

Asides to the current discussion are indented and italicized:

This style is used for asides.

Commands typed at the command line are shown with a > prompt:

> perl myscript.pl
this is my output

Commands that must be executed with superuser privileges are shown with a # prompt:
# make install

When we list the contents of complete scripts or want to highlight something important in a piece of
code, we use the following convention:

#!/ usr/ bi n/ perl

# pet uni as. pl

use war ni ngs;

use strict;

print "Ch no, not again\n";

Snippets of code that should be used as parts of other examples will be typed like this:
if (-f $file & -T $file) {

}
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In this introductory chapter, we cover a little of the background of Perl and what makes it popular. We
also cover installing Perl and building it from source — a recommended step, if feasible, for those with
the confidence in their systems. For those who already have Perl installed, these sections can be
skipped, though if we want to use features such as threading it may be to our advantage to build Perl
from source even if we do have a binary installation already in place.

We also cover installing third-party modules and introduce the Comprehensive Perl Archive Network
(CPAN), the first, and frequently only, port of call for all Perl extensions and add-ons. It has mirrors all
over the world, and there is also a CPAN module that provides a simple but powerful way to use it. We
also cover some of the options for installing packages containing C code on non-UNIX ports of Perl,
notably ActivePerl's PPM package tool.

Finally, we look at the various ways of running Perl, and setting up the operating system to recognize
Perl scripts as Perl scripts. We also take a look at the Perl command line together with special
environment variables, and examine one way to create stand-alone Perl applications that can run
without the benefit of a Perl installation.

Introduction

Perl is a tremendously adaptable language that combines an extremely versatile syntax with a powerful
range of features. Originally inspired by UNIX text processing tools like sed and awk, and shell
scripting languages, Perl is a synthesis of features that provides a scripting environment which is vastly
more powerful than the original tools and traditional shell scripts, while also being easier to learn and
faster to develop in.
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Perl's versatility is one of its greatest strengths, but it can also be a liability if used incorrectly. Unlike
languages that have a strong sense of what is the right way or the wrong way to do things, Perl is
adaptable enough to adopt almost any approach — 'There's More than One Way to Do It', as the Perl
motto goes. This lets Perl adapt to the programming style of the programmer, and not the other way
around. In the eyes of Perl programmers, this is a good thing; in the eyes of advocates of some other
languages, it isn't. Perl's anti-motto really ought to be 'Just Because You Can Do It, Doesn't Mean You
Should."; Perl does not impose good programming practices, so it is also easy to write badly constructed
and hard-to-read code through sloppy programming.

Perl is a very practically-minded language, and takes a no-frills approach to almost everything including
things like object-oriented programming, which are pivotal to the entire ethos of other programming
languages. This is again, both a boon and a potential pitfall. Perl is also the language of a thousand
handy shortcuts, many of which are intuitive, and others become indispensable once they are known.
We have tried to cover as many as we can during the course of this book.

Key Features

Perl has many features that contribute to its popularity. Some of them are obvious to anyone who is
familiar with Perl - its easy learning curve, powerful text manipulation features, and cross-platform
availability.

Ironically, experienced programmers sometimes have a harder time than newcomers; Perl makes some
things so easy it is necessary to do a double-take and start from scratch rather than attempting to use
familiar coding styles from other languages. This is especially true of the regular expression engine.

Others are hidden strengths — its open source credentials and licensing, independence from commercial
interferences, and active online communities. Here are a few items for those who are less familiar with
Perl to ponder upon:

O  Perl has a relatively simple and intuitive syntax that makes it extremely quick to learn and
lends itself to very rapid prototyping, especially compared to languages that involve an
explicit compilation step. This is one reason it is popular as a scripting language — it can be
faster to code a Perl tool to do a job than to find and learn how to use an existing one.

O  Perlis a cross-platform language, supported on almost every operating system of sufficient
complexity that has ever existed. This means that, with a few caveats, a Perl program written
on one platform, Linux say, will usually run on another, Windows say, with little or no
modification. Better still, Perl's standard library contains considerable support for handling
different platforms in such a way that Perl applications frequently need little or no additional
effort to handle multiple platforms.

O  Perl's versatility allows programmers to learn the language and adapt it to their own particular
styles. Conversely, of course, if their styles aren't very good, Perl won't straighten them out.

O  Perl contains a very powerful suite of features for the manipulation of text. A key feature is the
regular expression engine, which when properly used, is capable of almost any kind of textual
transformation we can conceive, and text manipulation is one reason for Perl's popularity both
as a command line tool and a web programming language.

O  Perl's standard library comes with comprehensive support for database access and web
programming. In addition, CPAN and ActiveState distribute modules for Linux and Windows
respectively, which provide many powerful extensions to the standard library including very
comprehensive XML support, graphical user interfaces, and several flavors of embedded Perl
scripting. Perl can also be integrated into several different web servers.



Introduction

O  Perl supports references (at least, from version 5) but doesn't directly support addressable
pointers. This is one of the biggest problems with C programming. References allow the easy
construction of complex data structures, but without the dangers inherent in pointer
arithmetic. As an adjunct to this, like most reference-based languages (Java is another) Perl has
a garbage collector that counts references and removes data when it is no longer required.

O  Perl has a flexible object-oriented programming syntax, which is both powerful and at the
same time extremely simple. Its simplicity comes at the price of not implementing some of the
more advanced object-oriented concepts available in other languages, but it is capable of a lot
more than it is often given credit for.

O  Perl is not commercially oriented. This is an important point and not one to overlook. Perl
has no commercial agenda, and does not have features added to boost anyone's market
position at the expense of the language itself. This gives it a major advantage over commercial
scripting languages like Visual Basic which, while popular, are not developed by the
communities that use them.

O  Perlis an open source project, developed by the community of programmers who use it. Its
license allows it to be used and copied freely, under the terms of the Artistic or GNU Public
Licenses, whichever suits our needs better. This means that it cannot be commercially
coerced, and also allows it to benefit from the input of thousands of programmers around the
world. Despite that, commercial support is available from several companies both on UNIX
and Windows for those that require it.

O  Finally, Perl is not just a programming language but also a thriving online community. One of
the most obvious signs of this is the CPAN (headquartered at http://www.cpan.org, but use a
mirror) and its comprehensive repository of Perl programming libraries and modules. Another
is the Perl Mongers, a network of regional Perl clubs and societies — see http://www.pm.org for
a list of locations.

Supported Platforms

Perl is supported on many platforms, and ports exist to more or less every operating system that still has
life in it (and a few that don't). The most commonly used of these are:

O UNIX: More or less every UNIX or UNIX-like operating system ever created, notably AIX,
IRIX, HP/UX, BSD, Linux, Solaris, and Tru64

O MSWindows: DOS, Windows 3.1, 95, 98, NT and 2000, and the Cygwin UNIX-to-Windows
compatibility environment

O Other Desktop OSs: Apple Macintosh (68k and PPC, both pre and post MacOS X), Acorn
Risc OS, Amiga, BeOS, OS/2, and many others

O Mainframes: AS/400, OS390, VMS and OpenVMS, Stratus (VOS), and Tandem

O PDAs: EPOC (Psion/Symbian), but not PalmOS or Windows CE at time of writing, although
porting efforts are being made for both platforms

Binary versions of Perl for all of these operating systems and many others are available from the Ports
page on CPAN at: http://www.cpan.org/ports/index.html.

Perl also builds from source on many of these platforms. This is generally preferable since binary
distributions tend to lag behind the source code in version number (the delay depends a lot on the
platform — UNIX is near instantaneous). For UNIX-like platforms, building from source should not be a
problem, and may even be educational. Other platforms that should be able to compile Perl directly
from source include DOS, OS/2, BeOS, EPOC, VMS, and Windows; see later in the chapter for details.

9
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In addition, when building from source, Perl is able to take advantage of additional facilities on the
platform if they are available, and to extend its support to new data types like 64 bit integers and
extended floating-point numbers where possible. It also allows the possibility of including support for
threads and other features that are frequently not enabled by default in binary distributions. Also, if we
are on a UNIX-like platform, we can, try out a development version of Perl.

Perl History and Versions

Perl, the Practical Extraction and Report Language, is an evolving language, continuously being
updated to support new features. Despite this, it is still an easy language to learn and has not lost its
basic simplicity, regardless of evolving from a simple scripting tool into a fully-fledged object-oriented
application development language.

Perl evolved hand-and-glove with the Internet, and gained rapid popularity in its early days asa
language for writing quick utility scripts. This was thanks in part to its powerful text handling features
and familiarity to programmers used to the sed and awk tools by which Perl was partly inspired. It also
gained popularity as a language for writing server-side CGI scripts for web servers, again because of its
text handling abilities and also because of its rapid prototyping. This culminated in version 4 of Perl.

Release 5 took Perl to a new level by introducing object-oriented programming features. Perl's object
orientation is a very back-to-basics approach. Like the language itself, it applies itself to actually getting
the job done rather than overly worrying about ideology, but nonetheless, turns out to be very capable.
The ability to support objects, derived principally from the introduction of hard references to the
language. Up until this point, Perl only had symbolic references, which are now deprecated (and indeed
disallowed with the stri ct module). It was in version 5 that Perl became more than just a language for
writing short utility scripts and became a language in which serious applications could be developed.

Version 5.005 introduced initial support for threaded programming, albeit only inside the interpreter
itself. This gave Windows, and other platforms that did not support child processes, an emulation of the
UNIX f or k system call, thus greatly improving Perl's support on those platforms.

In version 5.6, the current stable version, Perl revised its version numbering system to be more in line
with version numbers elsewhere. In particular, it adopted the Linux system of numbering stable and
development releases with even and odd release numbers. The first stable version of Perl to use this is
version 5.6; the development version is version 5.7. Version 5.6 introduced a number of important
improvements, the main one being full support for Unicode character sets — not only can Perl 5.6
handle multi-byte characters, it can even handle code written using them. From version 5.6,
experimental support for threads in user-level programming is provided too, but only if built from
source and requested at that time. In this book we will be using Perl 5.6 in our examples, though we will
point out incompatibilities and alternatives for earlier versions as we go.

In the future is Perl 6, a complete and fully object-oriented re-implementation of Perl from the ground
up. The exact details have just been finalized at the time of writing, so the eventual release of Perl 6 is
some way off. In the meantime, updates to 5.6 will continue, and more experimental features will make
their way into 5.7.

Essential Information

Perl comes with a lot of documentation as standard, including a complete set of manual pages that can
be accessed with the per| doc program, if we already have Perl installed. For an index of available
pages, use the command line:

10
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> perldoc perl

This should return a list of the (many) standard Perl manual pages available as part of every Perl
installation. The per | doc command can also return information on specific Perl modules; for example,
to pick two popular Perl modules named CGI and DBI, which we shall meet later:

> perldoc CGlI
> perldoc DBI

Type perldoc perldoc for information on using per | doc itself, and perldoc -h for a brief summary of
options. Key options and command variants are:

> perldoc -f funcname # look up a function in the perlfunc page
> perldoc -m module # display source code file

> perldoc -q pattern # search the perlfag documentation

> perldoc -r pattern # search the entire Perl installation

> perldoc -i [options] # do a case insensitive lookup or search

For example:

> perldoc -f split

> perldoc -m CGI

> perldoc -q '(mail|laddress)'
> perldoc -i cgi

A complete set of manual pages for Perl in HTML, PDF, Postscript, and plain text formats are available
from CPAN's documentation page at: http://www.cpan.org/doc/index.html, or from
http://www.perldoc.com. Users of ActivePerl can also use ActivePerl}Online Documentation (or
similarly named) from the Start Menu in order to obtain the Windows version.

These are direct conversions of the manual pages supplied with Perl, but may be the wrong version (in
either direction) for a local Perl installation. We can generate our own specific versions with the
conversion tools pod2ht ml , pod2man, pod2l at ex, or pod2t ext, for example:

> pod2html --in=/usr/lib/perl5/5.6.0/CGl.pm --out=./CGl.pm.html

To generate an entire HTML tree from our own installation, which includes all the HTML documents
available from CPAN and additional documents for every module installed on our platform we can use

pod2ht m in a recursive mode.

Also available from http://www.cpan.org/doc/index.html is the current version of the Perl FAQ, and
some other useful essays that go beyond the basic Perl documentation.

There are many useful web sites for Perl programmers, of which http://www.cpan.org is probably the
most important. A list of useful URLs for Perl resources is given in Appendix G.
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Building and Installing Perl

Perl is released in two different versions, the stable version, also known as the maintenance version, and
a development version. Both versions update in small ways from time to time, and occasionally take a
big leap. The last such big leap was from Perl version 5.005 to Perl 5.6.0, which revised the version
numbering system at the same time; the new development release, as mentioned earlier, became Perl
5.7.0. This does not mean Perl 5.7 is better than Perl 5.6, it just means it is more experimental. Some
development releases are more stable than others, but only officially stable releases are recommended
for production environments. The new numbering scheme means that the latest stable version will
always have an even second digit — incremental updates will be in the 5.6.X series, the next major
release will be 5.8.

Getting the most current maintenance release is almost always a good idea; reasons not to do this are
because the platform on which we want to install Perl does not have an up-to-date binary release, and it
is not possible to directly build Perl from source. New maintenance versions of both stable and
development releases increment the last digit; depending on what is in them, we may or may not need
to care about upgrading Perl immediately.

Before fetching and installing a Perl distribution it is worth taking time to consider whether a binary
distribution is suitable or whether it would be worth building from source. Source distributions include
the following advantages:

0O They can be built to take advantage of the underlying hardware; for example, Pentium+ class
processor instructions. Binary distributions are frequently 'dumbed down' in terms of
processor capabilities in order to be more widely installable.

0 Enhanced and experimental features such as extended precision integers, floating point
numbers, and user-level threads can be included into the Perl interpreter.

O  Support for additional packages like the GNU DBM (GDBM) and Berkley DB (DB) libraries
can be built if they are present on the system when Perl is built.

Disadvantages of source distributions are that they take longer to carry out and require a compiler and
supporting tools for the build process. They are also not immediately portable to all the platforms on
which Perl can run (which is an alarmingly large number), while binary distributions have already
solved the installation issues for their target platform. Having said this, the source is quite capable of
being built on the bulk of platforms that we are likely to be using.

Installing Pre-built Perl Distributions

Perl is available from many web sites and FTP servers. Two places to look for it are http://www.perl.org
and http://www.cpan.org, both of which carry the latest releases and links to all the distributions, free
and commercial, for all platforms on which Perl is known to work. Note that it is generally a very good
idea to pick a local mirror before downloading from CPAN, for reasons of both speed and good
neighborliness. FTP access to both sites and their mirrors is supported, of course. The main CPAN site
automatically tries to redirect browsers to a local site.

Binary distributions are available from a number of places, most notably CPAN's binary ports page at
http://www.cpan.org/ports/index.html, which contains links to a large number of binary ports and
incidental notes on availability. Some platforms lag behind the current source code release by a few
version points — if this is important, consider building from source instead.

12
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Many platforms can take advantage of pre-built packages that will install onto a system using the
standard installation tools. Linux, for example, has both . deb and RPM packages, both of which are
commonly available from the web sites of the respective distributions (Debian and distributions based
on Debian for . deb packages, and Red Hat with various other distributions, including SuSe using RPM
also). Additionally, RPMs can for be found at ftp.rpmfind.net and can be searched for using the

r prf i nd utility. Solaris packages can be installed with the pkgadd facility, and so on.

In general, packages keep up to date with the current Perl release, but check first and make a note of
any changes that may mean getting a more up-to-date release.

Installing Perl on UNIX

Installing a binary distribution of Perl is trivial — we just need to unpack it into the place we want it to
live; to install it into a system-wide place like / usr/ | ocal or/usr/li b we will need to be superuser,
of course, which is usually denoted by the prompt # on the command line. The latest version of the
standard package in both RPM and Debian formats can be tracked down at http://www.activestate.com.
After retrieving the correct package, the following command lines for . r pmand . deb files will place
them in the relevant location and install Perl for us:

#rpm -i ActivePerl-5.6.0.620-i686-linux-thread-multi.rpm
# dpkg -i ActivePerl-5.6.0.620-i686-linux-thread-multi.deb

In addition, if we wish to run Perl and attendant scripts like per | doc from the command line, we need
to either place them in a standard place for executables that is on the system path or, if system
administration states that installing Perl off / usr is not possible, then it isn't necessary to install Perl
into an official place. We can install it in our own home directory perfectly well too.

Installing Perl on Windows

There are three main ports of Perl to Windows; the native port, the ActiveState port, and the Cygwin
port. The native port can be built straight from the source, which is the preferred alternative; a straight
binary port is available from the ports page for those who really can't build from source and can't (or
won't) use one of the available alternative binary ports.

The ActiveState port, ActivePerl, is available from http://www.activestate.com. If we are using
Windows 9%, we will need the Microsoft Windows Installer (Windows 2000 and ME have this as
standard). It is available from the Windows Download page at ActiveState's web site:
http://www.activestate.com/Products/ActivePerl/Download.html. Select the appropriate Installer and
install it first. We can then download the binary distribution from the Windows Download page or FTP
it from ftp://ftp.activestate.com/ActivePerl/Windows/5.6.

In addition, there is a Cygwin port for the Cygwin UNIX compatibility library available from
http://sourceware.cygnus.com/cygwin (actually a part of Red Hat now). The Cygwin Port has the
advantage of supporting (and indeed coming supplied with) many of the GNU utilities, including gcc,
gzi p, make, and t ar, which the CPAN module CPAN. pmprefers to use.

Note that Cygwin is a supported build option in the Perl source distribution (see the file

README. cygwi n in the top directory of the unpacked source), but if required, a port of Perl 5.6 for
Cygwin V1.1 is available from http://cygutils.netpedia.net, which may be unpacked and installed with
tar (which comes with Cygwin), just as with UNIX binary ports.
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Installing Perl on Macintosh

The Macintosh port of Perl, also known as MacPer| comes in several different forms, divided into two
stand-alone versions and either a binary or source distribution based around the Macintosh
Programmers Workbench (MPW). At the time of writing, the current version of MacPerl is based on
Perl 5.004. Either version works on any version of MacOS from 7 through 9. All of the files needed, can
be found at a mirror of http://www.cpan.org/ports/mac. Additional information is available at the
MacPerl homepage at: http://www.macperl.org/.

All versions of MacPerl require the core binary Mac_Per | _520r 4_appl . bi n (for version 5.004). To
get the stand-alone application with all the trimmings (libraries and documentation), install
Mac_Per | _520r 4_bi gappl . bi n.

To get the stand-alone application only, install Mac_Per | _520r 4_appl _onl y. bi n. 68k-based
Macintoshes with dynamic library loading may instead use Mac_Per | _520r 4_appl _cf n68K. bi n. For
the version based on the MPW, first make sure that the MPW is actually installed. Then add:

Mac_Per| _520r4_t ool . bi n and Mac_Per | _520r 4_bi gt ool . bi n.

To use the MPW to build MacPerl, use Mac_Per | _520r 4_t ool . bi n and Mac_Per| _520r4_src. bi n.

MacOS X ships with Perl preinstalled, so installing it is not a problem. In addition, since MacOS X is
UNIX-based underneath, most of the details for managing UNIX installations apply to it also, including
shebang lines for script identification (#! \ usr\ bi n\ perl ).

Building Perl from Source

Building Perl from source is not actually necessary for most platforms, so this section can be skipped by
those who would prefer not to experiment with compilers or are simply impatient to get on to actually
writing Perl code. This is a brief introduction and rundown of building Perl for those who are curious
(or have no choice) about building Perl from source, or want to do more than the standard binary
installations allow, such as enabling support for threads. We highlight the main points for a UNIX
installation; the general technique is either identical or easily adapted for the other platforms supported
by the source code distribution.

Source distributions are available from a number of places, most notably CPAN's Perl Source code
page at http://www.cpan.org/src/index.html. The current production release is always available as the
files st abl e. t ar. gz (for systems with gzi p, typically UNIX) and st abl e. zi p (for systems with zi p
and unzi p utilities, typically Windows, Macintosh, and many desktop operating systems). Development
releases are available as devel . t ar. gz and devel . zi p. In both cases, the actual version number is
not reflected in the filename; it is in the archive inside, which unpacks under the directory per| -

<ver si on> (for example per| - 5. 6. 0).

System administrators, who are concerned with the accounting of the files they install, can still use a
package installation and build from source. This gives us the advantage of having Perl installed as an
accountable package, while at the same time taking advantage of the benefits of compiling it from
source. Rather than installing a binary RPM for example, we can acquire the source RPM or SRPM (use
--sour ces as an argument to r pnf i nd to locate one) and use >rpm --rebuild perl.srpm to build a
new binary package we can then install.
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Building Perl is mostly just a matter of unpacking the source archive (stable or development version)
and choosing how to configure the build process. Before moving on to configuring the installation, we
need to extract the archive. For example, assuming we have the gzipped source on a UNIX system, we
use the following command lines:

> gunzip -c stable.tar.gz | tar -xvf -
> cd perl-5.6.0

If we have the GNU version of t ar we can also do the unpacking in one step with:
> tar -xzvf stable.tar.gz

Perl builds easiest on UNIX platforms; the majority of these can use the supplied Confi gur e script to
set up and compile Perl with the features and installation locations they want. Other platforms
supported by the source bundle are documented in one of the README files available in the top-level
directory of the source tree. For instance, instructions and additional details for building Perl on
Windows are contained in the READMVE. Wi n32 document. If the platform we want to build on has an
associated README file, we can build and install Perl on it, but there may be more involved than simply
running Confi gure.

The Conf i gur e script sets up the source distribution for compilation on the chosen platform. It has two
modes of operation. The first is an interactive step-by-step question and answer session that asks us how
we want to build the interpreter, where we want to install it and the libraries that come with it. At any
stage, where a reasonable default can be assumed, the script does so. We usually change just the options
we care about and accept the defaults for the rest. At its simplest we can use Conf i gur e this way by
entering:

> /Configure

The second mode of operation skips the question and answer session and assumes the defaults for all
questions. Without qualification this will build a standard Perl that installs into the default place
(fusr/1ib/ perl5 on most systems) when we subsequently carry out the installation. To run

Conf i gur e in this way we use the - d option, for 'default':

> /Configure -d

In either mode, if we want to have Conf i gur e automatically start the compilation process after
finishing the initial set-up, we can specify the - € option. To stop Confi gur e being concerned about the
less important issues of how and why it is making its decisions, we can also specify - s, for 'silent'. These
are both good options to specify together, with - d to configure and build Perl with minimal fuss:

> /Configure -des

Both modes also allow us to specify configuration options on the command line. In the interactive
mode, this changes the default option presented to us when Conf i gur e asks us the appropriate
question; we can then change our minds again if we want to. In the non-interactive mode this is the only
chance we get to determine how the resulting Perl is built.

There are potentially many options that can be specified; the question and answer session describes
most of the ones that it sets so it is worth running through it once just to see what is set by which
question. Possibly the most likely option to specify is the pr ef i x option, which determines where Perl
is installed after it is built and presets the values of many other options. Configuration options are set
with the - Dflag, so to tell Perl to install itself in / usr/ | ocal / per| 5_6_0 rather than the default
location we would use:
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> ./Configure -des -Dprefix=/usr/local/perl5_6_0

This example uses the non-interactive mode of Conf i gur e to install Per] under the / usr /1 ocal
directory. We might do this, for example, if we already have a Perl installation and we do not want to
disturb it.

Another option to combine with pref i X to ensure we don't upset an existing installation is the

i nstal | usrbi nperl| option. By default this is enabled, and causes the installation stage to copy per |
and a few supporting scripts into the default place for system executables. Unless we change it, this
default is / usr/ bi n. To disable an option we use - U, so to set up Perl to install elsewhere and leave the
existing installation untouched, we would use:

> ./Configure -des -Dprefix=/usr/local/perl5_6_0 -Uinstallusrbinperl

A complete list of Conf i gur e's options can also be viewed by using the - h or - - hel p option on the
command line:

> ./Configure --help

If we have been through the configuration process at least once before, there will be a confi g. sh file
present. In the interactive mode, Conf i gur e will ask if we want to use it, and then preset itself with
defaults from the previous run. This file contains all the names of the options that we can supply on the
command line too, so it can be handy for finding out how to set options. Note that if we are rebuilding
Perl with different options, we should additionally execute a make di st cl ean before we configure and
build Perl a second time:

> make distclean
> ./Configure

Once configuration is complete, we actually build and install Perl by typing:

> su
Password:
# make install

This will build and install Perl according to the choices we made at the configuration stage. If we are
overwriting an existing installation and prudently want to test the new build before we wreck anything,
we can build Perl without installing it, test it, and then install it only if we are happy:

> make

> make test

> su
Password:

# make install

At the end of the build process a file called nyconfi g is generated and this contains complete details of
the configuration used to build Perl. This is handy for checking what was actually used to build Perl; a

similar output can be generated from Perl itself with the - V option:

> perl -V
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Building a Threaded Perl Interpreter

One specific reason for building Perl from the source distribution rather than installing a precompiled
binary is to enable support for threads. Threads are a powerful way to write multi-tasking applications
without the overheads of multiple processes, and are fundamental to languages such as Java. In Perl,
threads are still experimental, so they are not built by default.

The interactive question and answer session that Conf i gur e provides asks two questions about threads;
firstly Build a threading Perl?, and secondly, Use interpreter-based threads? The answers to these
questions are y and n respectively. Unfortunately though, this will not result in a working threaded Perl
interpreter; we must also select thread support on the command line with the uset hr eads and
use5005t hr eads options. Here is how we would do that before entering an interactive question and
answer session:

> /Configure -des -Dusethreads -Duse5005threads
Or, to build a threaded version of Perl non-interactively, and in a different location as described above:

> /Configure -des -Dusethreads -Duse5005threads -Dprefix=/usr/local/perl5_6_0
-Uinstallusrbinperl

Either way, we will now have a correctly working threaded Perl. If all has gone well we should have a
Thr ead module in the standard library. We can check that it is there by executing (in the above
example):

> Jusr/local/perl5_6_0/bin/perldoc Thread

See the end of Chapter 20 for a description of threads and why we might want to use them, and also the
threaded network server example in Chapter 23.

Differences for Windows and Macintosh

Building Perl from source on Windows is broadly similar to building it on UNIX with the primary
difference being the choice of compiler and make utility used. Running >per | doc per| wi n32
provides some reasonably detailed information on the options available. For those without a Perl to use
to run per | doc the pages are also available on the Web — see earlier in the chapter for some URL:s to
gain more information.

To build Perl for Macintosh first requires installing the base packages and then compiling the source
code with the Macintosh Programmer's Workbench (MPW). Refer to the above section titled 'Installing
Perl on Macintosh' for details on which files to get and install.

Other Platforms

Other than generic UNIX Windows support and, several other platforms are supported by the source
distribution. Each of these has a README file located in the top of the tree that provides information to
get Perl built and installed on that platform. Here is a short summary of them:

README. ami ga Amiga

README. beos BeOS

README. cygwi n Windows port using Cygwin
README. dos DOS port using djgpp
README. epoc Symbian/Psion EPOC
README. hpux HP/UX

README. hur d GNU Hurd

17



Chapter 1

READMVE. macht en Power MachTen

README. mi nt Atari ST
README. npei X HP 3000 MPE
README. 0s2 0S/2

README. 05390 OS 390

README. pl an9 Plan 9

README. posi x- bc BS2000 OSD V3.1A Posix
READIVE. gnx ONX4

README. viesa VM/ESA 3.20
READVE. vims VMS

README. vos VOS (Stratus)
README. wi n32 Windows 9x/NT

Note that Windows has more than one option, depending on whether we want to use the native win32
port, the Cygwin support libraries, or the DOS version (which requires the dj gpp compiler, a DOS port
of gcc is available from http://www.midpec.com/djgpp/). Other ports on this list are more or less
functional - don't necessarily expect them to work completely, especially very old, very new, or very
obscure platforms.

Building Perl from source on other platforms may or may not be possible, depending on the platform.
See the ports page on CPAN for availability and instructions if available.

Building and Installing Modules

Perl comes with a very feature-rich and comprehensive standard library. However, many more modules
are available from CPAN, so it would be nice to be able to install them too. The easiest way to
download and install modules on most platforms is the CPAN module. Many module packages also
include C code, however. In these cases the CPAN module requires a C compiler and make tool, which
can limit its ability to function on non-UNIX platforms. Users of the popular ActivePerl distribution are
well provided for here; ActivePerl supplies it own package management tool PPM which is strongly
inspired by the CPAN module and allows us to download and install precompiled Windows versions of
CPAN modules, avoiding the need for a compiler.

We can also download and install module packages manually by, downloading a package file from
CPAN or (preferably) one of its mirrors using either HTTP or FTP. To get to the modules, either FTP to
the CPAN mirror of your choice or point a web browser to: http://www.cpan.org/modules/. This, or the
local mirrored equivalent, contains links that list the modules in the archive by author, category, name,
or archive time. We can also make use of http://search.cpan.org/ to search for modules in various
different ways.

Installing Modules with the '"CPAN' Module

The CPAN module provides a Perl-based interface to the CPAN archive for UNIX platforms, and
possibly others. We can use the module to scan CPAN for new packages, check for updates on existing
packages, and install new ones, including dependent modules and module bundles. With the optional
CPAN: : WAI T module (available from CPAN, naturally) also installed, we can carry out full text searches
using the CPAN Wide Area Information Server (a.k.a. WAIS) database.

The CPAN module takes a little while to set up, because it needs to be told about the availability of
certain system resources and also the nearest CPAN mirrors to use. This is almost always effort well
spent, however, since it allows us to search, examine, build, and install modules all from the same
command line prompt.
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Starting and Configuring CPAN

To start the CPAN module from the command-line, use:
# perl -MCPAN -e shell

This runs Perl, loads the CPAN module into memory and runs the shel | subroutine, which provides an
interactive interface. Note that if we have Perl installed in a privileged place we will need to be
superuser to actually install anything, though we can still perform queries. If CPAN has never been
configured before it will run through a set of questions to get itself up and running. Like Perl's build
configuration a lot of these are self-evident, and others are computed by default. However, the module
needs to fetch several resources including a current list of CPAN mirrors during the installation process
so it is very helpful (though not absolutely necessary) to have an active Internet connection during the
configuration process.

UNIX systems will generally have no trouble here, but non-UNIX systems will need to make sure that
they have acceptable versions of at least some of the following command-line utilities:

O Acopyofgzip
A tar program
A zip/unzip program (W nZi p, i nf ozi p, etc)

A make program (for example, dmake or nmake for Windows)

O O o o

A copy of the open source lynx browser (this is only necessary if Net : : FTP is not installed
yet)

O A non-interactive FTP command line client (such as ncf t pget, freely available and installed
on many Linux and other UNIX-like platforms)

The configuration process will also ask about FTP and HTTP proxies, and then fetch a list of mirrors
from which we should pick two or three in the local area. This is the only part of the configuration that
needs considered user input; select three or so numbers from the list for the appropriate area and all
should be well. Note that any option can be changed after the initial configuration with the 0 command
from within the interactive shell. (The process will also ask about a WAI T server. This is an optional
feature that looks for the CPAN searchable WAIS database and enables the search commands listed
under Other CPAN commands. The default server offered works fine.)

The CPAN module supports command line editing and history, if supplied by the Ter m : ReadLi ne
module. This, and the Ter m : ReadKey module, can of course be installed with the CPAN module once
it is in place.

Once we have the CPAN module configured, we should have a cpan> prompt at which we can enter a
variety of commands. Typing h or ? will generate a helpful list of available commands. If we have

Ter m : ReadLi ne and Ter m : ReadKey installed and the GNU readlinelibrary available (see Chapter
15 for more on all of these) the prompt should be highlighted and underlined, otherwise we can install

them ourselves:

cpan> install Term::ReadKey

cpan> install Term::ReadLine
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Installing these modules significantly improves the CPAN shell by adding better interactivity and
command line history. Alternatively, we can install the CPAN bundle, which contains all the modules
that CPAN can make use of, with:

cpan> install Bundle::CPAN

Either way, the CPAN module will go off and try to fetch the module or modules we requested. If we do
not have an up-to-date copy of the Net : : FTP or LWP modules (for FTP or HTTP transfers respectively)
installed then it will try to use the | ynx browser to fetch it. If we don't have any of these installed, we
will have to use an FTP client to fetch and install at least one of them manually. We should use reload
cpan after executing any of the above commands to update the running CPAN shell.

Installing Modules

The CPAN module provides four commands related to installation. The main one, and in practice the
one we tend to use the most often, is i nst al | . This takes a bundle, distribution, or module name (it is
not practical to install an author, although it would be an intriguing concept) and determines the
appropriate distribution file or files to fetch, build, and install. This means we can install modules
without needing to worry about which actual distribution file they belong in. For example, we can say:

cpan> install Apache::Registry
Installation is a multi-step process:

O The currently installed version (if any) is compared with that available from CPAN. If the
installation is up-to-date and we are not doing a f or ce (see below) then the installation
terminates.

O The distribution file (named explicitly, by bundle, or inferred from the module requested) is
fetched from the first configured CPAN mirror and unpacked.

O Next, the module is built using perl Makefile.PL followed by make.

O Next, the module is tested using make test. For most distributions this executes a test suite
implemented using the Test and Test : : Har ness modules. If this stage fails, the module
installation aborts with an error, unless we used the f or ce modifier, which is explained
shortly.

O  Finally, if the distribution passed the test stage, it is installed into Perl's library.

We can, if we choose, also carry out these stages individually, but this is usually only done if there is a
problem with the automatic installation.

Installing Modules in Stages

20

Instead of using the i nst al | command to fetch, build, test, and install a module in one go, we can use
the get, make, and t est commands to perform individual steps, and then finish with i nst al I . This
can be occasionally useful for examining the outcome of each stage before proceeding to the next;
generally useful if the automated install process fails for some reason.

In fact, each command implies the ones before, so if we use make for a module that has not been
fetched, get is used to fetch its distribution first. We don't actually need to issue get, make, or t est
commands, since i nst al | implies all of them — or as many of them as still remain to be done.
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Forcing Installation

If an installation fails in the t est phase, or CPAN thinks that a module or distribution is already
installed and up-to-date, it will decline to do so a second time. We can override this with f or ce, for
example:

cpan> force install Term::ReadLine

It is perfectly fine to do this, but we should be aware that the distribution might not function entirely
correctly (or in more extreme cases, function at all). Some test failures may involve features that are not
applicable to a particular site or operating system. Read the output of the test phase carefully before
deciding whether to use f or ce.

Examining the Contents of a Distribution

It is rare that we would actually want to examine the contents of an unpacked distribution directly, but
if we want to we can do so with the | 00k command. This opens a system shell in the root directory of
the unpacked distribution where we can list files:

cpan> get CGl

cpan> look CGI
> s

We can also execute make commands here directly if we need to (for example >make i nstal |

UNI NST=1 to install a new module removing any older installed versions at the same time). However,

| ook does not perform any kind of remote access; if we look for something that we don't have installed
then it will need to be fetched and downloaded first.

Cleaning Up

Once a package has been installed we can clean up the files generated during the build process with

cl ean. This takes a bundle, module, or distribution as an argument and issues a make cl ean on the
unpacked sources cached by the CPAN module. Clearly this makes sense only if the package has actually
been installed recently. For example:

cpan> clean Net::FTP

Cleaning up is useful if we are very short of disk space, otherwise we can usually skip it as the CPAN
module automatically clears out the oldest build sources. This occurs whenever the total exceeds the
cache size specified when we configured it at the module start up.

Listing and Searching CPAN

CPAN categorizes its archive in four different ways: by author, by bundle, by distribution, and by
module:

O  Author: These are the authors of the distributions available on CPAN, listed by code and full
name.

O Bundle: Groups of module distributions that are commonly installed together are collected
together into special distributions called bundles, which simply list a set of related
distributions. Installing a bundle saves time and effort by avoiding the need to install a
collection of modules one by one. Note that bundles do not contain any source code
themselves; they are just a list of other distributions to install. All bundles are given names
starting with Bundl e: : to distinguish them from 'real' packages.
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O Distribution: The actual distribution files for Perl packages, including the directory prefixes
for the author whose distribution it is.

0 Module: As well as a list of distributions, CPAN keeps track of all the modules provided by
those distributions. Since we can install distributions by naming a module inside them, we
rarely need to actually type in a distribution name.

To search CPAN and list records, the CPAN module provides the a, b, d, and mcommands for specific

categories, or the i command, which returns information on all of these categories. On its own, the i
command will return a complete list of every record on CPAN:

cpan> i

This is of course takes time and produces a very long and unwieldy list, even though the information is
fetched from the mirror and stored locally. More usefully, we can narrow down the result by supplying
a literal string or a regular expression. The literal string must match exactly:

cpan>i CGI

A regular expression (covered in Chapter 11) can be more specific as well as more flexible. To search
for anything with 'CGI' in it (case insensitively, incidentally):

cpan>i /CGl/

To search for anything that begins with 'CGI', 'cgi', 'Cgi', and so on use:

cpan>i /"CGlI/

To search for anything in the CGI module hierarchy:

cpan>i /NCGl::/

Alternatively, we can use the a, b, d, or mcommands to search for specific authors, bundles,
distributions or modules. These work identically to the i command but only return information for the
specified category. For example, to list all modules containing XM_ but not distributions:
cpan> m /XML/

To find information for a particular author:

cpan>a DOUGM

To find all authors called Bob:

cpan> a /~*Bob/

To find distributions with a version number of 1. x:

cpan>d /-1.\d/

Finally, to list all available bundles:

cpan> b
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Listing Out-of-date Modules

We can find out which modules and distributions have been updated on CPAN compared to our locally
installed copies with the r command:

cpan>r

Package namespace Installed Latest in CPAN file

Apache::Session 1.51 1.53 J/IB/IBAKER/Apache-Session-1.53.tar.gz
CGl 2.68 2.74 L/LD/LDS/CGIl.pm-2.74.tar.gz

DBD::CSV 0.1023 0.1024 J/IJW/IJWIED/DBD-CSV-0.1024 tar.gz
DB_File 1.72 1.73 P/PM/PMQS/DB_File-1.73.tar.gz
Date::Manip 5.37 539 S/SB/SBECK/DateManip-5.39.tar.gz
Devel::Symdump 2.00 2.01 A/AN/ANDK/Devel-Symdump-2.01.tar.gz

Since this command requires that the entire contents of the locally installed Perl library are examined
for version numbers and compared to the current versions available on CPAN, it takes a short while to
execute. We can narrow down the list we want to check for by supplying a string or regular expression.
For example to check for all out-of-date XML modules, the following works:

cpan>r /XML/

This regular expression simply matches any module with 'XML' in the title. If we only want to know
about XML modules in the XML hierarchy, we can specify a more explicit expression by anchoring it
at the front:

cpan>r /AXML::/

Listing Uninstalled Modules

In a similar manner to the r command, we can also list all currently uninstalled modules with u. Not
surprisingly, this generates a rather large list of modules, so it is more useful with a regular expression.
For example, to find all uninstalled modules in the 'XML' family:

cpan> u /AXML::/

Reading Module Documentation Without Installing

If we want to find out more about a module before installing it, since there are often multiple modules
available for some tasks, we can use the r eadne command. This will look for the r eadne file within the
distribution and, if present, fetch and display it to us without installing the module:

cpan> readme Apache::Session

Reloading CPAN

We can reload both the index information and the CPAN module itself with the r el oad command,
should either be out of date (it is possible, though perhaps not likely, to have a permanent CPAN shell
active on a server; updating the index from time to time would then be useful). To reload the index, use:

cpan> reload index
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To reload the CPAN and associated modules, use r el oad cpan. For example, to upgrade CPAN itself
we can use:

cpan> install Bundle::CPAN
cpan> reload cpan

The module will even prompt us to do this if our version of the CPAN module has been superseded.

Configuring CPAN Options

The 0 command configures CPAN options, and allows us to change any choice that we made during the
original set-up. To list all current configurations use:

cpan> o conf

To view a specific option, name the option. For example, to find the size of the build cache for
unpacked distribution sources:

cpan> o conf build_cache
build_cache 10

To set an option, name the option and the new value. For example, to increase the build cache to 20
megabytes:

cpan> o conf build_cache 20

We can also set debugging options for various parts of the CPAN module. For general usage we would
not normally want to do this, but a list of debugging options can be generated with:

cpan> o debug

We have now mentioned in brief all of the most important CPAN commands.

Installing Modules by Hand

If we can't make use of the CPAN module then we can still install modules by hand. The process is
essentially the same for every platform; the principal difference being the tools required on each
platform to perform the unpacking, building and installation of the module.

Installing Modules on UNIX
UNIX systems can install module packages downloaded directly from a CPAN mirror. The package
filename generally resembles Sore- Modul e- 1. 23. t ar. gz, that is, a gzipped tarball. To install it we
first unpack it:

> gunzip -c (or gzip -dc ) Some-Module-1.23.tar.gz | tar xvf -

If we have the GNU version of tar (any Linux or BSD based system should have this), we can perform
both steps in one go with:

> tar -zxvf Some-Module-1.23.tar.gz
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The advantage of either approach is, of course, that we avoid uncompressing the distribution, which can
be handy if we're short on disk space.

Having unpacked the module, we go into the source directory (which should have the same name,
minus the t ar. gz suffix) and generate the Makef i | e from the supplied Makefi | e. PL file:

> cd Some-Module-1.23
> perl Makefile.PL

Finally we install and test the module, using make:

> make

> make test

> su
Password:

# make install

If we want to keep the original source directory but clean out all the additional files created by the
building and installation process we can use the standard:

> make clean

If we change our minds and still have the source to hand we can also (sometimes) uninstall the package
again using:

# make uninstall

Installing Modules on Windows

The ActiveState port of Perl comes with a utility called PPM which can install pre-built CPAN modules
archived into ppd files. It works in a very similar way to the CPAN module that inspired it and by default
connects to the archive at http://www.activestate.com/PPMPackages/5.6/.

Say we wish to install a package named Mat h: : Mat ri x, which is not installed by default. We simply
have to issue the command line at the prompt:

> ppm install Math::Matrix

As if by magic, and in a similar fashion to the CPAN module for UNIX, the package is retrieved and
installed automatically ready for your use and abuse.

The PPMfacility is a very capable tool and one of the most attractive reasons to use ActivePerl; more
information and a list of alternative mirrors is available in the PPM FAQ document at:
http://velocity.activestate.com/docs/ActivePerl/fag/ActivePerl-faq2.html. An excellent resource for an
up-to-date list of modules available for use with PPM is http://www.activestate.com/ppmpackages/5.6/.
This is maintained by ActiveState so it will be reliable and of great use.

We continue with installing modules by hand, since that is the topic of the conversation. The native
port of Perl for Windows is essentially similar to the UNIX method, only with different decompression
software. The . zi p package files can be decompressed using W nZi p, i nf ozi p, or any other
ZIP-compatible decompression tool. W nZi p can also handle UNIX-style gzipped and tarred files of the
kind supplied by CPAN.
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Once the package is uncompressed and extracted we can install it with a make tool (such as dmake) in
the usual way. For example, assuming drmake:

> dmake

> dmake test

> dmake install
> dmake clean

This of course relies on a functional C compiler being available if the module happens to contain C
code too. For pure Perl modules, this isn't a problem.

If we don't have a make equivalent and we don't have any C code to deal with, we can sometimes get
away with simply copying the files that were unpacked into an appropriate part of the standard library
tree, for instance the \si t e\l i b branch. Some modules use a module called Aut 0Spl i t on installation
to carve up the module source. Another module, Aut oLoad then loads and compiles pieces of the
module on demand. Since we are unable to make use of the standard installation process here we may
also need to perform a split ourselves before the module is completely installed. If a module file uses the
Aut oLoad module, we will need to run the following from the top of Perl's installation to finish the
installation:

> perl -MAutoSplit -e "autosplit sitellib\ to \module.pm site\lib\auto”

(The Aut oLoad and Aut 0Spl i t modules are covered in more detail in Chapter 10.)

Installing Modules on Macintosh
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Precompiled binary versions of some packages for MacOS created by Chris Nandor are also available
from http://www.cpan.org/authors/id/CNANDOR/. As usual, we use a mirror of http://www.cpan.org if
possible. Also available from this page is cpan- mac, a package of utilities that makes it possible to use
the CPAN module with MacPerl. However, this will not build modules that contain C code.

Macintosh systems can unpack source package files with St uf fi t or one of its many similarly inclined
cousins to get the unpacked source. If the package requires building C source then things get tricky — a
copy of the Macintosh Programmers Workbench (MPW) is required, plus a certain amount of dexterity.
The MacPer]l homepage http://www.macperl.org/ offers some advice and links that may help with this,
as well as installing MacPerl itself.

If the package does not contain C code then we can install it by manually moving the package files to
the Perl library, generally under the si t e_per| folder, replicating the directory structure of the
package as we go. Note that the line endings of the source files need to be Apple format — LF/ CR, rather
than CR/ LF or just LF. The decompression should handle this automatically, but it might not.

As with Windows, we may also need to manually split the module to complete its installation. This will
be the case if the module file uses the Aut oLoad module. Since there is no command line on a
Macintosh we will need to create and run the following to finish the installation:

#! perl use warni ngs;

use AutoSplit;

autosplit "${MACPERL}site_perl: Path: To: Modul e. pni',
"${ MACPERL} si t e_per| : aut 0";
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Installing Modules on Other Platforms

The CPAN web site contains some instructions for installing modules on several platforms on the
Installing CPAN Modules page at http://www.cpan.org/modules/INSTALL.html. Some of this
information is also available from >per | doc per| nodi nst al |, both sources with varying degrees of
concurrency.

Running Perl

Having retrieved, compiled if necessary, and installed Perl, we now need to consider how to get the
actual programs and Perl scripts running. The core of Perl is the Perl interpreter; the engine that
actually interprets, compiles, and runs Perl scripts. Perl is not a traditional interpreted language like
shell scripts; instead the interpreter compiles it from the original human readable version into a
condensed internal format generically known as bytecode. This bytecode is then executed by the
interpreter. All Per]l programs therefore go through two phases; a compile phase where the syntax is
checked and the source code, including any modules used, is converted into bytecode, and a run-time
phase, where the bytecode is processed into machine instructions and executed.

Perl tries hard to be platform independent, but every platform has its own way of doing things,
including its own way of running Perl. The first item on the agenda is usually to teach the operating
system how to recognize a Perl script as a Perl script. UNIX-like platforms have it easiest, possibly
because the whole system is geared towards scripts since much of the boot-up sequence is controlled
through scripting. Windows, Macintosh, and other platforms on the other hand can be set up to handle
Perl too, in their own particular ways.

The interpreter supports several command line options that affect its behavior in both the compile and
run-time phases. These include obvious and essential features like enabling warnings or extracting
configuration information, and less obvious but very useful features like implicit loops and automated
input parsing that allow us to use Perl as a generic Swiss-army knife command line tool. Since we don't
always want to specify command line options directly, Perl allows us to set them, as well as some of
Perl's other default values, through environment variables. In the case of Windows, we can instead or
additionally, set some values via the registry too.

Sometimes it isn't convenient to install Perl just to run a Perl script. Up until recently there wasn't a
choice; all scripts need the Perl interpreter to run them, therefore they need to have it, plus any library
modules that they need, installed. However, Perl 5.6 comes with an experimental compiler utility called
per | cc that attempts to generate a stand-alone Perl application. We take a look at this in Chapter 20.

Starting Perl Applications

In order for a Perl script to run it must be given to the Perl interpreter to execute. Depending on the
platform there are various different ways this can happen. The simplest way, which works on all
platforms that have a shell or equivalent command line mechanism, is to run Perl directly, and supply
the script name as an argument:

> perl myscript.pl

This presumes, of course, that the Perl interpreter per |, perl . exe, etc. is somewhere on the path
defined for the shell. We can also supply command line switches to Perl when we run it directly. For
example, to enable warnings:
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> perl -w myscript.pl
However, we usually want to run a Perl application directly, that is to type:
> myscript.pl

For this to work, the shell has to know that myscri pt. pl is a Perl script, find and execute the Perl
interpreter, and feed the program to it. Since Perl tries to be helpful, it will actually tell us the best way
to start up an application this way if we ask it using the - V option:

> perl -V:startperl

If the platform supports a form of implicit indication which allows a script to indicate that it is a Perl
script and not some other form of executable, this will produce the information required, adjusted for
the location that Perl is installed in. For example, on a UNIX system we get something like:

> startperl="#!/usr/bin/perl’;

This indicates that #! / usr/ bi n/ per| can be added to the start of any script to enable it to start up
using Perl automatically.

Perl on UNIX

UNIX systems have it easiest when it comes to setting up scripts to run with Perl automatically, largely
due to its close and long term relationship with shells.

When the operating system comes to execute a Perl script, it doesn't know it is actually a Perl script to
start with. However, when it sees that the first line starts with #! (shebang), it executes the remainder of
the line and passes the name of the script to it as an argument, for example:

#!/ usr/ bin/ perl
rest of script

In this case the command happens to run the Perl interpreter. So, to start a script up directly on UNIX
systems we need to add this line, (possibly embellished with additional command line options) to the
start of a Perl script and make the script file executable.

The shebang line technique is a standard on most UNIX platforms and should work unless we are using
a particularly obscure and/or old platform. Shells on other platforms don't understand the significance
of a first line beginning #! and so we have to adopt other approaches.

Perl on Windows

MS Windows 9x and Windows NT 4.0 and above can make use of file extension associations stored in
the registry to associate the . pl extension with the Perl interpreter. When you install the ActiveState
distribution of Perl, it does this automatically, as long as the script isn't run from a DOS window.
Otherwise, we need to follow these next instructions. Select Settings | Control Panel | Folder Options
from the Start menu and click on the File Types tab. From here click on the New Type button and a
new dialog will appear. Click on the New Icon button and type in the location. Now fill in the relevant
boxes appropriately, using the . pl extension. When we click the New button to create a new action, we
have the option to give the action a name and specify the path of the Perl interpreter, in this case.
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Alternatively, we can simply convert a Perl script into a batch file. We can do this by using the supplied
executable pl 2bat . This makes the script stand-alone, but leaves the original file untouched also. It also
changes the script name, so $0 (the batch file variable that refers to the name of itself) will be different
inside scripts. Alternatively, if the script has no extension, we can copy the supplied batch file,

runper! . bat, to another batch file with the same name as the Perl script. This achieves exactly the
same result as it uses the $0 variable to call the Perl script via the Perl interpreter.

There is also a commercial package called per | 2exe, which will convert the Perl script into a
stand-alone executable, which may be appropriate for your needs.

Perl on Macintosh

Running Perl programs on Macintoshes with MacOS versions 7 to 9 is simple — each script just needs to
have the appropriate creator and type attributes set and the operating system will automatically
recognize it as a Perl script and invoke the interpreter. Running Perl from the command line is also
simple, or rather, impossible since there is no command line. MacOS X is based on a BSD kernel, so we
can run any Perl script using UNIX methodologies like shebang lines. With MacPerl there is also the
ability to save scripts as applets which can be executed by the usual double-click or even just packaged
up into a fully self-contained executable file. This is all done in the Save of the MacPerl editor. Direct
integration with editors is also possible, for example using BBEdit. For more information on all issues
concerning MacPerl consult the web site www.macperl.com.

The Command Line

Whether we invoke Perl directly or implicitly, we can supply it with a number of command line options.
We do not always have to supply command line options explicitly. For systems that support shebang
lines, we can add them to the end of the command contained in the first line:

#!' [ usr/bin/perl -wrl

Alternatively, for systems that don't support shebang lines, we can set an environment variable. Perl
examines several of these when it starts up and configures itself according to their contents. For
command line options the special environment variable is PERL5OPT. This variable may contain
command line options, exactly as if they were appearing on a real command line. Here is how we can
use it to cause Perl to enable warnings (- W), and taint mode (- T), and load the st ri ct module for strict
syntax checks:

rem W ndows
set PERL5OPT = wi\btrict

# Unix - csh-like
setenv PERL5OPT "-Mstrict -wrl"

# Uni x - Bourne shell-like
export PERL5OPT="-Mstrict -wrl"

We can set PERL5OPT in a shell startup script or batch file (. prof i | e or similar for UNIX shells,
AUTOEXEC. BAT for Windows 9X, or alternatively the registry for Windows in general). With the
PERL50PT environment variable under MS Windows, we cannot specify more than two command line
options. Hence in this example, the - T switch is omitted.
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Command Line Syntax

Supplying Arguments to Perl Scripts

If we run a script directly, we can pass arguments to it that can be read inside the program (by
examining the special array variable @GARGV):

30

Perl's command line syntax is simple enough, but has a few wrinkles that are worth exploring. All of the
following examples are assuming a UNIX system, however most will run on MS Windows (as some of
the UNIX features were passed on to the DOS and Windows OS) and many will also be relevant to
MacOS, of which the later versions have a UNIX core. The simplest use is to run a script with no
arguments:

> perl myscript.pl

Perl expects to see a script name at some point on the command line, otherwise it executes whatever
input it receives. We can also therefore say:

> perl < myscript.pl
Command line options, if we choose to specify them, go before the script. This command switches on

war ni ngs, t ai nt mode (useful for CGI scripts and covered in Chapter 22), and includes the stri ct
module:

> perl -w -T -Mstrict myscript.pl

Some command line options take an argument. For example, - e takes a string of code to evaluate,
enclosed in quotes. Some options (- e included) allow a space after them. Others, like - mand - Mdo not
— if we try to do so Perl will return an error message:

No space is allowed after -M

Command line options that take no argument (or may optionally take no argument) may be grouped
together, so - wand - T can be grouped into either - WT or - Tw. We can also add one command with an

argument, such as - M if it is the last in the group. For example:

> perl -TwMstrict myscript.pl

> myscript.pl -testing -1 -2 -3

If we run a script via the Perl interpreter explicitly, however, we cannot just add options to the end of
the command line, because Perl will absorb them in its own command line processing. However, if we
add the special sequence - - to Perl's command line, it will stop processing at that point and any further
arguments will be passed to the script instead:

> perl -TwMstrict myscript.pl -- -testing -1 -2 -3

If the script's arguments do not look like options (that is, are not prefixed with a minus) this is not a
problem and we can say:

> perl -TwMstrict myscript.pl testing 12 3
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We will discuss and expand on the special variable @\RGV and sequence - - later on in Chapter 14.

Using Perl as a Generic Command Line Utility

Perl can be surprisingly powerful on its own even without involving an actual program. By using a little
imagination we can make Perl do a lot with just a few of its command line options.

In particular, the - e, - n, - p, and - | options allow us to perform fairly powerful functions with a single
command. The - e option allows us to execute code directly, rather than specifying a program file, so
we don't need to actually write a program, save it to a file, and then execute it. The - n and - p options
put an implicit whi | e loop that reads from standard input around the code we specify. The - | option
(among other things) strips off the terminator from each line read, then configures pri nt to put it back
afterwards.

By combining these options together creatively we can produce any manner of quick one-line text
processing commands using Perl. Say we wanted to add line numbers to the start of every line of a
program. We could write a program to do that, but we could also just type:

> perl -ne 'print "$.: $_"' <in.pl > out.txt

The same command in MS Windows would be:

> perl -ne "print ""$.: $_ <in.pl >out.txt

The special variable $. holds the line number, and $_ the contents of the line just read from the input
(both variables are described in more detail in Chapters 4, and 2 respectively, and in Appendix B). The
option - n puts the whole thing in a loop, and the rest is redirection. If for some reason we wanted the
line numbers on the end, we could enter this command for the Bourne shell in UNIX:

> perl -nle 'print "$_ [$.]"" <in.pl > out.txt

Here - | strips the original line ending, but redefines Perl's output formatting so that the pri nt puts it
back. Of course these are just simple examples, but throw in a regular expression, or a module loaded
by the - mor - Mflags and we can do some surprising things. For example, this command pulls a web
page from a remote server and prints it out using the LWP: : Si npl e module:

> perl -MLWP::Simple -e 'getprint "http://www.myserver.com/img.gif"’

Other options we can use in these kinds of super-simple scripts are - @ and - F, which enable and
configure aut ospl i t mode. This, among other things, allows us to tell Perl to automatically break
down lines into individual words. - i edits a file in-place, so that transformations we perform on what
we read from it are actually enacted on the file itself.

Finally, we can use the Perl debugger as a generic Perl shell by passing - d and - e with a trivial but
valid piece of Perl code such as 1, and possibly - wto enable warnings:

> perl -dwel
See Chapter 17 for more on the debugger and the features available from this 'shell".

A full listing of Perl's command line options can be found in Appendix A.
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The Perl Environment

All environment variables present in the shell that executes Perl are made available inside Perl scripts in
the special hash variable #ENV. In addition, Perl pays special attention to several environment variables
and adjusts its configuration according to their contents.

Windows machines may (but are not required to) specify environment information in the registry, under
either of:

HKEY_CURRENT_USER\ Sof t war e\ Per |
Or:

HKEY_LOCAL_MACHI NE\ Sof t war e\ Per |
In the case of duplicate entries, the local machine settings are overridden by the current user settings.
Entries are of type REG_SZ or REG_ EXPAND_SZ and may include any of the standard Perl environment
variables (that is, any variable starting PERL) as described below. We can also specify additional path

information to the library include path @ NC, in both generic and version specific forms (we use version
5.6.0 here for example purposes) by setting some or all of the entries below:

lib standard library path extension

sitelib site library path extension

vendorlib vendor library path extension

lib-5.6.0 version-specific standard library path extension
sitelib-5.6.0 version-specific site library path extension

vendorlib-5.6.0  version-specific vendor library path extension

General Environment Variables Used by Perl

There are three general environment variables that are used by Perl, which we consider here. The first
of these is PATH. This is actually the standard shell search path that Perl uses to locate external
commands when executed from Perl scripts. Sensible programs often set this variable internally and do
not rely on the supplied value. It is also used by the - S command line option that causes Perl to search
for the specified script using the path.

The other two variables are HOVE and LOCDI R If the chdi r function is used in Perl without an
argument then Perl checks the value of HOMVE and changes to that directory if set. If HOVE is not set, Perl
checks LOGDI R as a last resort. If neither is set, chdi r does nothing.

Perl Specific Environment Variables
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Here we take a brief look at Perl specific environment variables.

The variable PERL5LI B, previously known as PERLLI B, defines the library search path which consists
of a list of directories that Perl searches in when the do, r equi r e, or use statements are used. The
value of this variable becomes @ NCinside the program. The old name for this variable, PERLLI B, is
only used if PERL5LI B is not set. We can also modify the default value of @ NC, defined when Perl was
built, using the - | flag.

The environment variable PERL5CPT, as its name may suggest, may contain a list of the command line
options, in the same format as they would be if supplied directly.
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The variable PERL5DB specifies the command used to load the debugger when the - d option is used. By
default this is set to be the code fragment:

BEG N {require 'perl5db.pl'}
If we have created our own modified debugger, we can set this variable to have Perl use it by default.

Finally, the last of the most commonly used Perl environment variables is Windows-specific and
basically invokes an alternative shell. We use this variable to specify the name of a different command
line interpreter, for example when executing external commands with backticks or the qx operator. The
default is:

command. com /¢ (W ndows)
crmd. exe /x/c (W ndows NT)

Note that in general it is desirable to avoid starting an external shell, and we devote some time in
Chapter 14 to the why and how of avoiding shells.

Less commonly used, and generally only of interest to those involved in developing or debugging Perl
itself, are the PERL_DESTRUCT_LEVEL and PERL_DEBUG MSTATS variables, both of which are
advanced options. If the Perl interpreter supports the - D flag, PERL_DESTRUCT_LEVEL controls the
behavior of Perl's garbage collector for the destruction of references. If Perl was built to use the mal | oc
library that comes supplied with it (per| -V: d_mal | oc), PERL_DEBUG MSTATS enables an additional
memory statistics debugging mode for the - D flag (which must also be available). If set to a False value,
statistics are dumped after the program completes. If set to a True value, statistics are also dumped after
the compilation stage and before the execution stage.

Plenty of Per]l modules have their own special environment variables that they look out for. For
example, to pick a module that is close to the core of Perl, the Perl debugger examines the
PERL5DB_OPTS environment variable for configuration information.

Certain Perl features are also sensitive to certain locale environment variables if the use | ocal e

directive is specified. See Chapter 26 : Locale and Internationalization towards the latter part of the
book for more extensive details.

Summary

In this introductory chapter we have covered the following:

A short background of Perl and reasons for its popularity

Obtaining and installing Perl on various platforms

Some of the many ways in which Perl can be configured and set up to run on various operating systems
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Basic Concepts

In this chapter we will give a brief introduction to a number of Perl concepts and definitions, which
we will look into in much more detail in the coming chapters. This brief introduction, however,
should allow us to use those concepts and definitions before we explore them in depth in their
respective chapters.

Values and Variables

All programming languages need a way to manage the data that they manipulate. Data is held as values,
which are referred to by variables. A value is simply any piece of data that can be used in operations or
passed to functions within a program. The following are all values:

6
3. 1415926
"Hello World"

These examples, however, are anonymous values, which means they are not associated with any label
or identifier. As they are we cannot manipulate them; in order to do this we need variables.

Variables are labels (also known as identifiers) that take and store a value. Once stored, the value can be
accessed, manipulated, and processed by referring to the label. In order to identify what kind of value a
variable is holding, Perl requires the data type of the variable to be indicated by prefixing it with a
punctuation symbol. This is different from languages like C, which use variable declarations. For
instance, scalar variables, which we will talk about in a moment, are prefixed with a $, as shown in the
following examples (note that the semicolon is not part of the name but a special Perl symbol that
indicates the end of a statement):

$nunber ;
$nane;
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The label that follows the leading symbol can consist of any mixture of alphanumeric characters and the
underscore character, up to a total of 251 characters. However, a variable name cannot start with a
number. The following are legal variable names:

$A_Scal ar _Vari abl e;
$scal ar No8;
$_private_scal ar;

These variable names are not legal:

$8bi t _characters; # leading '8 not |egal
$cash_i n_£; # pound synbol not | egal
$l ong-var; # - not |egal

Note that the # tells Perl that everything that comes after it to the end of the line is just a comment.
Comments are pieces of text that have no effect on the program at either compile or run time. They are
provided to describe what the program is doing at that point and to allow the programmer to make
notes. Comments are discarded by the Perl run-time interpreter.

Perl has a number of keywords that have special meanings to the language, such as pri nt, which is self-
explanatory. Using the names of keywords in variable names can be a source of confusion and should
be avoided. $pri nt, for instance, is not a good choice for a scalar name.

Assigning values to variables is done with the equals sign. To assign values to our scalar variables we
can write:

$nunber = 6;
$nanme = "Dave Mercer";

Whitespace

In the above examples, we surrounded the assignment with space characters. We don't really need to do
that, but it is considered good practice. Perl is very forgiving when it comes to the use of whitespace,
that is tabs, spaces, and new lines. We can make the most of this to improve the readability of our code.

However, the use of whitespace in Perl is not without restrictions. Basically, whitespace cannot be used
in places where it can confuse Perl. For instance, we cannot use whitespace in file names, so the
following file name is not legal:

$sca | ar; # ERROR: we nay use $scal ar or $sca_l ar instead.

Note that comments are considered white space from the perspective of the code stream.

Data Types

36

Perl is commonly described as defining three basic data types: scalars, arrays, and hashes. Between
them, these three cover most of the kinds of data that a Perl program will manipulate. However, this is
not the whole story. Perl also understands the concept of filehandles, typeglobs (an amalgam of all the
other types) and the undefined value, all of which are fundamental to the language. In addition, while
references and objects are both technically types of scalar value, the manner in which Perl treats them
means that they can be considered separately.



Basic Concepts

Scalar s are solitary values, such as a number, a string of text or a reference. Unlike more strongly typed
languages like C, Perl makes no distinction between numbers and strings and provides no mechanism to
define the 'type' of a scalar. Instead Perl freely and automatically converts between different scalar types
when they are used, as we shall, in Chapter 3. So, the following are legal declarations of scalar variables:

$scalar = 9;
$scalar = 9.5;
$scalar = "I ama scalar”;

Note from the last example that strings in Perl start and end with some sort of quotation mark. We will
read more about scalars in Chapter 3.

The second data type is the array. An array is an ordered list of values. Names of arrays are prefixed
with the @symbol. These are examples of arrays:

@irst_array = (1, 2, 3, 4);
@econd_array = ('one', '2', 'three', "4', '5");

Being ordered lists of values, the following arrays are not the same:

@rrayl = (1, 2,
(1, 2,

4);
@rray2 1, )

3,

4, 3);
Hashes, on the other hand, are lists of pairs of values. Each pair consists of one key, associated with one
value. A hash variable is declared by prefixing it with % This is an example of a hash:

%ash = (Muse, 'Jerry', Cat, 'Tom, Dog, ' Spike');
So, Mbuse is a key whose value is Jer ry, Tomis the value for the key Cat and Dog is the key of the
value Spi ke. Since hash keys can only be strings, we can omit the quotes around them because Perl will

treat them as constant strings.

Perl provides us with the => operator to use with hashes as an alternative to the comma that separates a
key from its value, so we can write the above hash as follows:

%ash = (Mouse => 'Jerry', Cat => 'Tom, Dog => ' Spike');
It is also notable that, unlike elements in array lists, the key-value pairs in a hash are not ordered. So,
while we can say that the 'first' element in @r r ay1 is 1, we cannot talk about the 'first' key-value pair

of a hash.

Scalars, arrays, and hashes are the main data types of Perl. But, as mentioned earlier, there are other
types of data, so let's start with references.

References are not strictly a separate data type. A reference is a value that points to another value,

which may be a scalar, array, hash, and so on. So a reference is a pointer that is used to refer indirectly
to a value stored somewhere else.

37



Chapter 2

We create a reference for an existing variable by putting a backslash in front of it, as in the following
examples:

$scal arref = \$scal ar;
$arrayref = \@rray;
$hashref = \%ash;

Note that whether referencing a scalar, an array, or a hash, we always end up with a scalar, which is
obvious from prefixing the names of the references with the dollar sign. Arrays, hashes, and references
are investigated in detail in Chapter 5.

The undefined value, which is also not strictly a data type, represents a lack of value or data type. It is
'undefined' because it is neither a scalar, list, hash, nor any other data type. We can assign the undefined
value to a variable explicitly using the undef function, or implicitly by simply declaring it but not
initializing it with a value.

$a = undef;
$a;

The undefined value is more useful than it at first might seem. One of its primary uses is to indicate
situations when no value can legally be returned from a function.

The typeglob is a strange beast unique to Perl. It is a kind of super-value, an amalgam of exactly one of
each of the other primary data types: scalar, array, hash, filehandle. In addition a typeglob can hold a
code reference that is a pointer to a piece of Perl code, for example a subroutine. It can also hold a
format, which is a template that can be used with the wri t e function to generate formatted and
paginated output. The typeglob is not a single reference to something, rather it has six slots that can
contain six different references all at once, hence it is prefixed distinctly with a *. Thus, the typeglob
*nanme contains the values of $nanme, @ane, and %nane and other values as well.

Typeglobs are most often used for their ability to hold file and directory handles, since these are
sometimes difficult to manipulate otherwise.

The other Perl data type is filehandle. A filehandle represents a channel for input and/or output within
a Perl program, for instance an open file or a network connection. Unlike the previous data types,
filehandles are not prefixed with a special character. One way to create a filehandle is to use the open
function as follows:

open FILEHANDLE, $fil enane;

This example opens a filehandle called FI LEHANDLE to the file called f i | enane, so we can now
manipulate this file using its handle.

Finally, we come to objects. An object in Perl is a reference that has been marked to be in a particular
Perl package. So, it is a specialized type of reference, which is in turn a specialized form of scalar.
Objects, therefore, are really scalars. Perl also enables objects to be treated as scalars for the purposes of
operations like addition and concatenation. There are two mechanisms for doing this: using Perl's ti e
function to tie the object underneath a normal-seeming scalar variable, and overloading Perl's operators
so the object can be treated like a scalar in some contexts.

We will read more about the undefined value, typeglobs and filehandles in Chapters 5 and 12
respectively.
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Special Variables

Perl provides a number of 'special’ variables, which are always available from inside any Perl script. For
instance, $_ is a variable that many functions read from and write to if no other variable is available,
and the hash #ENV contains key-value pairs of the environment variable. Special variables cover such
diverse areas as input and output, regular expressions, file handles, system configuration, and errors.

To see a special variable in action, simply issue the following command, which prints the paths to Perl
libraries (Windows users need to replace the single quotes with double quotes, and escape the double
quotes surrounding the \ n):

> perl -e 'foreach (@INC){print $_, "\n"}'
/usr/local/lib/perl5/5.6.0/i686-linux-thread-multi
/usr/local/lib/perl5/5.6.0
lusr/localllib/perl5/site_perl/5.6.0/i686-linux-thread-multi
/usr/local/lib/perl5/site_perl/5.6.0
lusr/local/lib/perl5/site_perl

>
The following example prints the value of the environment variable PATH using the special variable

%ENV (note the syntax for extracting the value of a key in a hash; hashes are explored in detail in
Chapter 5):

> perl -e 'print SENV{PATH}'
/usr/local/bin:/bin:/usr/bin:/usr/X11R6/bin:/home/mankeec/bin>

Some special variables like YENV and @\RGV, which stores the supplied command line arguments, are
reasonably self explanatory. However, the majority of Perl's special variable names are composed of
punctuation. In theory most of these are mnemonic so their nature can be determined, but since there
are over fifty of them and only so much meaningful punctuation to go around the mnemonic hints are a
little stretched. However, there is the Engl i sh module, which provides a longer, descriptive name for
each special variable. For example, $_ is also $ARG and $. becomes $I NPUT_LI NE_NUVBER

For a list of all Perl's special variables and their English names see Appendix B.

Interpolation

When placing a variable inside a double-quoted string, Perl replaces that variable with its value. We call
this variableinterpolation. For instance, the pri nt statement in the following example prints the value
the variable $Fri day, which is sunny, rather than the word that constitutes the variable name, which is
$Fri day:

#! [ usr/ bi n/ perl
# interpol atel. pl
use war ni ngs;

$Friday = "sunny";
print "It is $Friday \n";
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> perl interpolatel.pl
It is sunny

However, if we wanted to get the characters $Friday, we can prevent interpolation by prefixing the
variable name with a backslash:

#! [ usr/ bi n/ perl
# interpol at e2. pl
use war ni ngs;

$Friday = "sunny";
print "It is \$Friday \n";

Now if we run this we get It is \$Friday preceded by a warning that the scalar $Fr i day was used only
once. For the moment don't worry about this warning; we will discuss it in Chapter 16.

Alternatively, we could use non-interpolating quotes to prevent the variable from being interpolated. In
that case our print statement will look like this:

print "It is $Friday \n';
The output we get from this is:
It is $Friday \n>

You'll notice that Perl has printed out the \ n. The reason for this is that, in addition to variables, Perl
has a number of special combinations of characters that have special meanings, and as a result they are
interpolated to their meanings when placed inside double quotes. The \ n in the above example is one
such case which means 'a new line'. If we wanted to print the \ n then we have to escape it with a
backslash. Perl supports the standard conventions for special characters like tabs and newlines first
established by C. All of these are converted into the appropriate characters when they are seen by Perl
in a double quoted string. For example, for tabs and returns we use \'t and \'r.

Interpolating an array variable will cause each element to be converted into text and placed into the
resulting string.

There is a lot more to interpolation than this, however, and it is in fact a more complex and versatile
part of Perl than many people realise. Accordingly we devote a good chunk of Chapter 11 to covering
the subject of interpolation in depth, including inserting character codes, interpolating source code, and
interpolating text more than once.

Context
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An important concept in Perl is the idea of context. This is the context in which a Perl variable or
section of Perl code is evaluated, and indicates the type of value that is wanted in a given situation.

Perl has three different contexts, scalar, list, and void. Which one applies depends on the way in which
the value is being used (as opposed to what it actually is). In scalar context, a single scalar value is
required. In list context, a list of values (zero or more) is required.

Finally, when no value of any kind is required, we call this void context.
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Scalar and List Context

Most of the time we will be dealing with scalar and list context. The most obvious example of context is
when we assign to a variable. The data type of the variable, be it scalar, array, or hash defines the
context. The following shows a scalar value being used in a scalar context:

$variable = "One val ue";

Similarly, this example shows a list value (defined by the enclosing parentheses) in list context:
@ariable = ("a', 'list', "of', 'strings');

If we assign a list to a scalar, we cause it to be evaluated in scalar context. Since a scalar cannot store a
list, only the last value is recorded:

$variable = (*a', 'list', 'of', 'strings');
print $variable; # returns 'strings'

Arrays are slightly different; using one in scalar context counts and returns the number of elements
instead:

$count = @ari abl e; # returns 4 for @ariabl e above.

Just as we can assign a list in a scalar context, we can assign a scalar value in a list context:

@rray = "One val ue";

In this case the scalar value One val ue is converted into a list with exactly one value in it, and
assigned to the variable @r r ay. So the above is exactly equivalent, but not as clearly expressed, as
using parentheses to explicitly define the value as a list:

@rray = ("One val ue");

Hash variables are assigned in list context too, with each pair of values being assigned as the key and
value of a hash element:

%ermssions = (read => 4, wite => 2, execute => 1);

Assigning a scalar value defines a hash with one key paired with an undefined value, as in the following
example:

#! [ usr/ bi n/ perl
# noval ue. pl
use war ni ngs;

%ash = "One val ue";
print "$hash{' One val ue'}\ n"

Since we have warnings switched on (something that we should always do), when we run this script, Perl
will complain of Odd number of elements in hash assignment at novalue.pl line 4.
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Void Context

More rarely encountered is the void context. Generally, we only come across this in statements that
perform an action of their own, such as a pri nt statement:

print "Qut of Context Probleni;

Although it is almost always ignored, pri nt actually returns a value to indicate success or failure. So
this is actually an example of a scalar value in a void context. It is even more common to encounter
the void context unintentionally. If we accidentally write a Perl program with a value in it, but forget
to assign it or use it, when we run it, we get a warning from Perl (but only if we have warnings
switched on):

#!/ usr/ bi n/ perl
# voi d. pl
use war ni ngs;

"Qut of Context Problent; #oops, forgot the 'print'

> perl void.pl
Useless use of a constant in void context ...

A print statement does not produce this error because it does something useful — printing. A warning
like this indicates a value or variable that is not being used in any way and is usually a sign that there is
a problem in the code.

Perl provides a special built-in function called want ar r ay for subroutines to determine what kind of
context the subroutine was called in - scalar, list, or void. Subroutines are introduced later in this
chapter and explored in detail in Chapter 7.

Operators

The most basic of the tools that Perl uses to manipulate values and variables are operators. There are
two main groups of operators to be used with the two main types of data (numbers and strings). The
assignment symbol that we have been using to assign values to variables is one such operator.

Numerical operators include those that enable us to perform operations like addition, subtraction,
multiplication, division, and raising powers as shown in the following examples:

$scalar = 4 + 5; # $scalar is equal to 9.
$scalar = 4 ** b5, # $scalar is equal to 1024.
$scalar = 4 * 5; # $scalar is equal to 20.

While operators such as + and * act on two operands, other numerical operators are unary, requiring
only one operand, such as the ++ and - - operators that are used to increment and decrement their

operands:
$scalar = 20 / 4, # $scalar is equal to 5.
$scal ar ++; # $scalar is now 6.
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Similarly, using string operators we can do things such as concatenating strings. The Perl operator for
concatenation is the dot character, as in the following example:

print "P* . "e" . "r" . "I"; # prints 'Perl'.

We will read more on operators in Chapter 4.

Blocks

A block in Perl is a unit that consists of several statements and/or smaller blocks. We define blocks by
enclosing their contents in curly braces, as in the following example:

#! [ usr/ bi n/ perl
# bl ock. pl
use war ni ngs;

{
print “"This is a first level block. \n";
{
print " This is a second |evel block. \n";
}
}

Note that we do not need to end blocks with a semicolon. We will look in detail at blocks in Chapter 6.

Control Constructs

Perl provides us with a number of constructs, which we can use to control how our program behaves
under a given condition. These control constructs make use of the concept of blocks. One such tool is
the i f statement, which allows us to execute the statements inside a block ifa particular condition is
met, as demonstrated in this example:

#!/ usr/ bi n/ perl
#ifl. pl
use war ni ngs;

$i nput =<>;
if ($input >=5) {
print "The input nunber is equal to or greater than 5 \n";

}

We use the operator >= to test whether our input was 5 or greater. If so, the block containing the pri nt
statement is executed. Otherwise, the program doesn't execute the block.

Note that we have used what is known as the diamond operator <> in our example above. This operator

allows us to read a line at a time from the standard input (this is usually the keyboard, though it could
be a file). This is why the construction <> is also known as the readline operator.

43



Chapter 2

We can create a more flexible version of i f by combining it with el se, as shown in the new version of
our previous example:

#! [ usr/ bi n/ perl
# ifel se.pl
use war ni ngs;

$i nput =<>;
if ($input >=5) {

print "The input nunber is equal to or greater than 5 \n";
} else {

print "The input nunber is less than 5 \n";

}

Another very useful looping tool is the f or each statement. This control statement loops through a list,
executing a block for each value of that list:

#!/ usr/ bi n/ perl
# foreachl. pl
use war ni ngs;

@rray = ("one", "two", "three", "four");
foreach $iterator (@rray) {
print "The value of the iterator is now $iterator \n";

}

> perl foreach.pl

The value of the iterator is now one
The value of the iterator is now two
The value of the iterator is now three
The value of the iterator is now four

Earlier we mentioned the special variable $_ and we said that many functions read from this variable and
write to it in the absence of any other variable. So, let's see how we can modify our above example to use $_:

#!/ usr/ bi n/ perl
# foreach2. pl
use war ni ngs;

@rray = ("one", "two", "three", "four");

foreach (@rray) {
print "The value of the iterator is now $_ \n";

}

Having not stated explicitly our iterator, Perl has used $_ as the iterator, something that we can test by
printing $_.

Control constructs and loops are explored in depth in Chapter 6.

44



Basic Concepts

Loop Modifiers

At times we need to change the course of execution of a loop from within the loop. There are three loop
modifiers that we can use to alter the flow of execution of a loop.

The first loop modifier is next , which corresponds to cont i nue in the C language. next starts the next
iteration of the loop, stopping the processing of any code in the loop in the current iteration. Consider
for example this modification to the first of our two previous f or each examples:

#! [ usr/ bi n/ perl
# next. pl
use war ni ngs;

@rray = ("one", "two", "three", "four");
foreach $iterator (@rray) {

if ($iterator eq "three") {

next ;

}

print "The value of the iterator is now $iterator \n";

The i f statement tests if the value of $i t er at or is equal to t hr ee using the string comparison
operator eq which stands for 'equals to'. When the condition is met, next is executed, causing the
program to abandon the rest of the code inside the f or each loop, that is the pri nt function, and
starting the next iteration with the fourth element of @rr ay, f our . Therefore, running this program
would produce this:

> perl next.pl

The value of the iterator is now one
The value of the iterator is now two
The value of the iterator is now four

Perl also provides us with an equivalent for the br eak statement in C. The effect of | ast is simply to
exit the loop. Let's modify the above example to use | ast :

#!/ usr/ bin/ perl
# last.pl
use war ni ngs;

@rray = ("one", "two", "three", "four");
foreach $iterator (@rray) {

if ($iterator eq "three") {

| ast;

}

print "The value of the iterator is now $iterator \n";

> perl last.pl
The value of the iterator is now one
The value of the iterator is now two
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Finally, r edo restarts the loop block without evaluating the conditional again. Without r edo, the
following example would print Hello 1 and exit because of the presence of | ast :

$n = 1; { print "Hello $n \n";
last if (++%$n > 3); redo; }

However, this is the output that we get as a result for the presence of r edo:
Hello 1
Hello 2
Hello 3

Loop modifiers are explained in detail in Chapter 6.

Subroutines
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A subroutine is a section of code, which we place inside our main script and can call upon to perform a
particular task. Subroutines are particularly good to use for repeated tasks, because we don't need to
repeat the same piece of code every now and then in our program. Because of their effectively
independent nature, they can be copied across to other programs, making them reusable. Subroutines
allow us to write well-structured, useable and maintainable scripts.

Intuitively, subroutines are declared with the keyword sub followed by the subroutine name, and then a
block. This is an example:

sub my_sub {
print "H \n";
}

The subroutine called ny_sub does nothing other than printing the word Hi . However, its presence
inside our program won't automatically cause it to execute, unless we call upon it. We do that by simply
using its name:

nmy_sub;

Subroutines are usually passed parameters to perform some tasks with and then return a result. For
example, this subroutine calculates the factorial of the number passed to it and then returns the result to
the main program:

#!/ usr/ bi n/ perl
# factorial.pl
use war ni ngs;

# read the value of the nunber $input fromthe standard input
$i nput =<>;

# call the subroutine with $input as its argunent
factorial ($input);
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# The subroutine
sub factorial {
$st ep=1;
$resul t =1;
while ($step <= $input) {
$resul t =$resul t *$st ep;
$st ep++; # this is equivalent to '$step = $step + 1';
}
# if $input is zero then $result is also zero
if ($input == 0) {

$result = 0;

}

return $result;
}

print "The result is $result \n";

Note that we have used the whi | e loop to test the value of $st ep and see whether it is less than or
equal to the $i nput, and if it is then the product of the multiplication is updated using the current value
of $st ep. The value of $st ep is then incremented, and the loop is repeated. Once $st ep becomes
greater than $i nput, the program exits the whi | e loop and executes the r et ur n function. The i f test
is carried out to make sure that $r esul t is equal to zero when $i nput is zero.

For more on subroutines see Chapter 7.

Functions

Functions are very similar to subroutines. However, this term is usually used in Perl to refer to built-in
tools that we can call on to perform certain tasks. We have already come across some functions, such as
the undef function, which assigns the undefined values to variables. The previous example used the
function r et ur n to return a value from the subroutine.

Perl has a large number of functions to handle various tasks. We will use many of those functions
throughout the book. For a comprehensive list of all functions see Appendix C.

Scoping

Any variable created in a Perl program is global by default. Global variables can be seen and
manipulated from anywhere in the program. For instance, the hash %ash in the noval ue. pl program
(from earlier) is a global variable. However, there are situations where we would like to localize our
variables. Suppose we have a scalar called $i nput that we would like to use in several places in our
program to store input from the user. If we do this while $i nput is a global variable then we will lose
its previous value whenever we get new input from the user, unless of course we have saved the
previous input in another variable.

The need to localize the scope of a variable becomes more apparent when we deal with subroutines,

which are sections of code that we use from time to time for a particular task before returning to our
main program. Perl has a solution for this — lexical variables.
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Lexical variables exist only inside the block in which they are declared and all other blocks inside that
main block. A variable is declared as lexical with the keyword ny. Let's have a look at an example:

#!/ usr/ bi n/ perl
# scopel. pl
use war ni ngs;

$scal ar = "gl obal ";
$Second_d obal = "Another d obal";
print "Qutside the block, \$scalar is a $scalar variable \n";
{
ny $scalar = "lexical";
ny $other_scalar = "I amalso lexical";

print "lInside the block, \$scalar\ is a $scalar variable \n";

}
print "Qutside the block, \$scalar is that sanme $scal ar variable \n";
print "\$Second_d obal is $Second_d obal \n";

> perl scopel.pl

Outside the block, $scalar is a global variable

Inside the block, $scalar is a lexical variable
$Second_Global is Another Global

Outside the block, $scalar is that same global variable

In the above example, the lexical variable $scal ar that occurs inside the block is completely different
from the global variable, which was declared in the main program, and carries the same name. If we
add a pri nt statement to our above program, outside the block, that prints out the value of the lexical
variable $ot her _scal ar, Perl will give us the complaint Name "main::other_scalar" used only once,
because that variable wasn't declared in the main program. On the other hand, because
$Second_Global is a global variable it can be seen inside the block.

Perl also provides the strict module that we can use to force ourselves to declare all our variables before
using them. If we use the strict model in our above program we will have to declare the global variable
$scal ar with the keyword our , just like using rmy for lexical variables. So, with st ri ct turned on, this
is how our example looks now:

#! [ usr/ bi n/ perl
# scopel. pl

use war ni ngs;
use strict;

our $scalar = "global ";
print "Qutside the block, \$scalar is a $scalar variable \n";

{ .
ny $scalar = "lexical";
ny $other_scalar = "| amalso |exical";

print "Inside the block, \$scalar\ is a $scalar variable \n";

}

print "Qutside the block, \$scalar is that same $scal ar variable \n";

It is always good practice to enable strict and warnings in our programs, something that we will adhere
to in the examples of the book. It is also better to avoid using global variables, because it can lead to
conflicts and confusion if we inadvertently change the value of a global variable from within one of our

blocks.

For more on scoping, see Chapter 8.
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Scalars

In this chapter, we start our exploration of Perl data types with one of the main data types: scalars.

Scalar values may be subdivided into three primary groups: numbers, which in turn may be integer or
floating-point values, strings, and references, which are pointers to values stored elsewhere. Of these
three, the first two are what we might call 'normal' scalar values. References are sufficiently different in
the way they work as to be considered almost a different data type. Perl's objects are references in
disguise, so they can also be considered different. When we talk about scalars, therefore, we usually, but
not always, mean numbers or strings. We will talk about references in Chapter 5.

In this chapter we take a detailed look at numbers and strings, and see how Perl handles them. We will
also cover the various operators we use in order to manipulate numbers and strings.

Value Conversion and Caching

Perl does not make a strong distinction between numbers and strings. In fact, it allows a scalar variable
to store its value as an integer, a floating-point number, and a string simultaneously. When a scalar
variable is first assigned only one representation is known. When the scalar is used with an operator that
expects a different representation, Perl automatically performs the conversion behind the scenes, and
then caches the result inside the scalar. The original value is not altered, so the variable now has two
representations of the same value. If the same conversion is needed again, Perl can retrieve the
previously cached conversion instead of doing it all over again.

The same automatic conversion also happens to values that are not being accessed via a variable.
However, in this case, Perl cannot cache the result of a conversion because there is no variable in which
to store it.



Chapter 3

To illustrate how Perl handles conversions, consider the assignment of an integer value to a scalar
variable:

$nunber = 3141;

This stores an integer value inside the variable. The scalar is now combined into a string by
concatenating it with another string using the dot operator:

$text = $nunber.' is a thousand Pls';

This causes Perl to convert the scalar into a string, since concatenation only works between strings, not
numbers. The converted string representation is cached inside the scalar alongside the integer
representation. So, if the scalar is requested as a string a second time, Perl does not need to redo the
conversion, it just retrieves the string representation.

The same principle works for floating-point numbers too. Here we divide the same scalar by 1000,
which requires that it be converted to a floating-point number:

$new_nunber = $nunber/ 1000;

So, our scalar variable has three different representations of its value stored internally. If the variable is
reassigned, then one of the representations is updated and the other two are marked as no longer valid:

$nunber = "Nunber Six";

In this case, the previous integer and floating-point number values of $nunber are now invalid.

All this behind-the-scenes shuffling may seem convoluted, but it allows Perl to optimize the retrieval
and processing of scalar values in our programs, thereby allowing them to run faster. It also allows us to
write simpler and more legible programs, because we do not have to worry about converting the type of
a scalar in order to meet the expectations of the language.

Numbers
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As we stated earlier, numbers fall into one of two categories, integer, or floating-point. In addition, both
types of number can be represented as a numerical string, which is converted to the appropriate format
when used.

As well as handling integers in base 10, or decimal, numbers may be expressed and displayed in binary,
octal, and hexadecimal formats, all of which Perl handles transparently. Conversely, displaying numbers
in a different base requires converting them into a string with the correct representation, so this is
actually a special case of an integer to string conversion.

In many cases, calculations will produce floating-point results, even if the numbers are integers; for
example division by another integer that does not divide evenly. Additionally, the range of floating-
point numbers exceeds that of integers, so Perl sometimes returns a floating-point number if the result of
a calculation exceeds the range in which Perl can store integers internally, as determined by the
underlying platform.
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Integers

Integers are one of the two types of numerical value that Perl deals with. When written explicitly,
integers are usually expressed as decimal (base 10) integers but can be specified in several different

formats:
Number Format
123 regular decimal integer
0b1101 binary integer
0127 octal integer
Oxabcd hexadecimal integer
12_345 underscore annotated integer
Oxca_fe ba_be underscore annotated hexadecimal integer

It is also possible to specify an integer value as a string. When used in an integer context the string value
is translated into an integer before it is used:

"123" # regul ar decimal integer expressed as a string

The underscore notation is permitted in integers in order to allow them to be written more legibly.
Ordinarily we would use commas for this:

10, 023

However, in Perl, the comma is used as a list separator, so this would represent the value 10 followed
by the value 23. In order to make up for this, Perl aliows underscores to be used instead:

10_023

Underscores are not required to occur at regular intervals, nor are they restricted to decimal numbers.
As the hexadecimal example above illustrates, they can also be used to separate out the individual bytes
in a 32 bit hexadecimal integer. It is legal to put an underscore anywhere in an integer except at the
start:

123 # ok
123_  # trailing underscore al so ok
123 # | eadi ng underscore nakes '_123"' an identifier - not a nunber!

Integer Range and Big Integers

When Perl stores an integer value as an integer (as opposed to a numerical string), the maximum size of
the integer value is limited by the maximum size of integers on the underlying platform. On a 32-bit
architecture this means integers can range from:

0 to 4294967295 (unsi gned)
-2147483648 to 2147483647 (signed)
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Perl can take advantage of 64-bit integers on platforms that support them, but only if it has been built to
support them.

If an integer calculation falls outside the range that integers can support then Perl automatically converts
the result to a floating-point format. An example of such a calculation is:

print "2 to the power of 100:1 against and falling: ", 2**100;

This results in a number larger than integers can handle, so Perl produces a floating-point result and
prints the message:

2 to the power of 100:1 against and falling: 1.26765060022823e+30

Because the accuracy of the floating-point number is limited by the number of significant digits it can
hold (which is determined by the capabilities of the underlying platform), this result is actually only an
approximation of the value 2**100. While it is perfectly possible to store a large integer in a floating-
point number or a string (which has no limitations on the number of digits and so can store an integer of
any length accurately), we cannot necessarily use that number in a numerical calculation without losing
some of the precision. Perl must convert the string into an integer or, if that is not possible due to range
limitations, a floating-point number in order to perform the calculation. Because floating-point numbers
cannot always represent integers perfectly, this results in calculations that can be imprecise.

Fortunately Perl provides a solution to this dilemma. To avoid conversion of large integers into floating-
point numbers we can make use of the Mat h: : Bi gl nt package, which comes as part of the standard
Perl library; basic use of packages will be described more fully in Chapter 9. Mat h: : Bi gl nt works by
storing integers in a string format and applying specialized computational codes to manipulate them. In
this way it can handle arbitrarily large numbers, albeit much more slowly than conventional integer
arithmetic.

Converting Integers into Floating-Point Numbers

To convert an integer into a floating-point number is straightforward. No special function or operation
is required; we can just multiply (or divide) it by 1:

$float = 1 * $integer;

Multiplication is a floating-point operation, so this gives both scalars a floating-point representation
internally. We can prove this by using Dunp from the Devel : : Peek (which is covered in Chapter 20)
module if we really want to, although if we print out $f | oat we still get '1' and nothing appears to have
happened. The reason for this is that it is the most efficient way to display '1', even if it is a floating-
point value. However this conversion is almost always unnecessary. If we just want to use the number in
a floating-point calculation, Perl will do the conversion automatically.

Converting Integers into Strings

Just as with floating-point numbers we do not usually have to convert integers into strings since Perl will
do it for us as and when required. However, if we want to impose different formatting requirements, this
automatic conversion may not be enough.

For instance, one reason for converting a number into a string explicitly is to pad it with leading spaces
or zeros (to align columns in a table, or print out a uniform date format). This is a task for sprintf,a
generic string formatter inspired by (though not actually based on) the C function of the same name,
and which we cover in detail under 'String Formatting', in the strings section later in the chapter. It
works using special tokens or 'placeholders' to describe how various values, including numbers, should
be rendered textually.
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Formatting of integer values is carried out by the % . d and %). . d placeholders. Here . . is a numeric
value that describes the desired width of the resulting text, such as %td for a width of 4 characters. The
0, if present, tells spri nt f to pad the number with leading zeros rather than spaces:

printf '%l/ %/ %', 2000, 7, 4; # di splays "2000/7/4"
printf '%l/ %d/%2d', 2000, 7, 4; # di splays "2000/ 7/ 4"
printf '%l/ 992d/ 9%92d', 2000, 7, 4; # di spl ays "2000/07/ 04"

Other characters can be added to the placeholder to handle other cases. For instance, if the number is
negative, a minus sign is automatically prefixed, which will cause a column of mixed signs to be
misaligned. However, if a space or + is added to the start of the placeholder definition, positive numbers
will be padded, with a space or + respectively:

printf '%2d', $nunber; # pad with | eading space if positive
printf '%2d, $nunber; # prefix a '+ sign if positive

Handling Different Number Bases
As well as base 10 integers, Perl allows numbers to be expressed in octal (base 8), hexadecimal (base 16)

and binary. To express a number in octal, prefix it with a leading zero, for example:

0123 # 123 octal (83 decinal)

Similarly we can express numbers in hexadecimal using a prefix of Ox:

0x123 # 123 hexadeci mal (291 deci nal)

Finally, from Perl 5.6 onwards, we can express numbers in binary with a prefix of Ob:

0b1010011 # 1010011 binary (83 deci mal)

Converting a number into a string that contains the binary, octal, or hexadecimal representation of that
number can be achieved with Perl's spri nt f function. As mentioned above, spri ntf takes a format
string containing a list of one or more placeholders, and a list of scalars to fill those placeholders. The
type of placeholder defines the conversion that each scalar must undergo to be converted into a string.

Numbers are converted into decimal strings when used in a string context, which is equivalent to using
the % placeholder:

$nunber = 6;
$text = sprintf '%', $nunber; # convert nunber to integer string

We would rarely (if ever) want to do this, however, because Perl automatic conversions will do the job
for us when we use the scalar in a string context. In this example the scalar variables $t ext and
$nunber are effectively set to the same value, but with different internal representations. From the
perspective of the programmer, however, they are identical.

To convert into a different base, we just use a different placeholder, %, %0, %, or %X:

$bintext = sprintf '%', S$nunber;
$octtext = sprintf '%', S$nunber;
$hextext = sprintf '9%', $nunber;
$hextext = sprintf '9', $nunber;

# convert to binary string (5.6.0+ only)
# convert into octal string

# convert into | ower case hexadeci nmal

# convert into upper case hexadeci nmal
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Note that sprintf (and its relative pri nt f) do not prefix their conversions with the appropriate
number base prefix (0, Ox, or Ob) and so do not produce strings that convert back using the same base
as they were created with. In order to fix that problem we have to add the base prefix ourselves:

$bintext = sprintf 'O0b%', 83; # produces '0b1010011
$octtext = sprintf '0%', 83; # produces ' 0123’
$hextext = sprintf 'O0x%x', 83; # produces ' 0x53'

The % placeholder is only available from Perl version 5.6.0 onwards. Versions of Perl prior to this do
not have a simple way to generate binary numbers and have to resort to somewhat unwieldy
expressions using the pack and unpack functions. This is covered in more detail in the section entitled
'Pack and Unpack' later.

$bi nt ext = unpack("B32", pack("N', $nunber));

This handles 32-bit values. If we know that the number is smaller, that is, it will fit into a short integer,
we can get away with fewer bits:

$smal | bi nt ext = unpack("B16", pack("n", $numnber));

Unfortunately for small values this is still likely to leave a lot of leading zeros, since unpack has no idea
what the most significant bit actually is, and so it just ploughs through all 16 or 32 bits regardless. The
number '3' would be converted into:

' 0000000000000011' # '3 as a 16-bit binary string
We can remove those leading zeros using the string functions subst ri ng and i ndex:

#hunt for and return string fromthe first '1' onwards

$smal | bi ntext = substring($smal |l bi ntext, index($smallbintext, "1'));

Though this works, it is certainly not as elegant (or as fast) as using spri nt f ; upgrading Perl may be a
better idea than using this work-around.

Floating-Point Numbers

Perl allows floating-point numbers to be written in one of two forms, either fixed point, where the
decimal point is fixed in the number to indicate where the fractional part starts, or scientific, consisting
of a mantissa with the actual number value, and an exponent representing the power of 10 that the
mantissa is multiplied by:

123. 45 # fixed point
-1.2345e2 # scientific, |owercase, negative
+1. 2345E2 # scientific, uppercase, explicitly positive

Likewise, fractions can be expressed either in fixed-point notation or as a negative exponent:

0.000034 # fixed point
-3.4e-4 # scientific, |owercase, negative
+3.4E-4  # scientific, uppercase, explicitly positive
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Floating-point numbers can be expressed over a very large range:

1e100 # a 'googol' or 1 x 10(100)
3.141 # 3.141 x 10(0)
1.6e-22 # 0.000000000000000000000016

A googol is actually the correct mathematical term for this number (1e100), believe it or not.
Likewise, a googolplex'is 10 to the power of a googol, or 10(10)(700), which is hard for both
humans and programming languages to handle.

Floating-point numbers are used to store what in mathematical terms are called real numbers, the set of
all possible values. The accuracy of floating-point numbers is limited, so they cannot represent all real
numbers. However, they are capable of a wider range of values than integers, both in terms of accuracy
and in terms of scale.

In general integers are represented internally as four-byte binary numbers, with the highest bit reserved
for the sign. Floating points by contrast are usually held in eight bytes, with 11 bits reserved for the
exponent, leaving 53 for the mantissa. This allows floating-point numbers to express a much larger
range of values, though not every possible value in that range.

The above example of 1100 is mathematically an integer, but it is one that Perl's integer
representation is unable to handle, since one hundred consecutive zeros is considerably beyond the
maximum value of 4294967295 that integers can manage on most platforms. For a floating-point
number however it is trivial, since an exponent of 100 coupled to a mantissa of '1' represents the value
perfectly.

The standard C library of the underlying platform on which Perl is running determines the range of
floating-point numbers. On most platforms floating-point numbers are handled and stored as 'doubles’,
double accuracy 8-byte (64-bit) values, though the actual calculations performed by the hardware may
use more bits. Of these 64 bits, eleven are reserved for the exponent, which can range from two to the
power of -1024 to +1024, which equates to a range of around ten to the power of -308 to +308. The
remaining 53 are assigned to the mantissa, so floating-point numbers can represent values up to fifty
three binary places long. That equates to fifteen or sixteen decimal places, depending on the exact
value.

However, just because a value is within the range of floating numbers does not mean that can represent
it accurately. Unforeseen complications can arise when using floating-point numbers to perform
calculations. This comes about because while Perl understands and displays floating-point numbers in
decimal (base 10), it stores them internally in binary (base 2). Fractional numbers expressed in one base
cannot always be accurately expressed in another, even if their representation seems very simple. This
can lead to slight differences between answer that Perl calculates and the one we might expect.

To give an example, consider the floating-point number 0.9. This is easy to express in decimal, but in
binary this works out to:

0.11100110110110110110110110110110110110110....

That is, a recurring number. This is because floating-point numbers may hold a finite number of 53
binary digits; we cannot accurately represent this number in the mantissa alone. As it happens, 0.9 can
be accurately represented as 9e-1: a mantissa of '9' with an exponent of '-1', but this is not always the
case. Consequently calculations involving floating-point values, and especially comparisons to integers
and other floating-point numbers, do not always behave as we expect.
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Converting Floats into Integers

The quickest and simplest way to convert floating-point numbers into integers is to use the i nt
function. This strips off the fractional part of the floating-point number and returns the integer part:

$int = int($float);

However, i nt is not very intelligent about how it calculates the integer part. First, it truncates the
fractional part of a floating-point number and so only rounds down, which may not be what we want.
Second, it does not take into account the problems of precision, which can affect the result of floating-
point calculations. For example, the following calculation produces different results if we return the
answer as an integer, even though the resulting calculation ought to result in a round number:

$nunber = 4.05/0. 05;
print "$nunber \n"; # returns 81, correct
print int($nunber); # returns 80, incorrect!

Similarly, a comparison operator (see Chapter 4) will tell us that $nunber is not really equal to 81:

$nunber = 4.05/0. 05;
# if $nunmber is not equal to 81 then execute the print statenent
# in the bl ock
if ($nunber !'= 81) {
print "\'$number is not equal to 81 \n";

}

The reason for this is that $nunber does not actually have the value 81 but a floating-point value that is
very slightly less than 81. When we display it, the conversion to string format handles the slight
discrepancy for us and we see the result we expect.

To round the above to the nearest integer rather than the next highest or next lowest, we can add 0.5 to
our value and then round it down:

print int($nunber+0.5); # returns 81, correct

We can also use the f | oor and cei | functions of the standard C library through the POSI X module.
f1 oor works exactly like i nt (and with the same rounding problems) rounding to the next lowest

integer, whereas cei | rounds to the next highest integer. The difference is that the values returned from

these functions are floating-point values, not integers. That is, though they appear the same to us, the
internal representation is different.

Converting Floats into Strings

As mentioned earlier, Perl automatically converts floating-point numbers into strings when they are
used in a string context, for example:

print "The answer is $floatnunt;

The number is converted into string format according to the values of the mantissa and exponent. If the
number can be represented as an integer, Perl converts it before printing:

$f | oat num = 4. 3el2; # The answer is 4300000000000
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Alternatively, if the number is a fraction that can be expressed as a fixed decimal (that is, purely in
terms of a mantissa without an exponent), Perl converts it into that format:

$f | oat num = 4. 3e-3; # The answer is 0.0043

Otherwise it is converted into the 'standard' mantissa+exponent form:

$f | oat num = 4. 3e99; # The answer is 4.3e99

Sometimes we might want to alter the format of the generated text, to force consistency across a range
of values or to present a floating-point value in a different format. The spri ntf and pri ntf functions
can do this for us, and provide several placeholder formats designed for floating-point output:

printf "%, $floatnum # force conversion to fixed decinal fornat
printf "9%', $floatnum # force conversion to mantissa/exponent format
printf "%, $floatnum # use fixed if accurately possible, otherw se

Perl's default conversion of floating-point numbers is therefore equivalent to:

$floatstr = sprintf '%', $floatnum

A field width can be inserted into the format string to indicate the desired width of the resulting number
text. Additionally, a decimal point and second number can be used to indicate the width of the
fractional part. We can use this to force a consistent display of all our numbers:

printf '9.3f"', 3.14159; # display a mninumw dth of 6 with 3
# decimal places; produces ' 3.142

The width, 6, in the above example, includes the decimal point and the leading minus sign if the
number happens to be negative. This is fine if we only expect our numbers to range from 99.999 to
-9.999, but pri nt f will exceed this width if the whole part of the number exceeds the width remaining
(two characters) after the decimal point and three fractional digits have taken their share. Allowing a
sufficient width for all possible values is therefore important if spri ntf and printf are to work as we
want them to.

Just as with integers, we can prefix the format with a space or + to have positive numbers format to the
same width as negative ones:

printf '%7.3f"', 3,14159; pad with | eadi ng space if positive,
produces ' 3.142'

printf '9%7.3f"', 3.14159; prefix a '+ sign if positive,
produces ' +3.142'

printf '997.3f"', 3.14159; prefix with | eading zeros,

produces ' 003. 142’

pad with a | eadi ng space, then |eading zeros,
produces ' 03.142'

pad with a leading +, then |eading zeros,
produces ' +03. 142’

printf '%07.3f"', 3.14159;

printf '%07.3f', 3.14159;

E g T T g S
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The 'use integer' Pragma

We discussed earlier how Perl automatically converts between integers, strings, and floating-point
numbers as and when it needs to. However, we might specifically want an integer, either because we
want a result in round numbers or simply for speed. One way to restrict the result of a calculation to
integers is to use the i nt function, as shown in 'Converting Floats into Integers' earlier.

This still requires Perl to do the calculation with floating-point numbers, since it does not know any
different. If the underlying hardware does not support floating-point operations (rare, but still possible
in embedded systems) this can result in unnecessarily slow calculations when much faster integer
calculations could be used. To remedy this situation and allow Perl to intelligently use integers where
possible, we can encourage integer calculations with the use i nt eger pragma:

use integer;
$integer_result = $nom nator / $divisor;

While use i nt eger is in effect, all calculations that would normally produce floating-point results but
are capable of working with integers will operate interpreting their operands as integers. This applies
even to simple assignments:

use integer;

$PI = 3.1415926; # sets $PI to '3
print $PI; # prints '3.1415926'
print $PI + 5; # prints '8

We can switch off integer-only arithmetic again by writing a no i nt eger, which cancels out the effect
of a previous use i nt eger . This allows us to write sections (or blocks) of code that are integer only, but
leave the rest of the program using floating-point numbers as usual, or vice versa. For example:

sub integersub {
use integer;
...integer only code...

{
no integer;

floating-point in this block
}

...nmore integer only code...

}

Using use i nt eger can have some unexpected side-effects. While it is in effect Perl passes integer
calculations to the underlying system (which means the standard C library for the platform on which
Perl was built) rather than doing them itself. That might not always produce exactly the same result as
Perl would, for example:

print -13 % 7, # produces '1'

use integer;
print -13 %7, # produces '-6'

The reason for this behavior is that Perl and the standard C library have slightly different perspectives
on how the modulus of a negative number is calculated. The fact that, by its nature, a modulus
calculation cannot produce a floating-point result does not alter the fact that use i nt eger affects its
operation.
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Even with use i nt eger enabled, Perl will still produce a floating-point number if an integer result
makes no sense or if the result would otherwise be out of range. For example:

use integer;
print sqrt(2); # produces 1.4142135623731
print 2 ** 100; # produces 1.26765060022823e+030

use integer has one final effect that is not immediately obvious: It disables Perl's automatic
interpretation of bitwise operations as unsigned, so results that set the highest bit (that is, the 32nd bit in
a 32 bit architecture) will be interpreted by Perl as signed rather than unsigned values:

print ~0, ' ',-1 << 0; # produces '4294967295 4294967295

use integer;
print ~0, ' ',-1 << 0; # produces '-1 -1

This can be useful behavior if we want it, but is a potential trap for the unwary.

Mathematical Functions

Perl provides a number of mathematical functions for managing numbers. We look in this section at
some of the most commonly used.

The abs function returns the absolute (unsigned) value of a number:

print abs(-6.3); # absolute value, produces 6.3

Perl provides three functions for computing powers and logarithms, in addition to the **
exponentiation operator. They are:

print sqrt(6.3); # square root, produces 2.50998007960223
print exp(6.3); # raise 'e' to the power of, produces 544.571910125929
print 1og(6.3); # natural (base 'e') logarithm produces 1.84054963339749

Perl's support for logarithms only extends to base (e) natural logarithms. To work in other bases, we
divide the natural log of the number by the natural log of the base, that is:

$n=2;
$base = 10;
print log($n) / |og($base); # cal culate and print |o0g(10)2

For the specific case of base 10 logarithms, the standard C library defines a base 10 logarithm function
that we can use via the POS|I X module as | 0g10:

use PCSI X gw(| 0gl0);
print 1ogl0($n); # calculate and print |og(10)2

Perl provides three built-in trigonometric functions: si n, cos, and at an2 for the sine, cosine and
arctangent of an angle, respectively. Perl does not provide built-in inverse functions for these three, nor
does it provide the standard t an function, because these can all be worked out easily (ignoring issues of
ranges, domains, and result quadrants):

61



Chapter 3

atan2($n, sqrt(1 - $n ** 2)) # asin (inverse sine)
atan2(sqrt(1 - $n ** 2), $n) # acos (inverse cosine)
sin($n) / cos($n) # tan

We can easily define subroutines to provide these calculations, but to save us the trouble of writing our
own trigonometric functions Perl provides a full set of basic trigonometric functions in the Mat h: : Tri g
module, as well as utility subroutines for converting between degrees and radians and between radial
and Cartesian coordinates.

Strings

Perl provides comprehensive support for strings, including interpolation, regular expression processing,
and even a selection of ways to specify them. Arguably, string processing is Perl's single biggest
strength, and accordingly much of this book is concerned with it in one way or another, notably
Chapter 18.

In version 5.6 Perl gained the ability to handle Unicode characters not only in scalar variables and
literally specified text, but also throughout, even including variable and subroutine names. We cover
this in Chapter 25, along with other internationalization issues in Chapter 26.

Quotes and Quoting

Literal strings can be written in a variety of different quoting styles, each of which treats the text of the
string in a different way. The result (with one exception) is always string data. They are:

Quotetype Operator Result

single quotes q literal string

double quotes qq interpolated string

n/a qr regular expressions string
n/a qw list of words

backticks (™) gx execute external program

As the table shows, Perl provides two syntaxes for most kinds of strings. The ordinary punctuated kind
uses quotes, but we can also use a quoting operator to perform the same function:

"Literal Text' # is equivalent to q(Literal Text)
"$interpol ated @ext" # is equivalent to qq($interpolated @ext)
“.lexternal -conmmand’ # is equivalent to qgx(./external -comrand)

One of the advantages of the quoting operators is that they allow us to place quote marks inside a string
that would otherwise cause syntax difficulties. Accordingly, the delimiters of the quoting operators can
be almost anything, so we have the greatest chance of being able to pick a pair of characters that do not
occur in the string:

$text = g/a string with 'quotes' is 'ok' inside q/;
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Perl accepts both paired and single delimiters. If a delimiter has a logical opposite, such as ( and ), <
and >, [ and ],or{ and }, the opposing delimiter is used for the other end, otherwise the same
delimiter is expected again:

$text = gqq{ "$interpol ated" ($text) 'and quotes too' };

Other than their more flexible syntax, the quoting operators have the same results as their quote
counterparts. Two quote operators, qwand Qgr, do not have quote equivalents, but these operators are
more specialized.

The single quoted string treats all of its text as literal characters; no processing, interpolation, or escaping
is performed. The quoting operator for literal text is g, so the following are equivalent:

"This is literal text'

g/ This is literal text/
Or with any other delimiter we choose, as noted above.

The quoting operator for interpolation is g, so the above can also be written as:

qq/ There are $count matches in a $thing./;

Note that only the outer quotes are significant when determining whether a string is interpolated or not,
quotes within the text are just punctuation.

The qr operator is a recent addition to Perl just prior to version 5.005 that prepares regular expressions
for use ahead of time. It takes a regular expression pattern, and produces a ready-to-go regular
expression that can be used anywhere a regular expression operator can:

# directly
$text =~ /pattern/;

# via 'qr':
$re = qr/pattern/;
$text =~ $re;

The qr operator also interpolates its argument in exactly the same way that double quoted strings and
the qq operator do. Do not despair if this seems rather abstract at the moment, we will learn more about
this in Chapter 11, where qr is covered in more detail.

Quoting a string with backticks, , causes Perl to treat the enclosed text as a command to be run
externally. The output of the command (if any) is captured by Perl and returned to us. For example:

#! [/ usr/ bi n/ perl
# external . pl
use strict;

use war ni ngs;

ny $files = "Is /hone’; # use sonething like “dir c:° for DOS/ W ndows

print $files;
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> perl external.pl
AndrewP

DanR

DaveM

MankeeC

Interpolation is carried out on the string before it is executed, and then passed to a temporary shell if
any shell-significant characters like spaces or quotes are present in the resulting string. The equivalent
quoting operator is gX:

ny $files = gx(Is /hone); # use sonething like gx(dir c:) for DOS/ W ndows

There are serious security issues regarding the use of backticks however. This is partly because they
rely on environment variables like $PATH, which is represented in Perl as $ENV{' PATH }, that we may
not be able to trust, and partly because a temporary shell can interpret characters in a potentially
damaging way.

The qw operator takes a whitespace separated string and turns it into a list of values. In this respect it is
unlike the other quoting operators on which all return string values. Its purpose is to allow us to specify
long lists of words without the need for multiple quotes and commas that defining a list of strings
normally requires:

# the quotey way
@rray = ('a', '"lot', "of', 'quotes', 'is', 'not', 'very', 'legible);

# nuch nore | egible using 'qw
@rray = qwa lot of quotes is not very |egible);

Both these statements produce the same list of single word string values as their result, but the second is
by far the more legible. The drawback to qwis that it will not interpolate variables or handle quotes, so
we cannot include spaces within words. In its favor, though, gwalso accepts tabs and newlines, so we
can also say:

@rray = qw
a | ot

of quotes

is not

very | egible

)

Note that with qwwe need to avoid commas, which can be a hard habit to break. If we accidentally use
commas, Perl will warn against it, since commas are just another character to qwand so comma
separated words would result in a single string; words, commas, and all:

@ops = gM a, comma, separated, list, of, words);
If we try to do this Perl will warn us (assuming we have warnings enabled) with:

Possible attempt to separate words with commas at ...

If we actually want to use commas, we can, but in order to silence Perl we will need to turn off warnings
temporarily with no war ni ngs and turn them back on again afterward (the new warning system
brought in for Perl 5.6 also allows us to turn off specific warnings, so we could do that too. See Chapter
16 for more details).
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'Here' Documents

As we have just seen, the usual way to define literal text in source code is with quotes, or the equivalent
quoting operators ¢ and ¢g. Her € documents are an additional and alternative way that is particularly
well suited to multiple line blocks of text like document templates. Her € documents are interpolated,
and so make a convenient alternative to both concatenating multiple lines together and Perl formats,
which also provide a document template processing feature, but in an entirely different way.

To create a her e document we use a << followed immediately by an end token, a bareword or quoted

string that is used to mark the end of the block. The block itself starts from the next line and absorbs all
text, including the newlines, until Perl sees the end token. Normal Perl syntax parsing is disabled while
the document is defined, and continues only after the end token is seen:

$string = <<_END OF TEXT_;
Some text

Split onto multiple lines
Is clearly defined
_END_OF_TEXT_

This is exactly equivalent to, but easier on the eye than:

$string = "Some text \n".
"Split onto multiple lines \n".
"I's clearly defined \n";

The << and token define where the document is used, and tells Perl that it is about to start on the next
line. There must be no space between the << and the token, otherwise Perl will complain. The token
may be an unquoted bareword, like the above example, or a quoted string, in which case it can contain
spaces, as in the example below:

# the end token may contain spaces if it is quoted
print <<"print to here";

This is

sone text

print to here

If used, the type of quote determines whether or not the body of the document is interpolated or not. If
single quotes are used, no interpolation takes place:

# this does not interpolate
print <<'_END OF_TEXT_'

This % s @ot % nterpol ated
_END_OF_TEXT_

Note that in all examples the her e document is used within a statement, which is terminated by a
semicolon, as normal. It is not true to say that the <<TOKEN absorbs all text following it; it is a perfectly
ordinary string value from the point of view of the statement around it. Only from the next line does
Perl switch into document definition mode:

# a foreach | oop on one line

foreach (split "\n", <<LINES) { print "Got $_\n"; }
Line 1

Line 2

Line 3

LI NES
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Alternatively, we can define a her € document within a statement if the statement spans more than one
line; the rest of the lines fall after the end token:

#!/ usr/ bi n/ perl
# heredoc. pl
use war ni ngs;
use strict;

# a foreach | oop split across the 'here' docunent
foreach (split "\n", <<LINES) {
Line 1
Li ne 2
Line 3
LI NES
print "Got: $_\n";
}

Since her e documents are interpolated (unless we use single quotes to define the end token at the top,
as noted above) they make a very convenient way to create templates for documents. Here is an
example being used to generate an email message with a standard set of headers:

#!/ usr/ bi n/ perl
# formate. pl
use war ni ngs;
use strict;

print format_email (' me@uysel f.net', 'you@ourself.org', "Wshing you were here",
"...instead of ne!", "Regards, M");

# subroutines will be explained fully in Chapter 7
sub format _email {

ny ($nme, $to_addr, $subject, $body_of nessage, $signature) = @;

return <<_EMAIL_;
To: $to_addr

From $ne;

Subj ect: $subj ect

$body_of _nmessage

$signature
_EMAI L_

}

The choice of end token is arbitrary; it can be anything, including a Perl keyword. For clarity's sake
however a clearly defined token, preferably in capitals and possibly with surrounding underscores, is a
good idea. The end token must also appear at the start of the line; if it is indented with anything, Perl
will not recognise it. Likewise, any indentation within the her e document will remain in the document.
This can present a stylistic problem since it breaks formatting in things like subroutines:

sub return_a_here_docunent {

return <<DOCUMENT;

Thi s docunent definition cannot be indented
if we want to avoid indenting

the resulting docunent too

DOCUMENT

}
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If we do not mind indenting the document then we can indent the end token by defining it with the
indent to start with:

sub return_a_here_docunent {

return <<' DOCUNMENT"

This docunment is indented, but the

end token is also indented, so it parses K
DOCUNVENT

}
Although it uses the same symbol, the here document << has nothing whatsoever to do with the shift
right operator. Rather, it is a unary operator with a rather unusual operand. It can be seen as a distant

relative of the DATA filehandle, which reads data placed after the __END__ or _ DATA__ tokens in source
files, and which we discuss in Chapter 12.

Bareword Strings and Version Numbers

The use strict pragma forces us to declare variables properly, forbids symbolic references, and does
not allow us to leave strings unquoted, because of the possible confusion with subroutines. Without
strict subs we can in fact quite legally say:

# 'use strict subs' won't allow us to do this
$word = unquot ed;

instead of the more correct:
$word = "unquot ed";

This is a fairly obvious example where we really ought to be using quotes, but it is easy to get into the
habit of omitting quotes in things like hash keys:

$val ue = $hash{aninal }{small}{furry}{cat};
The problem with this, apart from the fact we cannot include spaces, is that if at a future point, we write
a subroutine called unquot ed then our string assignment suddenly becomes a subroutine call. This is

one of the many reasons we should always use stri ct in Perl programs.

However, there are a few places where bareword strings are allowed. The first, and most obvious, is the
gw operator, which we covered earlier:

gw( startword bareword anot her bareword endword);

A second place where barewords are allowed is on the left-hand side of the relationship (or digraph)
operator. This is just a clever form of comma that knows it is being used to define hash keys and values.
Since a hash key can only be a string, the left-hand side of a => must be a string:

%ash = (bareword => "still need quotes on this side");
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Finally, Perl supports a very special kind of string called a version string, which in fact must be
unquoted to be treated as such. The format of a version string must resemble a version number, and can
only be made of digits, points, and an optional v prefix:

$VERSION = 1.2.34

If the version number has only one, (or no) points in it then we must use the v prefix to ensure that Perl
does not interpret it as a regular integer or floating-point number:

$float = 5.6 # oops, that is a floating-point nunber
$version = v5.6 # nowit is a version string

The special variable $"V ($PERL_VERSI ON) also returns a string of this kind, unlike the older $] , which
returns a floating-point number for compatibility with older Perl versions (for example, 5.003). The
objective is to allow version numbers to be easily compared without straying into the dangerous world
of floating-point comparisons, as in this example that tests the version of Perl itself, and aborts with an
error message if it is too old:

# 'require 5.6.0" is another way to do this:
die "Your Perl is too old! Get a newone! \n" if $V It v5.6.0;

The characters in a version string are actually directly constructed from the digits, so a 1 becomes the
character Control-A, or ASCII 1. 5. 6. 0 is therefore equivalent to the interpolated string "\ 05\ 06\ 00"
or the expression chr (5) . chr (6). chr (0). This is not a very printable string, but it is still a string, so
we must be sure to use the string comparison operators like | t (less than) and ge (greater or equal to)
rather than their numeric equivalents < and >=.

Converting Strings into Numbers

As we have seen, Perl automatically converts strings into an integer or floating-point form when the
context demands it, for instance if we perform a numeric operation. This provides us with a simple way
to convert a string into a number when we actually want a number, for example in a pri nt statement,
which is happy with any kind of scalar. All we have to do is perform a numeric operation on the string
that doesn't change its value, multiplying or dividing by 1 for example. Of all the no-op numeric
operations, adding zero is probably the simplest:

# define a nuneric string
$scal ar = ' 123. 4e5';

# evaluate it in original string context
print $scal ar; # produces ' 123. 4e5’

# evaluate it in nuneric context
print $scalar + O; # produces ' 12340000

Perl will evaluate the string as a floating-point number unless we constrain it by either using the i nt
function or the use i nt eger pragma:

# eval uate as an integer
print int($scalar);
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If the string does not look like a number then Perl will do the best job it can, while warning us that the
string is not completely convertible, and some information is being lost:

print "123.4e5abc" + 0 # produces '12340000' and a warning

Converting Strings into Lists and Hashes

To transform a string into a list basically consists of dividing it up into pieces. For this purpose Perl
provides the spl i t function, which takes two arguments, a pattern to split on, and a string to perform
the splitting on. For example, this splits a comma separated sequence of values in a string into a list of
those values:

$csv = "one, two, three, four, five, six";
@ist =split '," , $csv;

Although it is commonly used to split up strings by simple delimiters like commas, the first argument
to split isin fact a regular expression, and is able to use the regular expression syntax of arbitrary
delimiters:

@ist =split /, [/, $csv;

This also means that we can be more creative about how we define the delimiter. For instance, to divide
up a string with commas and arbitrary quantities of whitespace we can replace the comma with a
pattern that absorbs whitespace on either side:

@ist =split /\s*, \s*/, $csv;

This does not deal with any leading or trailing whitespace on the first and last items (and in particular
any trailing newline) but it is effective none the less. However, if we want to split on a character that is
significant in regular expressions, we have to escape it. The / / style syntax helps remind us of this, but
it is easy to forget that a pipe symbol, (| ), will not split up a pipe-separated string:

$pipesv = "one | two | three | four | five | six";
print split('|"', $pipesv); # prints one | two | three | four | five | six

This will actually return the string as a list of single characters, including the pipes, because | defines
alternatives in Perl. There is nothing either side of the pipe, so we are actually asking to match on
nothing or nothing, both of which are zero-width patterns (they successfully match no characters). Perl
treats zero-width matches as a special case in multiple matches, incrementing the position one character
despite having matched no characters. As a result we get a stream of single characters. This is better
than an infinite loop, which is what would occur if Perl didn't treat zero-width matches specially, but it's
not what we intended either. Here is how we should have done it:

print split('\|', $pipesv); # prints one two three four five six
A use for alternation is this spl i t statement, which parses hash definitions in a string into a real hash:

$hashdef = "Muse=>Jerry, Cat=>Tom Dog=>Spi ke";
%hash = split /, |=>/, $hashdef;

Because it uses a regular expression, spl i t is capable of lots of other interesting tricks, including
returning the delimiter if we use parentheses. If we do not actually want to include the delimiters in the
returned list we need to suppress it with the extended (?:...) pattern:
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# return (part of) delimters
@ist =split /\s*(, |=>)\s*/, $hashdef;
# @ist contains 'Muse', '=>", 'Jerry', ',' , 'Cat',

# suppress return of delinmiters, handle whitespace, assign resulting
# list to hash
%hash = split /\s*(?:, |=>)\s*/, $hashdef;

Both examples use more complex forms of regular expression such as\'s to match whitespace, which
we have not fully covered yet; see Chapter 11 for more details on how they work. The last example
also illustrates how to define the contents of a hash variable from a list of values, which we will
cover in detail when we come to hashes later.

If split is passed a third numeric parameter, then it only splits that number of times, preserving any
remaining text as the last returned value:

ny $configline = "equation=y = x ** 2 + c";

# split on first = only

ny ($key, $value) = split (/=/, $configline, 2);

print "$key is '$value'"; # produces "equation is 'y = x ** 2 + ¢'"

split also has a special one and no-argument mode. With only one argument, it splits the default
argument $_, which makes it useful in loops like the whi | e loop that read lines from standard input (or
files supplied on the command line), like the short program below:

#!/ usr/ bi n/ perl
# readconfi g. pl
use war ni ngs;
use strict;
my %onfig;
# read lines fromfiles specified on conmand line or (if none)
# standard i nput
while (<>) {
ny ($key, $value) = split /=/; # split on $_

$confi g{ $key} = $value if $key and $val ue;
}

print "Configured: ", join(', ', keys %onfig), "\n";
We can invoke this program with a command like:
> readconfig.pl configfile

Supplied with a confi gfi | e containing:

first = one
second = two

This produces:

Configured: first, second



Scalars

If no arguments are supplied at all, spl i t splits the default argument on whitespace characters, after
skipping any leading whitespace. The following short program counts words in the specified files or
what is passed on standard input using the '<>' readline operator covered in Chapter 6:

#! [ usr/ bi n/ perl
# split.pl

use war ni ngs;
use strict;

ny @wr ds;

# read lines fromfiles specified on conmand line or (if none)
# standard i nput
while (<>) {
# split lines into words and store
push @wrds, split;
}

print "Found ", scalar(@wrds), " words in input \n";

spl it and other aspects of regular expressions that can be applied to spl i t are covered in more detail
in 'Regular Expressions' in Chapter 11.

Functions For Manipulating Strings

Perl provides us with a set of operators that we can use for manipulating strings. We will explore those
operators in Chapter 4. In this section, we will look into a number of functions for handling strings.

Print

The ubiquitous pri nt statement is not technically a string function, since it takes a list of arbitrary
scalar values and sends them to the currently selected filehandle. We have already seen pri nt in many
of the examples so far; the general form is one of the following:

print @ist;
print FILEHANDLE @i st ;

The output of pri nt is affected by several of Perl's special variables:

Variable Action

$, The output field separator determines what pri nt places between values, by
default ' ' (nothing). Set to ', ' to print comma separated values.

$\ The output record separator determines what pri nt places at the end of its output
after the last value, by default ' ' (nothing). Set to '\ n' to print out automatic
linefeeds.

$# The output format for all printed numbers (integer and floating-point), in terms of a

sprintf style placeholder. The default value is something similar to % 6g. To
print everything to two fixed decimal places (handy for currency, for example)
change to % 2f , but note that use of $# is now deprecated in Perl.

$| The aut of | ush flag determines if line or block buffering should be used. If O, it is
block, if 1, it is line.
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Although not directly related to pri nt, it is worth noting that interpolated arrays and hashes use $" as
a separator, rather than $, (a space by default). See Appendix B for more on these and other special
variables.

Beware of leaving off the parentheses of pri nt if the first argument (after the filehandle, if present) is
enclosed in parentheses, since this will cause pri nt to use the first argument as an argument list,
ignoring the rest of the statement.

Line Terminator Termination
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The chop and chonp functions both remove the last character from a string. This apparently esoteric
feature is actually very handy for removing line terminators. chop is not selective, it will chop off the
last character irrespective of what it is or whether it looks like a line terminator or not, returning it to us
in case we want to use it for something:

chop $i nput _string;

The string passed to chop must be an assignable one, such as a scalar variable, or (more bizarrely) the
return value of subst r used on a scalar variable, since chop does not return the truncated string but
the character that was removed. If no string is supplied, chop uses the default argument $_:

while (<>) {
chop;
print "$_\n";
}

Note that if we want to get the string without the terminator, but also leave it intact we can use substr
instead of chop. This is less efficient because it makes a copy of the line, but it preserves the original:

while (<) {
ny $string = substr $_, 0, -1,
print $string;

}

chonp is the user-friendly version of chop; it only removes the last character if it is the line terminator,
as defined by the input record separator special variable '$/ ' (default "\ n"), but is otherwise identical:

chonp $mi ght _end_i n_a_l i nef eed_but _m ght _not;
Both chop and chonp will work on lists of strings as well as single ones:

# renove all trailing newines frominput, if present
@ines = <>,
chonp( @i nes) ;

Giving either chop or chonp a non-string variable will convert it into a string. In the case of chonp this
will do nothing else; chop will return the last digit of a number and turn it into a string missing the last
digit.
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Characters and Character Codes

The or d function produces the integer character code for the specified letter. If passed a string of more
than one character it will return the code for the first one. or d will also handle multi-byte characters
and return a Unicode character code:

print ord('A"); # returns 65

The inverse of or d is chr, which converts a character code into a character:

print chr(65); # returns 'A

chr will happily handle Unicode character codes as well as single-byte ASCII character for codes
(though the results of displaying it are dependent on the character set in effect: code 65 is usually, but
not necessarily, 'A'). See Chapter 25 for more information on Unicode.

Note that these examples will only produce this output if ASCII is the default character set — In
Japan the output would be different.

Length and Position

The | engt h function simply returns the length of the supplied string:

$length = length($string);

If the argument to | engt h is not a string it is converted into one, so we can find out how wide a
number will be if printed before actually doing so:

$pi = atan2(1, 0) * 2; # a numeric val ue
$l ength_as_string = | engt h($pi); # length as string

The i ndex and ri ndex functions look for a specified substring within the body of a string. They do not
have any of the power or flexibility of a regular expression, but by the same token, they are
considerably quicker. They return the position of the first character of the matched substring if found, or
- 1 (technically one less than the index start $[ ) otherwise:

$string = "This is a string in which |ooked for text may be found";
print index $string, "looked for"; # produces ' 26'

We may also supply an additional position, in which case i ndex and ri ndex will start from that
position:

print index $string, "look for", 30; # not found, produces -1

i ndex looks forward and ri ndex looks backward, but otherwise they are identical. Note that unlike
arrays, we cannot specify a negative number to specify a starting point relative to the end of the string,
nice though that would be.

While we are on the subject of positions, the pos function actually has nothing whatsoever to do with
functions like i ndex and ri ndex. It is a regular expression function for returning the position of
successful matches.
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Substrings and Vectors
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The very versatile subst r extracts a substring from a supplied string in very much the same way that
spl i ce returns parts of arrays, and indeed the two functions are modeled to resemble each other. It
takes between two and four arguments - a string to work on, an offset to start from, a length, and an
optional replacement:

# return characters fromposition 3 to 7 from$string
print substr "1234567890", 3, 4; # produces 4567

String positions start from 0, like arrays (and are also controlled by the special variable $[ ). If the length
is omitted, subst r returns characters up to the end of the string:

print substr "1234567890", 3; # produces 4567890

Both the offset and the length can be negative, in which case they are both taken relative to the end of
the string:

print substr "1234567890", -7, 2; # produces 45
print substr "1234567890", -7; # produces 4567890
print substr "1234567890", -7, -2; # produces 45678

We can also supply a replacement string, either by specifying the new string as the fourth argument, or
more interestingly assigning to the subst r. In both cases the new string may be longer or shorter
(including empty, if we just want to remove text) and the string will adjust to fit. However, for either to
work we must supply an assignable value like a variable or a subroutine or function that returns an
assignable value (like subst r itself, in fact). Consider the following two examples:

$string = "1234567890";

print substr($string, 3, 4, "abc");
# produces ' 4567’

# $string becormes ' 123abc890

$string = "1234567890";

print substr($string, 3, 4) = "abc";
# produces 'abc8'

# $string becormes ' 123abc890

The difference between the two variants is in the value they return. The replacement string version
causes Subst r to return the original substring before it was modified. The assignment on the other
hand returns the substring after the substitution has taken place. This will only be the same as the
replacement text if it is the same length as the text it is replacing; in the above example the replacement
text is one character shorter, so the return value includes the next unreplaced character in the string,
which happens to be 8.

Attempting to return a substring that extends past the end of the string will result in Subst r returning
as many characters as it can. If the start is past the end of the string then subst r returns an empty
string. Note also that we cannot extend a string by assigning to a substr beyond the string end (this
might be expected since we can do something similar to arrays, but it is not the case.)
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Upper and Lower Case

Perl provides no less than four different functions just for manipulating the case of strings. uc and | ¢
convert all character in a string into upper and lower case (all characters that have a case, that is) and
return the result:

print uc('upper'); # produces ' UPPER
print lc(' LOAER ); # produces '|ower'

ucfirst and | cfirst are the limited edition equivalents, they only operate on the first letter:

print ucfirst('daniel'); # produces 'Daniel"';
print lcfirst('Polish'); # produces 'polish';

If we are interpolating a string we can also use the special sequences\ U. . .\ Eand \ L. . . \ E within the
string to produce the same effect as uc and | ¢ for the characters placed between them. See Chapter 11
for more details. And talking of interpolation...

Interpolation

The quot enet a function processes a string to make it saf e in interpolative contexts. That is, it inserts
backslash characters before any non-alphanumeric characters, including $, @ % existing backslashes,
commas, spaces, and all punctuation except the underscore (which is considered an honorary numeric
because it can be used as a separator in numbers). We also cover quot enet a in Chapter 11.

Pattern Matching and Transliteration

Perl's regular expression engine is one of its most powerful features, allowing almost any kind of text
matching and substitution on strings of any size. It supplies two main functions, the M/ match and

s/ /| substitution functions, plus the pos function and a large handful of special variables. For example,
to determine if one string appears inside another ignoring case:

$mat ched = $matchtext =~ /sone text/i;

Or to replace all instances of the word gr een with yel | ow:

$text = "red green blue";
$text =~ s/\bgreen\b/yellow g;
print $text; # produces 'red yell ow bl ue'

Closely associated but not actually related to the match and substitution functions is the transliteration
operator tr///, also known as y/ / /. It transforms strings by replacing characters from a search list
with the character in the corresponding position in the replacement list. For example, to uppercase the
letters @ to f (perhaps for hexadecimal strings) we could write:

$hexstring =~ tr/a-f/A-F/;

Entire books have been written on pattern matching and regular expressions, and accordingly we
devote Chapter 11 to it.
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Password Encryption

Lo

The crypt function performs a one-way transform of the string passed; it is identical to (and
implemented using) the C library crypt on UNIX systems. crypt is not always available, in which
case attempting to use it will provoke a fatal error from Perl. Otherwise, it takes two arguments: the text
to be encrypted and a salt, which is a two character string made of random characters in the range
0..9,a..z,A .Z "/ or' " Hereis how we can generate a suitable encrypted password in Perl:

@haracters = (0..9, 'a'.."z" ;A .."Z, "', "),
$encrypted = crypt ($password, @haracters[rand 64, rand 64]);

Since we do not generally want to use the salt for anything other than creating the password we instead
supply the encrypted text itself as the salt for testing an entered password (which works because the first
two characters are in fact the salt):

# check password
die "Wong!" unless crypt($entered, $encrypted) eq $encrypted;

Note that for actually entering passwords it is generally a good idea to not echo to the screen, see
Chapter 15 for some ways to achieve this.

crypt is not suitable for encrypting large blocks of text, it is a one-way function that cannot be
reversed, and so is strictly only useful for generating passwords. Use one of the cryptography modules
from CPAN like Crypt:: Tri pl eDES or Crypt : : | DEA for more heavyweight and reversible

cryptography.

w Level String Conversions

Perl provides three functions that perform string conversions at a low level. The pack and unpack
functions convert between strings and arbitrary machine-level values, like a low-level version of
sprintf. The vec function allows us to treat strings as if they were long binary values, obviating the
need to convert to or from actual integer values.

'Pack’' and 'Unpack'’
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The pack and unpack functions convert between strings and lists of values: The pack function takes a
format or template string and a list of values, returning a string that contains a compact form of those
values. unpack takes the same format string and undoes the pack, extracting the original values.

pack is reminiscent of spri nt f . They both take a format string and a list of values, generating an
output string as a result. The difference is that spri ntf is concerned with converting values into legible
strings, whereas pack is concerned with producing byte-by-byte translations of values. Whereas
sprintf would turn an integer into a textual version of that same integer, for example, pack will turn
it into a series of characters whose binary values go up to make up the integer:

$string = pack 'i', $integer;
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Or, using real numbers:
print pack 'i', 1819436368; # produces the string 'Perl'

To pack multiple integers we can put more 'i 's, or use a repeat count:
$string = pack 'i4', @ntegers[O..3];

To pack as many as the list supplies, we use * for a repeat count:
$string = pack 'i*', @ntegers;

We can combine multiple template characters into one template. The following packs four integers, a
null character (given by x), and a string truncated to ten bytes with a null character as a terminator
(given by Z):

$string = pack 'i4xZ10', @ntegers[O0..3], "abcdefghijkl monop";
We can also add spaces for clarity:

$string = pack 'i4 x Z10', @ntegers[0..3], "abcdefghijkl monop";
To unpack this list again we would use something like:

($intl, $int2, $int3, $int4, $str) = unpack 'i4xz10', $string;

pack and unpack can simulate several of Perl's other functions. For example, the ¢ template character
packs and unpacks a single character to and from a character code, in exactly the same way that or d
and chr do:

$chr pack 'c', $ord;
$ord = unpack 'c', $chr;

The advantage is of course that with pack and unpack we can process a whole string at once:
@rds = unpack 'c*', $string;

Similarly, here is how we can use x (which skips over or ignores, for unpack) and a (read as-is) to
extract a substring somewhat in the manner of substr:

$substr = unpack "x$position a$length", $string;

pack supports a bewildering number of template characters, each with its own properties, and a
number of modifiers that alter the size or order in which they work. Here is a brief list; note that several
only make sense with an additional count supplied along with the template character:
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Character Properties
a Arbitrary (presumed string) data, null padded if too short
A Arbitrary (presumed string) data, space padded if too short
z Null terminated string
b Bit string, ascending order (as used by vec)
B Bit string, descending order
h Hex string, byte order low-high
H Hex string, byte order high-low
c Signed character (8-bit) value
C Unsigned character (8-bit) value
s Signed short (16-bit) value
S Unsigned short (16-bit) value
I Signed integer value (length dependent on C)
I Unsigned integer value (length dependent on C)
[ Signed long (32-bit) value
L Unsigned long (32 bit) value
q Signed quad/long long (64-bit) value
Q Unsigned quad/long long (64-bit) value
n Unsigned short, big-endian (network) order
N Unsigned long, big-endian (network) order
v Unsigned short, little-endian (VAX) order
\Y% Unsigned long, little-endian (VAX) order
f Single precision floating-point number
d Double precision floating-point number
p Pointer to null terminated string
P Pointer to fixed length string
u Unencoded string
U Unicode character (works regardless of use ut f 8)
w BER (base 128) compressed integer
Null/ignore byte
X Backup a byte
@ Fill to absolute position with null characters
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One of the most important uses of pack and unpack is for generating and expanding argument lists
and structures for C library routines, which expect to see values packed together in a format that the
compiled C code will understand. See Chapter 24 for more on this aspect.

Vector Strings
Perl also provides the vec function, which allows us to treat a string as if it were a long binary value
rather than a sequence of characters. vec treats the whole string as a sequence of bits, with each
character holding eight. It therefore allows us to handle arbitrarily long bit masks and binary values
without the constraints of integer size or assumption of byte order.

In operation, vec is somewhat like the subst r function, only at the bit level. subst r addresses a string
by character position and length and returns substrings, optionally allowing us to replace the substring
through assignment to a string. vec addresses a string by element position and length and returns bits as
an integer, optionally allowing us to replace the bits through assignment to an integer. It takes three
arguments: a string to work with, an offset, and a length, exactly as with subst r, only now the length is
in terms of bits and the offset is in multiples of the length. For example, to extract the tenth to twelfth
bits of a bitstring with vec we would write:

$twobitflag = vec($bitstr, 5, 2); # 5th 2-bit element is bits 10 to 12

The use of the word st ri ng with vec is a little stretched; in reality we are working with a stream of
bytes in a consistent and platform-independent order (unlike an integer whose bytes may vary in order
according to the processor architecture). Each byte contains eight bits, with the first character being bits
0-7, the second being 8-15, and so on, so this extracts the 2nd to 4th bits of the second byte in the string.
Of course the point of vec is that we do not care about the characters, only the bits inside them.

vec provides a very efficient way to store values with constrained limits. For example, to store one
thousand values that may range between 0 and 9 using a conventional array of integers would take up 4
x 1000 bytes (assuming a four byte integer), and 1000 characters if printed out to a string for storage.
With vec we can fit the values 0 to 9 into 4 bits, fitting 2 to a character and taking up 500 bytes in
memory, and saved as a string. Unfortunately, the length must be a power of two, so we cannot pack
values into 3 bits if we only had to store values from 0 to 7.

# a function to extract 4-bit values froma 'vec' string
sub get_val ue {

# return flag at offset, 4 bits

return vec $_[0], $_[1], 4
}

# get flag 20 fromthe bitstring
$val ue = get _value ($bitstr, 20);

It does not matter if we access an undefined part of the string, vec will simply return O, so we need not
worry if we access a value that the string does not extend to. Indeed, we can start with a completely
empty string and fill it up using vec. Perl will automatically extend the string as and when we need it.

Assigning to a vec sets the bits from the integer value, rather like a supercharged version of chr . For
example, here is how we can define the string Per| from a 32-bit integer value:

# assign a string by character code
$str = chr(0x50). chr(0x65). chr(0x72). chr(0x6c); # $str = "Perl";

# the sane thing nore efficiently with a 32-bit value and 'vec'
vec ($str, 0, 32) = 0x50_65_72 6c;

# extract a character as 8 bits:
print vec ($str, 2, 8); # produces 114 which is the ASCI| value of 'r'

79



Chapter 3

Using this, here is the counterpart to the get _val ue subroutine for setting flags:

# a function to set 4-bit values into a 'vec' string
sub set_val ue {

# set flag at offset, 4 bits
vec $_[0], $_[1], 4;

}

# set flag 43 in the bitstring
$val ue = set_value ($bitstr, 43, $value);

String Formatting

We have already seen some examples of the pri ntf and spri ntf functions when we discussed
converting numbers into different string representations. However, these functions are far more versatile
than this, so here we will run through all the possibilities that these two functions afford us. The two
functions are identical except that spri nt f returns a string while pri ntf combines spri ntf with
print and takes an optional first argument of a filehandle. It returns the result of the pri nt, so for
generating strings we want spri ntf.

sprintf takes a format string, which can contain any mixture of value placeholders and literal text.
Technically this means that they are not string functions per se, since they operate on lists, but
describing them as list functions does not really make sense either (well, no more than it would for

j oi n, so we'll cover them here).

For each placeholder of the form % . . in the format, one value is taken from the following list and
converted to conform to the textual requirement defined by the placeholder. For example:

# use the 'localtime' function to read the year, nonth and day
($year, $nonth, $day) = (localtine)[5, 4, 3];

$year += 1900;

$date = sprintf '%u/ 902u/ 9O2u', S$year, $nmonth, $day;

This defines a format string with three unsigned decimal integers (specified by the % placeholder). All
other characters are literal characters, and may also be interpolated if the string is double-quoted. The
first is a minimum of four characters wide padded with spaces. The other two have a minimum width of
two characters, padded with leading zeros.

The % format interprets the supplied value into an unsigned integer and converts it into a string format,
constrained by whatever additional requirements are imposed. In addition, the following groups of

placeholders are accepted:

Below arethe character and string placeholders:

Placeholder Description

% a character (from an integer character code value)
%s a string

%80 a percent sign

80



Scalars

Next welook at integer and number base placeholders:

Placeholder Description

%l Signed decimal integer

% (Archaic) alias for %@

% Unsigned decimal integer

%0 Unsigned octal integer

KL Unsigned hexadecimal integer, lowercase a..f
9w Unsigned hexadecimal integer, uppercase A..F
%o Unsigned binary integer

In addition, all these characters can be prefixed with 'l ' to denote a long (32-bit) value, or h to denote a
short (16-bit) value, for example:

%d long signed decimal
% b  short binary

If neither is specified, Perl uses whichever size is more natural for i nt according to how it was built and
the underlying C library (if 64-bit integers are supported, %l will denote 64 bit integers, for example).
The %D, Y, and ¥ are archaic aliases for % d, % u, and % o. spri ntf supports them but their use is

not encouraged.

Extra long (64-bit) integers may be handled by prefixing the placeholder letter with either | | (long
long), L (big long), or q (quad):

%1d  64-bit signed integer
%0 64-bit octal number.

This is dependent on Perl supporting 64-bit integers, of course.

These arethe placeholdersfor floating-point numbers:

Placeholder Description

% Scientific notation floating-point number, lowercase e
%E Scientific notation floating-point number, uppercase E
% Fixed decimal floating-point number

% (Archaic) alias for %

% 'Best' choice between %€ and %

%65 'Best' choice between %€ and %
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By their nature, floating-point values are always double precision in Perl, so there is no | prefix.
However, quadruple to store precision (long double) floating-point values can be handled with the | | or
L prefixes:

%1 E long double scientific notation, uppercase E
o%Af long double fixed decimal

As with 64-bit integers, this is dependent on Perl actually supporting long double values.

Other placeholders are as below:

Placeholder Description
% pointer value (memory address of value)
% writes length of current output string into next variable

The %p placeholder is not often used in Perl, since messing with memory addresses is not something
Perl encourages, though it can occasionally be useful for debugging references. The % placeholder is
unusual in that it assigns the length of the string generated so far, to the next item in the list (which must
therefore be a variable).

As the above lists show, much of the functionality of spri nt f is related to expressing integers and
floating-point numbers in string format. We covered many of its uses in this respect earlier in the
chapter. In brief, however, placeholders may have additional constraints to determine the
representation of a number or string placed by adding modifiers between the %and the type character:

Modifier Action

n A number, the minimum field width
*

Take the width for this placeholder from the next value in the list

.m Precision. This has a different meaning depending on whether the value is
string, integer or floating-point:

string -the maximum width

i nteger -the minimum width

fl oat - digits after the decimal place

Take the precision for this placeholder from the next value in the list
n.m Combined width and precision

Take the width and precision for this placeholder from the next two values in
the list
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If a string or character placeholder has a width, then strings shorter than the width are padded to the left
with spaces (zeroes if 0 is used). Conversely, if a precision is specified and the string is longer, then it is
truncated on the right. Specifying both as the same number gives a string of a guaranteed width
irrespective of the value, for example 98. 8s.

A floating-point number uses the width and precision in the normal numerical sense. The width defines
the width of the field as a whole, and the precision defines how much of it is used for decimal places.
Note that the width includes the decimal point, the exponent, and the e or E. For example, %+13. 3e.
The precision and width are the same for integers except that a leading '. ' will pad the number with
leading zeros in the same way in which O (below) does. If the integer is wider than the placeholder then

it not truncated. For example, % 4d.

If asterisks are used for either width or precision then the next value in the list is used to define it,
removing it from the list for consideration as a placeholder value:

$a = sprintf "o .*f", $float, $width, $precision;
Note that negative numbers for either will cause an additional implicit - , see below.

The table below shows the effects of characters on the formatting of strings:

Character Action

space Pad values to the left with spaces (right-justify)
0 Pad values to the left with zeros

- Pad values to the right with spaces (left-justify)

Justification is used with a placeholder width to determine how unfilled places are handled when the
value is too short. A space, which is the default, pads to the left with spaces, while O pads to the left with
zeroes, shifting sign or base prefixes to the extreme left if specified. '- ' pads with spaces to the right
(even if O is also specified). For example:

%94d pad to four digits with 0

% 8s pad to eight characters with spaces

%8s the same

% 8s pad to the right to eight characters with spaces

Using the prefixes below, we can format numbersin different ways:

Prefix Action

+ represent positive numbers with a leading +

# prefix non-decimal based integers with 0, 0x, or Ob if they have a non-zero
value

83



Ch

apter 3

Either of these prefixes can be enabled (even on strings, though there is not much point in doing that)
by placing them after the %and before anything else. Note that + is for signed integers and that # is for
other number bases, all of which treat signed numbers as if they were very large unsigned values with
their top bit set. This means that they are exclusive, in theory at least. Note that both of them are
counted in the width of the field, so for a 16 bit binary number plus prefix, allow for 18 characters. For
example:

%+4d give number a sign even if positive
%+-04d signed and padded with zeros
%#018hb 16-bit padded and prefixed short binary integer

Finally we look briefly at vectors and versions:

The v flag specifies that the supplied value is converted into a version number string of character codes
separated by points, in the format defined by the placeholder (d for decimal, b for binary, and so on). A
different separator may be used if a * is used before the v to import it. Note that specifying the

separator directly will not work, as v does not conform to the usual rules for placeholders. For example:

printf "vowd", $NV; # print Perl's version

printf "%08b", 'aeiou'; # print letters as 8 bit binary digits
# separated by points

printf "%v80", '-', 'aeiou'; # print letters as octal nunbers
# separated by minus signs

Summary
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In this chapter, we have talked about scalar numbers and strings, and their relationships to functions
and modifiers. We were introduced to integers and floating-point numbers, and took a brief look at the
use integer pragma. The different types of quotes and quoting operators were discussed, and we
learned how to use a her e document. We also saw what mathematical functions Perl provides, and also
how extend these using the Mat h: : Tri g module. After seeing how to manipulate strings, we went on to
look at low-level string conversions like pack and unpack, all of which has given us the foundation, for
number and string manipulation, which we will need throughout the rest of the book.
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Operators

Operators are the basic tools that allow us to manipulate variables and values to produces new ones.
Operators and values go together to make expressions, which in turn can be integrated into larger
expressions by using more operators. Subroutines and functions can also become involved; we will get
to that subject in a moment.

All operators are characterized by requiring one or two (and in one case, three) expressions to work on,
then returning a value as their result. With the exception of the eponymous ternary operator, operators
are either unary, taking a single value and producing a new value from it, or binary, combining two
expressions to produce a new value. An example of an unary operator is the logical not operator !,
which logically inverts the value supplied to it; an example of a binary operator is +, which (of course)
adds its two values together to produce a value that is the sum. +, along with -, can also be unary, and
indicate a positive or negative sign, so they are also examples of operators with more than one mode
of use.

The values that operators work on are operands. The value on the left of a binary operator is therefore
the left operand and the value on the right is the right operand. These values may, in turn, be simple
scalar or list values or expressions involving further operations. The order in which operators in the
same expression are evaluated is determined by the rules of precedence, which are built into Perl.

Operators Versus Functions

Perl has operators, like +, and it also has functions, like pri nt . The distinction is apparently simple,
operators have an algebraic look and operate on operands. Functions take arguments, have names
rather than symbols, and use parentheses to group their arguments together. Besides, operators are
documented in the per | op manual page, and functions are in the per | f unc manual page. Simple.
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Unfortunately, it is not actually that simple. Things like ! and + are clearly operators because they are
simply fundamental to the language. Additionally, in its binary form, + takes an operand on each side,
something a function never does. So these cases are unambiguous. Conversely, functions like pri nt are
clearly functions because their main purpose is to do something other than return a value (it comes as a
surprise to many that pri nt returns a value at all, in fact). However, there are plenty of less clear
examples.

Many functions are called operators because they look like operators, the file test operators, also known
as the - X operators, are one example. The readline operator <> is another. The - X operators are
examples of a named unary operator, operators that have names rather than symbols and take single
operand on their right. They resemble unary operators like not , which also has a name and takes a
single operand on its right. So, the distinction between operators and functions is more vague than we
might at first think. They also appear in both the per | op and per | f unc manual pages, just to keep
things nicely ambiguous.

An alternative way to look at functions is to say that they are all either named unary operators (taking a
single argument) or named list operators (taking a list of arguments). How we describe them then
becomes a case of how we use them: if we use parentheses, they are functions, and if we do not, they are
(or at least, resemble) operators:

print -e($fil ename); # file test '-e', functional style
print -e $fil ename; # file test '-e', operator style

This is a useful idea because we can declare subroutines so that they also do not need parentheses, so
they can be used as named list operators. With prototypes we can even implement subroutines that
resemble named unary operators. It does not help that subroutines are also called functions at the same
time that functions are being called operators. In this book we generally try to call a subroutine a
subroutine, reserving 'function’ for Perl's own built-in functions.

In this section we are only going to talk about operators in the conventional sense of the term — basic
operations that form the core essential abilities of the Perl language. + is essential, the readline
operator,< >, is merely very useful.

Operator Types and Categories
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Perl supplies around seventy operators in total, ranging from basic arithmetic operators, to reference
creation and file testing. In order to cover them in a reasonable manner we have divided them up into
fourteen categories. Some are expansive; there are fifteen different assignment operators, while others
contain a single unique operator. These categories are arbitrary, however, and there are plenty of other
ways they might be subdivided.

We have already seen a number of operators in action. We introduced them very briefly in Chapter 2,
and then used some of them when we discussed working with integers, floating-point numbers, and
strings in Chapter 3. As a result, we are to some extent treading the same ground twice. However, here
we are looking at the subject from the point of view of the operators, rather than the values they
operate on.
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Assignment

The assignment operator, which we introduced in Chapter 2, simply assigns the value of the expression
on its right side to the variable (technically, | val ue) on its left:

$variable = "val ue";

The value returned from this operation is the value of the right-hand side, which is why this is an
operation at all. As a result it can be used in other expressions, as in:

$c = $b = $a = 'This is the value of a, b and c';

The left-hand side of an assignment is usually a scalar variable, but it need not be. Any | val ue is
acceptable. Two obvious examples are assigning to an array element or a hash key:

@rray[ $i ndex] = 42
$hash{' key'} = "val ue";

A less obvious example is an array slice, which we can assign a list to (more on arrays in Chapter 5):

@rray = (1, 2, 3, 4, 5);
@rray[1..3] = (7, 8, 9);
print "@rray"; # produces 1 7 8 95

Assigning a list longer than the slice will cause the remaining values to be ignored, while assigning a
shorter list will result in undefined values.

Some Perl functions also return | val ues, the most common of which is subst r, which we saw in
Chapter 3.

Although subroutines cannot ordinarily provide assignable values, Perl 5.6 contains an experimental
feature that allows us to define subroutines, that can be assigned to, just like substr.

The precedence of assignment operators is low, as it should be so that all the expressions on its right
will be evaluated before the assignment. The comma and relationship operators, as well as the not,
and, or, and xor operators which we will see later in the chapter, have lower precedence, however, so
that statements like the following do what they appear to do:

@rray = ($a =1, $b = 2, $c = 3); # assigns (1, 2, 3) to @rray

Related to the assignment operator are the combination assignment operators, which we will investigate
later in this chapter.

Arithmetic
Perl provides the standard set of mathematics operators for manipulating integers and floating-point
numbers:
6 + 2 # addition, produces 8
6.3 - 2.8 # subtraction, produces 3.5
6*2 # multiplication, produces 12
6.3 * 2.8 # mul tiplication, produces 17.64
6 %2 # nodulus, produces 0
6.3 ** 2.8 # exponentiation, produces 173.04280186355
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Multiplication and division have slightly higher precedence than addition and subtraction, so the
following produces 13, the sum of 4 and 9, rather than 21.

$result = 2*2 + 3*3; # produces 2*2 plus 3*3 =4 + 9 = 13
$result = (2*¥2) + (3*3); # the same thing, explicitly

To force the precedence of the addition higher we need to use parentheses:

$result =2 * (2 + 3) * 3; # produces 2 * 5 * 3 = 30
Other than this, all arithmetic operators have left associativity, which means they evaluate their left-
hand side before their right. Multiplication and division have the same precedence, so associativity is
used to work out which order to evaluate them in, from left to right. Therefore the following produces

7.5, not 0.3:

$result =2 * 3/ 4 * 5 # produces 2 * 3, /4, *5 =7.5
$result = ((2 * 3) / 4) * 5 # the same thing, explicitly

To force the precedence of the final multiplication so it happens before the division we again need to
use parentheses:

$result = (2 * 3) / (4 * 5); # produces 6 / 20 = 0.3

The modulus operator is a complement to the division operator. It divides the left operand by the right,
but returns only the remainder:

print 4 % 2; # produces 0, 2 divides evenly into 4
print 5 % 2; # produces 1, 5 divided by 2 | eaves a renuminder of 1

Y%also works on negative numbers, but varies slightly depending on whether the use i nt eger pragma
is in effect or not. With it, modulus produces the same result that positive numbers would have:

print -13 % 7, # produces 1

use integer;
print -13 %7, # produces -6, sane as -(13 %7)

Both results are correct, but from different perspectives, -13 divides by 7 with a remainder of 1 (it is
short of -14 by -1), or a remainder of -6 (it is -6 more than -7).

The exponentiation operator is also binary, with a higher precedence than all the other arithmetic
operators. It raises the numeric value given as its left operand by the power of the right. Both left and
right operands can be floating point, in which case the result is also floating point (possibly converted to
an integer for display purposes):

print 4 ** 0.5; # produces 2

Both + and - also have a unary form, where they have no left-hand side. Typically these appear in
assignments:

$negative = -3;
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The unary minus has plenty of uses in this context. The unary plus, on the other hand, has no relevance
at all except to stop parentheses being interpreted as part of a function:

print ("Hello"), " Wrld"; # prints "Hello", returns " Wrld"
print +("Hello"), " Wrld"; # prints "Hello World";

This particular example is rather obvious, but in cases where parentheses are actually necessary for the
first expression in a pri nt statement this can be a useful trick, and is an alternative to enclosing the
whole argument list in parentheses.

Shift

The << and >> shift operators manipulate integer values as binary numbers, shifting their bits one to the
left and one to the right respectively. In integer terms this multiplies or divides the value by 2, losing the
remainder:

print 2 << 1, # produces 4
print 2 << 3; # produces 16
print 42 >> 2; # produces 10

The result of >> and << is treated as unsigned, even if the topmost bit of the resulting value is set, so the
following produce large positive values:

print -1 >> 1; # produces 2147483647 (on a 32 bit platform
print -1 << 0; # produces 4294967295 (on a 32 bit platform

If the use i nt eger pragma has been used then Perl uses signed integer arithmetic and negative values
behave more reasonably, rather than being treated as bit-patterns:

use integer;

print -1 << 1, # produces -2

print -1 >> 1, # produces -1
The reason for the slightly odd looking second result is that -1 is actually all ones in binary, so shifting it
right 1 bit makes all bits except the topmost bit 1, and then the effect of use i nt eger resets the top bit
to 1 again.

Note that the shift operators have nothing to do with her e documents, which also use << to assign all
the text up to a specified token to the given string variable or operation.

String and List

Perl provides the concatenation operator, '. ' ,and the repetition operator x for string variables. X is
usually used for strings, but can also replicate lists.

The concatenation operator takes two strings and joins them, returning the result:

$good_egg = "Hunpty" . "Dunpty"; # produces "HunptyDunpty"
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This is how Perl performs string addition. Adding strings with + actually converts both operands to
integers (which in the above case would be 0 and 0) and then adds them, returning an integer result. If

the strings happen to contain numeric values then this may be what we want, otherwise we probably

meant to use . .

The repetition X operator works on both strings and lists. If the left operand is a string, it is multiplied
by the number given by the right operand:

print "abc" x 3; # produces 'abcabcabc’

A common application of X is for generating padding for formatted text, like this example, which
calculates $paddi ng in terms of tabs (presumed 8 characters wide) and spaces:

$wi dth = 43; # the padding width in characters
$padding = "\t" x ($width/8) . " " x ($wi dthB)
print $paddi ng;

If the left operand is a list (enclosed in parentheses) then the values are replicated:
@rray = (1, 2, 3) x 3; # @rray contains (1, 2, 3, 1, 2, 3, 1, 2, 3)
This is also a good way to produce a large list of identical values:
@olums = (1) x 80; # produce an 80 elenent array of 1's

Note that if the left operand is an array then it is taken in scalar context and the number of elements is
repeated:

@rrayl (1, 2, 3);
@rray2 = @rrayl x 3; # @rray2 contains (3, 3, 3)

However, if the array is enclosed in parentheses, we get the desired result:
@rray2 = (@rrayl) x 3; # @rray2 contains (1, 2, 3, 1, 2, 3, 1, 2, 3)

Correspondingly, if the right-hand side is a list or array then it multiplies the left operand by the
number of elements it contains:

print "string" x (1, 2, 3); # produces "stringstringstring"

Finally, giving X a numeric value as its left operand causes it to be converted into a string for the
replication:

print 3 x 3; # produces 333

In addition to the '. ' and X operators, most other operators will work on strings, though many will
convert them into integer or floating-point values before operating on them.
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Logical

The logical operators perform Boolean operations, returning 1 on success and 0 on failure. For instance,
this is a Boolean and operation:

$true = $a && $b

This returns 1 (True) if both $a and $b are True. The meaning of t r ue and f al se in this context is
quite flexible, and we discuss it in more detail in the next chapter. For now though, it is enough to say
that Perl generally does the 'right thing' with its operands, so strings like 0 and " " are False and others
are True, while arrays and hashes are True if they have one or more elements and False if they have
none. Numeric values are True if they have a value, positive or negative, and False if they are zero.

Perl has two sets of logical operators, one appearing as conventional logic symbols and the other
appearing as named operations. These two sets are identical in operation, but have different
precedence:

&& AND Return True if operands are both True

| OoR Return True if either operand is True

xor Return True if only one operand is True

! NOT (Unary) Return True of operand is False

The ! operator has a much higher precedence than even & and | | , so that expressions to the right of a

I almost always mean what they say:

I'$val uel + !$val ue2; # adds result of !$valuel to !$val ue2
I ($val uel + !$val ue2); # negates result of $valuel + !$val ue2

Conversely, the not, and, or, and xor operators have the lowest precedence of all Perl's operators,
with not being the highest of the four. This allows us to use them in expressions without adding extra
parentheses:

# ERROR eval uates 'Done && exit', which exits before the 'print’
# is executed
print "Done &% exit";

# correct - prints "Done", then exits
print "Done" and exit;

All the logical operators (excepting the unary not /! ) are efficient in that they always evaluate the left-
hand operand first. If they can determine their final result purely from the left operand then the right is
not even evaluated. For instance, if the left operand of an or is True then the result must be True.
Similarly, if the left operand of an and is False then the result must be False.

The efficiency of a Boolean expression can be dramatically different depending on how we express it:

# the subroutine is always called
expensi ve_subroutine_call (@rgs) || $variable;

# the subroutine is called only if '$variable' is false
$variabl e || expensive_subroutine_call (@rgs);
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The practical upshot of this is that it pays to write logic so that quickly evaluating expressions are on the
left, and slower ones on the right. The countering problem is that sometimes we want the right side to
be evaluated. For example, the following two statements operate quite differently:

# $tests will only be decrenented if '$variable' is false.
do_test() if $variable || $tests--;

# $tests will always be (post-)decrenented
do_test() if $tests-- || $variable;

Bitwise

The bitwise operators, or bitwise logical operators, bear a strong resemblance to their Boolean
counterparts, even down to a similarity in their appearance:

& Bitwise AND

| Bitwise OR

A Bitwise Exclusive or (XOR)
~ Bitwise NOT

The distinction between the two is that Boolean logic operators deal with their operands as whole values
and return a 1 or 0. Bitwise operators on the other hand treat their operands as binary values and
perform a logical operation between the corresponding bits of each value. The result of the operation is
a new value composed of all the individual bit comparisons. To demonstrate the effect of these we can
run the following short program:

#!/ usr/ bi n/ perl

# bitwi se. pl

use war ni ngs;

use strict;

ny $a = 3;

ny $b = 6;

my $r;

printf "$a = %93b \n", $a;

printf "$b = %93b \n", $b;

$r = $a & $b; printf "$a & $b = 903b = %\ n", $r, $r;
$r = $a | $b; printf "$a | $b = %03b = %\ n", $r, $r;
$r = $a N $b; printf "$a ~ $b = 993b = %\ n", $r, 9r;
$r = ~$a; printf "~$a = %93b = %\n", $r, $r;

> perl bitwise.pl

3=011

6 =110

3&6=010=2

3|6=111=7

376=101=5

~3=111111111111111111111111211111100 = -4

The bitwise operators can be used on any numeric value, but they are most often used for bitmasks and
other values where individual bits have meanings. While we can certainly perform bitwise operations on
ordinary decimal values, it does not make much sense from a legibility point of view. For instance, the
following statement does the same as the one above, but it is less than clear how the result is achieved:
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$hits = 11 & 6; # produces 2

As a more practical example, the mode flag of the sysopen function is composed of a series of flags
each of which sets a different bit. The Fcnt| and POSI X modules give us symbolic names for these
values so we often write things like:

$mode = O RDWR | O CREAT | O_TRUNGC

What this actually does is combine three different values using a bitwise ORto create a mode value of
the three bits. We can also apply bitwise logic to permissions masks similar to that used by sysopen,
chnod, and unmask:

# set owner-wite in umask
umask (umask | 002);

This statement gets the current value of umask, bitwise ORs it with 002 (we could have just said 2 but
permissions are traditionally octal) and then sets it back again — in this case the intent is to ensure that
files are created without other-write permission. We don't know or care whether the bit was already set,
but this makes sure that it is now.

The unary NOT operator deserves a special mention. It returns a value with all the bits of the expression
supplied inverted (up to the word size of the underlying platform). That means that on a 32-bit system,
~0 produces a value with 32 on bits. On a 64-bit system, ~0 produces a value with 64 on bits. This can
cause problems if we are manipulating bitmasks, since a 32 bit mask can suddenly grow to 64 bits if we
invert it. For that reason, masking off any possible higher bits with & is a good idea:

# constrain an inverted bitmask to 16 bits
$inverted = ~$mask & (2 ** 16 - 1);

Note that the space before the ~ prevents =~ from being seen by Perl as a regular expression binding
operator.

The result of all bitwise operations including the unary bitwise NOT is treated as unsigned by perl, so
printing ~0 will typically produce a large positive integer:

print ~ 0; # produces 4294967295 (or 2 ** 32 - 1) on a 32 bit CS.

This is usually an academic point since we are usually working with bitmasks and not actual integer
values when we use bitwise operators. However, if the use i nt eger pragma is in effect, results are
treated as signed, which means that if the uppermost bit is set then numbers will come out as negative
two's-complement values:

use integer;
print ~3; # produces -4

See Chapter 3 for more on the use i nt eger pragma.

A feature of the bitwise operators that is generally overlooked is the fact that they can also work on
strings. In this context they are known as 'bitwise string operators'. In this mode they perform a
character-by-character comparison, generating a new string as their output. Each character comparison
takes the numeric ASCII value for the character and performs an ordinary bitwise operation on it,
returning a new character as the result.
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This has some interesting applications. For example, to turn an uppercase letter into an lowercase letter
we can bitwise OR it with a space, because the ASCII value for a space happens to be the difference in
the ASCII value between capital and lower case letters:

print "A | " ' # produces 'a'

Examining this in terms of binary numbers show why and how this works:

"A = 10000001
' ' = 01000000
"a' = 11000001

The inverse of ' ', bitwise, is an underscore, which has the Boolean value '10111111", so ANDing
characters with underscores will uppercase them:

print 'upper' &' - # produces ' UPPER

Similarly, bitwise ORing number strings produces a completely different result from bitwise ORing them
as numbers:

print 123 | 456; # produces ' 507
print '123' | '456'; # produces '577

The digit O happens to have none of the bits that the other numbers use set, so ORing any digit with 0
produces that digit:

print '2000' | '0030'; # produces ' 2030’

Note that padding is important here:
print '2000" | '30'; # produces ' 3000

If one string is shorter than the others, then implicit zero bits (or NULL characters, depending on our
point of view) are added to make the string equal length, unless the operation is & in which case the
longer string is truncated to the shorter to avoid extra NULL characters appearing at the end of the
resulting string.

Of course in a lot of cases it is simpler to use uc, | ¢, or simply add the values numerically. However, as

an example that is hard to achieve quickly any other way, here is a neat trick for turning any text into
alternating upper and lower case characters:

# translate every odd character to | ower case
$text |=" \0" x (length ($text) / 2 + 1);

# translate every even character to upper case
$text &= "\377_" x (length($text / 2 + 1);

And here's a way to invert the case of all characters (that have a case):

$text ~="' ' x length $text;
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Of course both these examples presume normal alphanumeric characters and punctuation and a
standard Latin-1 character set, so this kind of behavior is not advisable when dealing with other
character sets and Unicode. Even with Latin-1, control characters will get turned into something
completely different, such as \ n, which becomes an asterisk.

Primarily, the bitwise string operators are designed to work on vec format strings (as manipulated by

the vec function), where the actual characters in the string are not important, only the bits that make
them up. See the 'Vector Strings' section from Chapter 3 for more on the vec function.

Combination Assighment

Perl also supports C-style combination assignment operators, where the variable on the right of the
assignment is also treated as the value on the right-hand side of the attached operator. The general
syntax for such operators is this:

$vari abl e <operator>= $val ue;
For example:

$variable += 2;
Is a quicker way to write:

$variable = $variable + 2;

There are fifteen combination assignment operators in all, each of which is an assignment combined
with the relevant binary operation:

Arithmetic String Shift Logical Bitwise
+= x= <<= |l = | =

= = >>= &&= &=

*= N\A N\A N\A n=

/= N\A N\A N\A N\A

*x = N\A N\A N\A N\A
%= N\A N\A N\A N\A

For illustration, this is how each of the arithmetic combination assignment operators changes the value
of $vari abl e from 10:

print $variable += 2; # prints '12'
print $variable -= 2; # prints '8
print $variable *= 2; # prints '20
print $variable /= 2; # prints '5'

print $variable **= 2; # prints '100'
print $variable % 2; # prints '0'
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This is also an example on concatenating one string onto another using the . = operator:

#!/ usr/ bi n/ perl
# concat . pl

use war ni ngs;
use strict;

ny $First = "One ";

ny $First_Addition = "Two ";
ny $Second_Addition = "Three";
ny $string = $First;

print "The string is now $string \n";
$string. = $Fi rst_Additi on;
print "The string is now $string \n";
$string. = $Second_Addi ti on;
print "The string is now. $string \n";

> perl concat.pl
The string is now: One

The string is now: One Two
The string is now: One Two Three

Beware of using combination assignments in other expressions. Without parentheses, they have lower
precedence than the expression around them, causing unintended results:

$a = $b + $c += 2; # syntax error, cannot assign to '$b + $c'

Because + has higher precedence than += this is equivalent to:

$a = ($b + $c) += 2; # the reason for the error becones clear

What we really meant to say was this:

$a = $b + ($c += 2); # correct, increments $c then adds it to $b

The regular expression binding operator looks a little like an assignment operator, BUT it isn't. =~ is a
binding operator, and ~= is a bitwise not assignment.

crement and Decrement

The ++ and - - operators are unary operators, which increment and decrement their operands
respectively. Since the operand is modified, it must be a scalar variable. For instance, to increment the
variable $nunber by one we can write:

$nunber ++;

The unary operators can be placed on either the left or right side of their operand, with subtly differing
results. The effect on the variable is the same, but the value seen by expressions is different depending
on whether the variable is modified before it is used, or used before it is modified. To illustrate,
consider these examples in which we assume that $nunber starts with the value 6 each time we execute
a new line of code:
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print ++$nunber; # preincrenent variable, $nunmber becones 7, produces 7
print $nunber ++; # postincrenent variable, $nunber becones 7, produces 6
print --$nunber; # predecrenent variable, $nunmber becones 5, produces 5
print $nunber--; # postdecrenent variable, $nunber becones 5, produces 6

Because of these alternate behaviors, ++ and - - are called pre-increment and pre-decrement operators
when placed before the operand. Surprisingly enough, they are called post-increment and post-
decrement operators when placed after them. Since these operators modify the original value they only
work on variables, not values (and attempting to make them do so will provoke an error).

Somewhat surprisingly, Perl also allows the increment and decrement operators for floating point
variables, incrementing or decrementing the variable by 1 as appropriate. Whether or not the operation
has any effect depends on whether the number's exponent allows its significant digits to resolve a
difference of 1. Adding or subtracting 1 from a value like 2.8e33 will have no effect:

$nunber = 6. 3;
print ++$nunber; # preincrenent variable, $number becones 7.3, produces 7.3
print $nunmber++; # postincrenent variable, $nunber becones 8.3, produces 7.3

$nunber = 2. 8e33;
print ++$number; # no effect, $nunber remmins 2.8e33

Interestingly, Perl will also allow us to increment (but not decrement) strings too, by increasing the
string to the next 'logical' value. For example:

$antenna_unit = "AE35";
print ++ $antenna_unit; # produces ' AE36'

# turn a benefit in a language into a hairstyle
$l anguage = "Perk";

print ++ $l anguage; # produces 'Perl'

print ++ $l anguage; # produces ' Perm

# make a dated TV series (a bit) nore current

$serial = "Spacel999";
print ++ $serial; # produce ' Space2000'

Only strings that are exclusively made up of alphanumeric characters (a-z, A-Z, and 0-9) can be

incremented.

Comparison
The comparison operators are binary, returning a value based on a comparison of the expression on
their left and the expression on their right. For example, the equality operator, ==, returns True (1) if its

operands are numerically equal, and False (' ' ) otherwise:

$a == $b;

29



Chapter 4

There are two complimentary sets of operators. The numeric comparison operators appear in
conventional algebraic format and treat both operands as numeric, forcing them into numeric values if
necessary:

print 1 < 2; # produces 1
print "a" < "b"; # produces 0, since "a" and "b" both eval uate
# as 0 nunerically, and 0 is not less than O.

Note that if we have war ni ngs enabled attempting to compare strings with a numeric comparison
operator will cause Perl to emit a warning:

Argument "a" isn't numeric in numeric It (<) at ...
Argument "b" isn't numeric in numeric It (<) at ...

The string comparison operators, appear as simple mnemonic names, and are distinct from the
numerical comparison operators in that they perform alphanumerical comparisons on a character-by-
character basis. So, 2 is less than 12 numerically, but it is greater in a string comparison because the
character 2 (as opposed to the number) is greater than the character 1. They are also dependent on
locale, so the meaning of 'greater than' and 'less than' is defined by the character set in use (see the
discussion on locale in Chapter 26).

print 2 > 12; # nuneric, produces O
print 2 gt 12; # string, produces 1 because the string "2" is
# greater than "12"

Unlike the counter example above, comparing numbers with a string comparison operator does not
produce an error.

There are seven comparison operations in all, each with a numeric and string operator. Of these, the
first six are standard Boolean tests that return True if the comparison succeeds and an empty value ('
in string context, 0 numerically) otherwise. The seventh is the compare operator, which is slightly
different:

Numeric String Operation

= ne Return True if operands are not equal

> gt Return True if left operand is greater than right

== eq Return True if operands are equal

>= ge Return True if left operand is greater or equal to right

< le Return True if left operand is less than right

<= I't Return True if left operand is less than or equal to right

<=> cnp Return - 1 if left operand is less than right, O if they are equal, and +1
if left operand is greater than right

The cnp and <=> operators are different from the other comparison operators because they do not
return a Boolean result. Rather, they return one of three results depending on whether the left operand
is less than, equal to, or greater than the right. Using this operator we can write efficient code like:
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SWTCH foreach ($a <=> $b) {

$ == -1 and do {print "Less"; last;};
$_ == +1 and do {print "Mre"; last;};
print "Equal";

To do the same thing with ordinary i f ...el se statements would take at least two statements. The <=>
and cnp operators are frequently used in sort subroutines, and indeed the default sort operation uses
cnp internally.

The string comparison functions actually compare strings according to the value of the localization
variable LC_COLLATE, including the implicit crp of the sort function. See Locale and
Internationalization in Chapter 26 for more details.

None of the comparison operators work in a list context, so attempting to do a comparison such as
@1 == @2 will compare the two arrays in scalar context; that is, the number of elements in @1 will
be compared to the number of elements in @2. This might actually be what we intend, but it looks

confusing. $#al == $#a2 would probably be a better way to express the same thing in this case.

Regular Expression Binding

The regular expression binding operators =~ and ! ~ apply the regular expression function on their right
to the scalar value on their left:

# look for 'pattern' in $match text
print "Found" if $match_text =~ /pattern/;

# performsubstitution
print "Found and Replaced" if $match_text =~ s/pattern/logrus/;

The value returned from =~ is the return value of the regular expression function. Tis is — 1 if the match
succeeded but no parentheses are present inside the expression, and a list of the match subpatterns (the
values of $1, $2 ..., see 'Regular Expressions' in Chapter 11) if parentheses are used. It returns undef if
the match failed. In scalar context this is converted to a count of the parentheses, which is a True value
for the purposes of conditional expressions.

The ! ~ operator performs a logical negation of the returned value for conditional expressions, that is 1
for failure and ' ' for success in both scalar and list contexts.

# look for 'pattern’ in $match text, print message if absent
print "Not found" if $match_text !~ /pattern/;

Comma and Relationship

We use the comma operator all the time, usually without noticing it. In a list context it simply returns its
left and right-hand side as parts of the list:

@rray = (1, 2, 3, 4); # construct a list with comas
nysubroutine(l, 2, 3, 4); # send a list of values to 'nysubroutine'.
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In a scalar context, the list operator returns the value of the right-hand side, ignoring whatever result is
returned by the left:

return 1, 2, 3, 4; # returns the value '4';

The relationship or digraph operator is a 'smart' comma. It has the same meaning as the comma
operator but is intended for use in defining key-value pairs for hash variables. It also allows barewords
for the keys:

# define a hash froma list, but nore legibly
%ash = (' Tom =>' Cat', 'Jerry'=>'Mouse', 'Spike'=>'Dog');

# define a hash froma list with barewords
%ash = (Tom=>' Cat', Jerry=>'Muuse', Spike=>'Dog');

We will return to both of these operators when we come to lists, arrays and hashes in Chapter 5.

Reference and Dereference

The reference constructor \ is a unary operator that creates and returns a reference for the variable,
value, or subroutine that follows it. Alterations to the value pointed to by the reference change the
original value:

$nunmber = 42;

$nunmberref = \ $nunber;
$$nunberref = 6;

print $numnber; # displays '6'

To dereference a reference (that is, access the underlying value) we can prefix the reference, a scalar, by
the variable type of whatever the reference points to. In the above example we have a reference to a
scalar, so we use $$ to access the underlying scalar. Since this sometimes has precedence problems

when used in conjunction with indices or hash keys, we can also explicitly dereference with curly braces
(See Chapter 5 for more details of this and other aspects of references):

$nunber
$nunber

$$nunberref;
${ $nunberref};

Alternatively, and often more legibly, we can use the arrow operator.

The Arrow

The dereference or arrow operator, - >, has two meanings, depending on the nature of its left-hand side.
The first occurs when the left-hand side is an array or hash reference, or something that produces one,
such as a subroutine.

# |l ook up a hash key
$val ue = $hashref -> {$key};

# take a slice of an array
@lice = $arrayref -> [7..11];

# get first element of subroutine returning array reference:
$result = sub_that _returns_an_arrayref() -> [0];
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The arrow operator is also implicitly used whenever we stack indices or hash keys together when we use
multidimensional arrays (arrays of arrays) or hashes of hashes. That is:

$el enment = $pi xel 3d [$x] [$y] [$z];
Is actually shorthand for:

$el ement = $pixel 3d [$x] -> [Sy] -> [$z];
Which is, in turn, shorthand for:

$yz_array = $pixel 3d [ $x];

$z_array yz_array -> [$y];
$el ement z_array -> [$z];

&+

&+

This is because an array or hash can only contain scalars, so an array of arrays is really an array of array
references. Perl is smart enough to know what we mean when we access a variable with stacked indices
or hash keys though, so in this case we do not need the arrow operator, though it is still quite legal to
put it in if we want.

The other application of the arrow operator is an object-oriented one. It occurs when the left-hand side
is either a blessed object or a package name, in which case the right-hand side is a method name (a
subroutine in the package), a subroutine reference, or a scalar variable containing a method name:

# call a class nethod
My: : Package: : Name -> cl ass_net hod( @r gs) ;

# call an object nethod
$ny_obj ect -> nethod( @rgs);

# call an object nethod via a scalar variable {(synbolic reference)
ny $rmet hod_nane = ' nethod';
$ny_obj ect -> $nmet hod_nane( @r gs) ;

Interestingly, when a method is called via a scalar variable in this way, it is exempt from the usual
restrictions on symbolic references that use stri ct r ef s normally imposes. The logic behind this is
that by using the arrow operator we are being sufficiently precise about what we are trying to do for the
symbolic reference to be safe — it can only be an object method.

Note that the arrow operator - > has nothing to do with the relationship (a.k.a. digraph) operator =>,
which is just a slightly smarter comma for use in defining key-value pairs. Confusing the two can be a
plentiful source of syntax errors, so be sure to use the right one in the right place.

Range

The range operator is one of the most poorly understood of Perl's operators. It has two modes of
operation, depending on whether it is used in a scalar or list context. The list context is the most well
known and is often used to generate sequences of numbers, as in:

foreach (1..10) {

print "$.\n"; # print 1 to 10
}
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In a list context, the range operator returns a list, starting with its left operand and incrementing it until
it reaches the value on the right. So 1. . 10 returns the list (1, 2, 3, 4, 5, 6, 7, 8, 9, 10).
The increment is done in the same manner as the increment operator, so strings also increment:

print "A'".."E" # returns ABCDE

If the left-hand side is equal to the right then a single element list containing that value is returned. If it
is greater, an empty list is returned. To generate a reverse list therefore we need to use the r ever se
function on the result:

print reverse "A'.."E" # returns EDCBA

The use of the range operator in scalar context is less well understood, and consequently is rarely used.
Its most common use is with numeric operands, which as a convenience, Perl compares to the input line
number (or 'sequence number') special variable $. . More generally, the range operator is a bistable flip-
flop, which alternates between returning 0 and 1 depending on the Boolean tests provided as its left and
right arguments.

To begin with, it returns 0 until the left-hand side becomes True. Once the left-hand side becomes True
it returns 1 until the right-hand side becomes True. When that happens, it starts returning 0 again until
the left-hand side becomes True, and so on until input runs out. If the left or right-hand sides are literal
numeric values then they are tested for equality against $. , the sequence number. For example, this
loop prints out the first ten lines of input:

while (<>) {
1..10 and print;
}

If the left or right-hand operands are not literal numerics then they are simply used as Boolean tests,
and their value is used to switch the range operator to the other state. Consequently using scalar
variables or expressions will not work:

# ERROR this does not work
$start = 1;
$end = 10;
while (<>) {

$start .. $end and print;
}

What happens here is that both the left and right operands always return True, so the range operator
returns True for every line, flip-flopping to False and back to True each time. So this is just a hard way
to print every line of input.

What will work (usefully) are tests that involve either the sequence number $. or the current line,
contained in $_. To make the above example work we have to involve $. explicitly, as in this repaired
(and complete) example:

#!/ usr/ bi n/ perl

# range. pl

use war ni ngs;

use strict;

ny $start = 2;

ny $end = 4;

while (<>) {
($. == $start)..($. == %$end) and print "$.: $_";

}
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Unfortunately the logic gets a little complex, and in this case we'd be better off with an i f statement.
Another class of solutions uses the range operator with regular expressions, which return Boolean results
if the associated string matches. Without an explicitly bound string, the default argument $_ is used, so
we can create very effective and impressively terse code like the next example. This code attempts to
collect the header and body of an email message or an HTTP response, both of which separate the
header from the body with an empty line, into different variables:

$header = ""
$body = "";
while (<>) {
1.. /7$/ and $header. = $_;
/~$/ .. eof() and $body. = $_;
exit if eof; # ensure we only pass through one file

}

When used with expressions that test $_, we can also make use of a variant of the range operator
expressed as three dots rather than two:

(/"BEGN) ... (/END$/)

The three-dot form of the range operator is identical in all respects except that it will not flip state twice
on the same line. That is, the above range will alternate from False to True whenever BEG N starts a
line, and from true to false whenever END finishes a line, but if a line both starts with BEG N and finishes
with END then only one of the two transitions will occur. If the operator was False to start with then the
BEG Nsets it to True and the ENDis ignored. If the operator was already True then the ENDis seen and
the operator resets to False.

For a more advanced example of how the range operator can be used with regular expressions, see
'Extracting Lines with the Range Operator' in the discussion on regular expressions in Chapter 11.

Ternary

The ternary operator, ?: ,is an i f statement that returns an expression. It takes three expressions, and
returns the second or third as its result, depending on whether the first is True or False respectively. The
logic is essentially:

if <exprl> then return <expr2> el se return <expr3>:
For example:

$a ? $b : $c; # return $b if $a is true, otherwi se return $c

# print "word or 'words' as appropriate ($#array is O for one el enent)
print scalar(@words), " word", ($#words?'s':''), "\n";

The precedence of the ternary operator is low, just above that of assignment operators and the comma,
so in general, expressions do not need parentheses. Conversely, however, the whole operator often does
need to be parenthesized to stop precedence swallowing up terms to the right if it is followed by
operators with higher precedence:

# result is $c + $d if $a is false
$result = $a ? $b : $c + $d;

# result is $b + $d or $c + $d
$result = ($a ? $b : $c) + $d;
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Precedence and Associativity

We have already briefly discussed precedence and associativity earlier in the chapter, but they certainly
warrant a closer look, so we will discuss them in more detail here. We also provide a table of all the
operators and their precedence at the end of this section.

Arithmetic operators have a relatively high precedence, with multiplication having higher precedence
than addition. The assignment operators like = have a very low precedence, so that they are only
evaluated when both their operands (in particular, the rest of the statement to the right) has returned a
result.

Associativity comes in to play when operators have the same precedence, as + and - do. It determines
which operand is evaluated first. All the arithmetic operations and so on have left associativity, so it's
given they will always evaluate their left before they evaluate their right. For example, multiplication *
and division / have the same precedence, so they are evaluated left to right:

1/ 2*3=(1/ 2*3=1.5
If the association was to the right, the result would be:

1/(2 * 3) = 1/6 = 0. 1666. .

When Perl sees a statement, it works through all the operators contained within, working out their order
of evaluation based on their precedence and associativity. As a more complete example, here is a
sample of the kind of logic that Perl uses to determine how to process it. The parentheses are not
actually added to the statement, but they show how Perl treats the statement internally. First, the actual
statement as written:

$result = 3 + $var * nysub(@rgs);

The = operator has the lowest precedence, since the expressions on either side must obviously be
evaluated before the = can be processed. In the compilation phase Perl parses the expression starting
from the lowest precedence operator, =, with the largest expressions and divides the surrounding
expressions into smaller, higher precedence expressions until all that is left is terms, which can be
evaluated directly:

($result) = ((3) + (($var) * (nysub(@rgs)))

In the run-time phase, Perl evaluates expressions in order of highest precedence, starting from the terms
and evaluating the result of each operation once the results of the higher precedence operations are
known. A 'term' is simply any indivisible quantity, like a variable name, literal value, or a subroutine
call with its arguments in parentheses. These have the highest precedence of all, since their evaluation is
unambiguous, indivisible, and independent of the rest of the expression.

We don't often think of = as being an operator, but it returns a value, just like any other operator. In the
case of =, the return value is the value of the assignment. Also like other binary operators, both sides
must be evaluated first. The left-hand side must be assignable, but need not be a variable. Functions like
substr can also appear on the left of =, and need to be evaluated before = overwrites (in the case of
subst r) the substring that it returns.

Having established the concepts of precedence and associativity, here is a complete table of all of Perl's
basic operators in order of precedence (highest to lowest) and their associativity:
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Associativity Operators
Left terms, list operators
Left ->
None ++ --
Right **
Right ! ~ \, unary +, unary -
Left = !~
Left 1 %x
Left *o-
Left << >>
None Named unary operators (for example, - X)
None < ><=>=|t gt le ge
None == = <=> eq ne cnp
Left &
| N
Left
&&
Left T
Left
None -
Right === t= /= % el
Right o=
Left List operators (to the right)
None not
Right and
Left or xor
Left

Precedence and Parentheses

Parentheses alter the order of evaluation in an expression, overriding the order of precedence that
would ordinarily control which operation gets evaluated first, then in the following expression the + is

evaluated before the *:

4 * (9 + 16)
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It is sometimes helpful to think of parentheses as a 'precedence operator'. They automatically push their
contents to the top of the precedence rankings by making their contents appear as a term to the
surrounding expression. Within the parentheses, operators continue to have the same precedence as
usual, so the 9 and 16 have higher precedence than the + because they are terms.

We can nest parentheses to any depth we like, entirely overriding the rules of precedence and
associativity if we wish:

(3 - ((4 +5)%6))

Parentheses are also used to construct list values. Whether as part of a subroutine or function argument
list, or as a simple list value, they still have the same effect of overriding precedence.

Functions and subroutines may be used with or without parentheses. With parentheses they are simply
terms from the point of view of the rest of the statement, since they are by nature, indivisible. The
parentheses explicitly define the arguments to the function or subroutine.

Without parentheses the behavior of functions and subroutines changes — they become operators. Some
functions take fixed numbers of arguments, or just one (in which case they are named unary operators).
Others, like push, and all subroutines that are declared without prototypes, are named list operators.

List operators have high precedence to their left but low precedence to their right. The upshot of this is
that anything to the right of a list operator is evaluated before the list operator is, but the list operator
itself is evaluated before anything to the left. Put another way, list operators tend to group as much as
possible to their right, and appear as terms to their left. In other words:

$result = $value + |istop $val ue + $val ue, $val ue;

Is always evaluated as if it were:

$result = $value + (listop ($value + $val ue, $value));

This behavior makes sense when we recall that functions and subroutines only process arguments to
their right. In particular, the comma operator has a higher precedence than list operators. Note however
that even on their right side, list operators have a higher precedence than the named logical operators
not, and, or, and xor, so we can say things like the following without requiring parentheses:

open FILEHANDLE, $filenane or die "Failed to open $filenane: $!'";

Beware using the algebraic form of logical operators with list operators, however. In the above example,
replacing or with | | would cause the open to attempt to open the result of $fi | ename || die ...,
which would return the value of $f i | enane in accordance with the shortcut rules of the logical
operators, but which would swallow the di e so that it was never called.

Functions that take only one argument also change their behavior with regard to precedence when used
as operators. With parentheses they are functions and therefore have term precedence. As operators,
they have a lower precedence than the arithmetic operators but higher than most others, so that the
following does what it looks like it does:

$nanel = "nyfile";
$name2 = ".txt";
if (-f $nanmel. $nanme2) {
print "The concatenation occurred before —f acted.";
}
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Assuming we have a file in our directory called myfi | e. t xt then the concatenated variables make up
the filename, which —f then acts on returning 1 because our file is present. The if statement then
executes as per usual.

Using functions and subroutines without parentheses can sometimes make them more legible (and
sometimes not). However, we can get into trouble if they swallow more expression that we actually
intended:

print "Bye! \n", exit if $quitting;

The problem with this statement is that the exi t has higher precedence than the pri nt, because
print as a list operator gives higher precedence to its right-hand side. So the exi t is evaluated first
and the Bye! is never seen. We can fix this in two different ways, both using parentheses:

# turn 'print' into a function, making the argunents explicit
print("Bye! \n"), exit if $quitting;

# make the 'print' statement a termin its own right
(print "Bye! \n"), exit if $quitting;

As we noted earlier, if the next thing after a function or subroutine name is an open parentheses then
the contents of the parentheses are used as the arguments and nothing more is absorbed into the
argument list. This is the function-like mode of operation, as opposed to the list-operator-like mode of
operation, and is why the first example above produces the result we want. However, this can also trip
us up:

# displays sum returns string
print ($valuel + $value2), " is the sumof $valuel and $val ue2 \n";

This statement tries to group an addition within parentheses to make it stand out from the rest of the
statement. However, it is the first thing after the pri nt statement so the laws of parentheses dictate that
it is the only argument to pri nt. So we get the sum printed out. The comma operator then discards the
result of the pri nt and returns the string is the sum of... into void context, which discards it also.

To make this statement work correctly we have to disambiguate the parentheses so that they are used to
group only, rather than define an argument list. There are two ways to do this, either use more
parentheses around the whole argument list, or use operators:

# add parent heses
print (($valuel + $value2), "is the sumof $valuel and $val ue2 \n");

# di sanbi guate by adding zero
print 0 + ($valuel + $value2), "is the sumof $valuel and $val ue2\n";

# di sanbi guate with unary plus
print + ($valuel + $value2), "is the sumof $valuel and $val ue2 \n";

The last two examples work by simply preventing a parenthesis from being the first thing Perl sees after
the pri nt. The unary plus is a little friendlier to the eye (and this is in fact the only use for a unary
plus). Of course in this case we can simply drop the parentheses since + has higher precedence than the
comma anyway:

print $valuel + $value2, "is the sumof $valuel and $val ue2 \n";
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Or, if we want to keep the parentheses, we can just rewrite the pri nt statement into an equivalent but
less problematic form:

print "The sum of $valuel and $value 2 is ", ($val uel + $val ue2);

This final solution is probably the best of all, so the moral of this story is that it pays to think about how
we express list arguments to functions and subroutines, especially for functions like pri nt where we
can rearrange arguments with a little imagination.

Disabling Functions and Operators

Occasionally we might want to prevent certain operators or functions from being used. One possible
reason for doing this is for scripts run by untrusted users such as CGI scripts on a web server.

We can achieve this with the use ops and no ops pragmas, which allow us to selectively enable or
disable Perl's operators (including all Perl's built-in functions). The typical use of the ops pragma is
from the command line. For example, to disable the syst emfunction we can use:

> perl -M-ops=system myprogram.pl

The ops pragma controls how Perl compiles code by altering the state of an internal bitmask of
opcodes. As a result, it is not generally useful inside a script, but if it is then it must be in a BEG@ N block
in order to have any effect on code:

BEG N {
no ops gw(system backtick exec fork);

}

An opcode is not the same thing as an operator, though there is a strong correlation. In this example
syst em exec, and f or k are directly comparable, but the backt i ck opcode relates to backticks and
the gx quoting operator. Opcodes are what Perl actually uses to perform operations, and the operators
and functions we use are mapped onto opcodes — sometimes directly and sometimes conditionally,
depending on how the operator or function is used.

The ops pragma is an interface to the Qocode module, which provides a direct interface to Perl's
opcodes, and thereby to its operators and functions. It defines several functions for manipulating sets of
opcodes, which the ops pragma uses to enable and disable opcodes, and it also defines a number of
import tags that collect opcodes into categories. These can be used to switch collections of opcodes on
or off. For example, to restrict Perl to a def aul t set of safe opcodes we can use the : def aul t tag:

> perl —M-ops=:default myprogram.pl

Similarly, to disable the open, sysopen, and cl ose functions (as well as bi nmode and unask) we can
switch off the : fi | esys_open tag:

> perl -M-ops=:filesys_open myprogram.pl
We can also disable the syst em backt i ck, exec, and f or k keywords with the : subpr ocess tag:

> perl -M-ops=:subprocess myprogram.pl

110



Operators

Or, programmatically:
BEG N { no ops gw :subprocess); }
A reasonably complete list of tags defined by Opcode is below, but bear in mind that the Qpcode

module is still under development and that the functions and operators controlled by these categories
are subject to change.

Tags Category

- base_core Core Perl operators and functions, including arithmetic and comparison
operators, increment and decrement, and basic string and array
manipulation.

: base_nmem Core Perl operators and functions that allocate memory, including the

anonymous array and hash constructors, the range operator, and the
concatenation operator. In theory disabling these can prevent many kinds
of memory hogs.

: base_l oop Looping functions such as whi | e and f or, gr ep and map, and the loop
control statements next, | ast, redo, and cont i nue. In theory disabling
these prevents many kinds of CPU throttling.

:base_io Filehandle functions such as r eadl i ne, get c, eof , seek, pri nt, and
readdi r. Disabling these functions is probably not a useful thing to do.
Disabling open and sysopen is a different matter, but they are not in
this category.

:base_orig Miscellaneous functions including ti € and unti e, bl ess, the archaic
dbnopen and dbntl ose, | ocal ti nme and gnt i e, and various socket
and network related functions.

. base_mat h The floating-point mathematical functions si n, cos, at an2, exp, | og,
and sqrt, plus the random functions r and and sr and.

- base_t hread The threaded programming functions | ock and t hr eadsv.

:defaul t All of the above : base_ tags; a reasonably def aul t set of Perl operators

:filesys_read Low-level file functions such as stat, | stat and fi |l eno.

:sys_db Perl's functions for interrogating hosts, networks, protocols, services,

users, and groups, such as get pwent . Note that the actual names of the
opcodes differ from the functions that map to them.

i browse All of the above tags, a slightly extended version of : def aul t that also
inludes : fi | esys_read and : sys_db.

:filesys_open open, sysopen, cl ose, bi nnode, and unask.

:filesys_ wite File modification functions like | i nk and unl i ke, r ename, nkdi r, and

rdi r, chnod, chown, and fcnt | .

Table continued on following page
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Tags Category

: subprocess Functions that start subprocesses like f or k, syst em the backtick
operator (opcode backt i ck), and the gl ob operator. This is the
set of opcodes that trigger errors in 'taint' mode, and a particularly
useful set of opcodes to disable in security-conscious situations like

CGI scripts.

- ownprocess Functions that control the current process, such as exec, exi t,
and ki Il .

tothers Miscellaneous opcodes, mostly to do with IPC, such as msgct |
and shnget .

: danger ous Also miscellaneous, but more dangerous, opcodes. Currently this

contains syscal |, dunp, and chr oot .

:still _to_be_decided Anything left over from the above categories. As we mentioned at
the start, the Opcode module is under development, so the precise
opcodes controlled by each tag are subject to change.

Many operators have more than one opcode, depending on the types of value that they can operate on.
The addition operator + maps to the add and | _add opcodes, which perform floating-point and integer
addition respectively. Fortunately we can use the dunp function to generate a table of opcodes and
descriptions. For example, to generate a complete (and very long) list of all opcodes and descriptions:

> perl -MOpcode -e 'Opcode::opdump’

This generates a table starting with:

null null operation
stub stub
scal ar scal ar
pushmark pushmark
wantarray wantarray
const constant item
gvsv scal ar variable
gv glob value
gelem gl ob el em
padsv private variable
padav private array
padhv private hash
padany private val ue

Alternatively, to search for opcodes by description we can pass in a string (actually, a regular
expression). Any opcode whose description contains that string will be output. For example, to find the
opcodes for all the logical operators:

> perl -MOpcode=opdump -e 'opdump("logical")’
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This produces:

and |ogical and (&%)
or logical or (|])
xor | ogical xor
andassi gn | ogical and assignnent (&&=)
orassign logical or assignment (|]|=)

Since the argument to opdunp is a regular expression we can also get a list of all logical operators,
bitwise, and Boolean with:

> perl -MOpcode=opdump -e 'opdump("bit|logic")'

So, if we wanted to disable logical assignments, we now know that the andassi gn and or assi gn
opcodes are the ones we need to switch off. Note that the description always contains the operator, or
function names, for those opcodes that map directly to operators and functions.

The Opcode module also contains a number of other functions for manipulating opcode sets and masks.
Since these are unlikely to be of interest except to programmers working directly with the opcode
tables, we will ignore them here. For more information see >perldoc Opcode.

Overriding Operators

As well as disabling operators we can also override them with the over | oad pragma. This is an object-
oriented technique called overloading, where additional meanings are layered over an operator. The
overloaded meanings come into effect whenever an object that defines an overloaded operator is used
as an operand of that operator. For example, consider a module that implements an object class called
MyQobj ect that starts with the following lines:

package MyObj ect;

use overload '+ => &myadd, '-' => &nysub;

Normally we cannot add or subtract objects because they are just references, and Perl does not allow us
to perform arithmetic on references. However, if we try to perform an addition or subtraction involving
objects of type MyQbj ect then the rmyadd and nysub methods in the MyObj ect package are called
instead of Perl simply returning an error. This forms the basis of operator overloading for objects.

Since this involves concepts we have not yet introduced, in particular object-oriented programming, we
cover it only briefly here. For more information see Chapter 19.
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Summary

In this chapter, we compared and contrasted functions and operators. We then took an in-depth look
into the different types of operators, including:

Assignment

Arithmetic

Shift

String and List

Logical

Bitwise

Increment and Decrement
Comparison

Comma and Relationship
Reference

Arrow

Range

00000000 0D0DDODODODO

Ternary
We then covered precedence and associativity, and looked at the effect of parentheses on precedence.

Finally, we took a brief look at overriding operators, and, as an example, saw how it could define
syntaxes for object-oriented programming.
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Beyond Scalars - More Data Types

Having introduced scalars in Chapter 3, we consider in this chapter the other data types except
filehandles, which we examine in Chapter 12. References, which we cover here, can be seen as scalars.
However, they are sufficiently different to warrant being considered more extensively.

This chapter will cover arrays, hashes, references, and typeglobs. We will also look at the more
complex data that can be created by mixing data types. Later in the chapter, we show how we can
define scalar, list, and hash constants, as well as checking for their existence, and finally we discuss the
undefined value.

Lists and Arrays

A list is a compound value that may hold any number of scalar values (including none at all). Each
value, or element, in the list is ordered and indexed; it is always in the same place, and we can refer to it
by its position in the list. In Perl, lists are written out using parentheses and the comma operator:

(1, 2, 3, 4, 5, 6)

A list is simply a sequence of scalar values; we can copy it about, store it in arrays, and index it, but we
can't alter its contents; it is immutable. To change it, we need to store the list in a variable. This variable
is called an array.

An array provides dynamic storage for a list, and so can be grown, shrunk, and manipulated by altering
its values. In Perl, we often use the terms array and list interchangeably, but the difference can be
important. The most obvious example of an array is a named array variable, which is prefixed with an
at-sign @in the same way that scalar variables are prefixed with a $:

# define a six element array froma six elenment |ist
@rray = (1, 2, 3, 4, 5, 6);
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The array variable is a handle that we can use to access the values inside it, also known as array
elements. Each element has an index number that corresponds to its position in the list. The index starts
at zero, so the index number of an element is always one less than its place in the list. To access it, we
supply the index number after the array in square brackets:

@rray = (1, 2, 3, 4, 5 6);
# print the value of the fifth elenment (index 4, counting fromO0)
print "The fifth element is $array[4] \n";

We can also place an index on the end of a list, for example:
print "The fifth element is ", (1, 2, 3, 4, 5, 6)[4]; # produces 5
Of course, there isn't much point in writing down a list and then only using one value from it, but we

can use the same approach with lists returned by functions like | ocal ti me, where we only want some
of the values that the list contains:

$year = (localtine)[5];

For the curious, the parentheses around | ocal ti me prevent the [ 5] from being interpreted as an
anonymous array and passed to | ocal ti e as an argument.

The values of an array are scalars (though these may include references), so the correct way to refer to
an element is with a $ prefix, not an @sign. It is the type of the returned value that is important to Perl,
not where it was found:

print "The first elenment is $array[0] \n";
If we specify a negative index, Perl rather smartly counts from the end of the array:

print "The |last elenment is $array[-1] \n";

We can also extract a list from an array by specifying a range of indices or a list of index numbers, also
known as a slice:

print "The third to fifth elenents: @rray[2..4] \n";
Or, using negative numbers and a list:

print "The first two and last two elenents: @rray[0, 1, -2, -1] \n";
We can also retrieve the same index multiple times:

# replace array with first three elenments, in triplicate
@rray = @rray[0..2, 0..2, 0..2];

# pick two el enents at random
@andom = @rray[rand scalar(@rray), rand scalar(@rray)];
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Arrays can only contain scalars, but scalars can be numbers, strings, or references to other values like
more arrays, which is exactly how Perl implements multidimensional arrays. They can also contain the
undefined value, which is and isn't a scalar, depending on how we look at it.

The standard way of defining lists is with the comma operator, which concatenates scalars together to
produce list values. We tend to take the comma for granted because it is so obvious, but it is in fact
performing an important function. However, defining arrays of strings can get a little awkward:

@trings = (‘one', '"two', 'three', 'four', 'five');

That's a lot of quotes and commas; an open invitation for typographic errors. A better way to define a
list like this is with the list quoting operator qw, which we covered earlier in Chapter 3. Here's the same
list defined more legibly with qw:

@trings = gmone two three four five);

Or, defined with tabs and newlines:

@trings = gqw
one
t wo
three
f our
five

)

As well as assigning lists to array variables we can also assign them to scalars, by creating an assignable
list of them:

($one, $two, $three) = (1, 2, 3); # $one is now 1, $two 2 and $three 3

This is a very common sight inside subroutines, where we will often see things like:

($argl, $arg2, @istarg) = @;

Manipulating Arrays

Arrays are flexible creatures. We can modify them, extend them, truncate them and extract elements
from them in many different ways. We can add or remove elements from an array at both ends, and
even in the middle.

Modifying the Contents of an Array

Changing the value of an element is simple; we just assign a new value to the appropriate index of the
array:

$array[4] = "The Fifth El enent”;
We are not limited to changing a single element at a time, however. We can assign to more than one
element at once using a list or range in just the same way that we can read multiple elements. Since this

is a selection of several elements we use the @prefix, since we are manipulating an array value:

@rray[3..5, 7, -1] = ("4th", "5th", "6th", "8th", "Last");
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We can even copy parts of an array to itself, including overlapping slices:

@rray = (1, 2, 3, 4, 5, 6);
@rray[2..4] = @rray[0..2];
print "@rray \n"; @rray = (1, 2, 1, 2, 3, 6);

We might expect that if we supply a different number of elements to the number we are replacing then
we could change the number of elements in the array, replacing one element with three, for example.
However, this is not the case. If we supply too many elements, then the later ones are simply ignored. If
we supply too few, then the elements left without values are filled with the undefined value. There is a
logic to this, however, as the following example shows:

# assign first three elements to @rray_a, and the rest to @rray_b
@rray_a[0..2], @rray_b = @rray;

There is, however, a function that does replace parts of arrays with variable length lists. Appropriately
enough it is called spl i ce, and takes an array, a starting index, a number of elements and a
replacement list as its arguments:

splice @rray, $from $quantity, @eplacenent;

As a practical example, to replace element three of a six-element list with three new elements (creating
an eight element list), we would write something like:

#! [ usr/ bi n/ perl
# splicel. pl
use war ni ngs;
use strict;

ny @rray = ('a', 'b", 'c, 'd, ‘e, '"f');
# replace third elenent with three new el enents
ny $renoved = splice @rray, 2, 1, (1, 2, 3);

print "@rray \n"; # produces 'a b 12 3def'
print "$renmoved \n"; # produces 'c'

This starts splicing from element 3 (index 2), removes one element, and replaces it with the list of three
elements. The removed value is returned from spl i ce and stored in $r enpved. If we were removing
more than one element we would supply a list instead:

#! [ usr/ bi n/ perl
# splice2. pl
use war ni ngs;
use strict;

ny @rray = (‘a', ‘b, 'c', 'd, ‘e, 'f');
# replace three elenents with a different three
ny @enoved = splice @rray, 2, 3, (1, 2, 3);

print "@rray\n"; # produces 'a b 12 3 f'
print " @ enoved\n"; # produces 'c d €'
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If we only want to remove elements without adding new ones we just leave out the replacement list,
shrinking the array:

#!/ usr/ bin/ perl
# splice3.pl
use war ni ngs;
use strict;

ny @rray = ("a', ‘b, ‘¢, 'd, ‘e, 'f');
# renove elenents 2, 3 and 4
ny @enoved = splice @rray, 2, 3;

print "@rray\n"; # produces 'a b f
cde'

print "@enoved\n"; # produces '

Leaving out the length as well removes everything from the specified index to the end of the list. We
can also specify a negative number as an index, just as we can for accessing arrays, so combining these
two facts we can do operations like this:

#!/ usr/ bin/ perl
# spliced. pl
use war ni ngs;
use strict;

ny @rray = ("a, ‘b, ‘¢, 'd, ‘e, 'f');
# renmove |l ast three el ements
nmy @ast_3_elements = splice @rray, -3;

print "@rray\n"; # produces 'a b c'
print "@ast_3_el ements\n"; # produces 'd e f'

spl i ce is a very versatile function and forms the basis for several other, simpler array functions like
pop and push. We'll be seeing it a few more times before we are done with arrays.

Counting an Array
If we take an array or list and treat it as a scalar, Perl will return the number of elements (including
undefined ones, if any) in the array. Treating an array as a scalar can happen in many contexts. For
example a scalar assignment like this:

$count = @rray;

This is a common cause of errors in Perl, since it is easy to accidentally assign an array in scalar rather
than list context. While we're on the subject, remember that assigning a list in scalar context assigns the
last value in the list rather than counts it:

$l ast _elenent = (1, 2, 3); # | ast _el enent becones 3

If we really mean to count an array we are better off using the scal ar function, even when it isn't
necessary, just to make it clear what we are doing:

$count = scalar(@rray);
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We can also find the index of the last element of the array using the special prefix $#. As indices start at
zero, the highest index is one less than the number of elements in the list:

$hi ghest = $#array;

This is useful for looping over ranges and iterating over arrays by index rather than by element, as this
f or each loop demonstrates:

#! [ usr/ bi n/ perl
# byi ndex. pl
use war ni ngs;
use strict;

ny @rray = ("First", "Second");
foreach (O..$#array) {
print "El ement nunmber $_ contains $array[$_] \n";

}

> perl byindex.pl
Element number 0 contains First
Element number 1 contains Second

Loops will be discussed in Chapter 6.

Adding Elements to an Array

Extending an array is also simple — we just assign to an element that doesn't exist:

#! [ usr/ bi n/ perl

# add. pl
use war ni ngs;
use strict;

ny @rray = (‘a', 'b', 'c', 'd, 'e', "f');

print "@rray \n"; # produces 'a b 12 3def'
$array[6] = "g";
print "@rray \n"; # produces 'ab123def g

We aren't limited to just adding directly to the end of the array. Any missing elements in the array
between the current highest index and the new value are automatically added and assigned undefined
values. For instance, adding $array[ 10] = "k"; to the end of the above example would cause Perl to
create all of the elements with indices 7 to 9 (albeit without assigning storage to them) as well as assign
the value Kk to the element with index 10.

To assign to the next element we could find the number of elements and then assign to that number
(since the highest existing element is one less than the number of elements, due to the fact that indices
start at zero). We find the number of elements by finding the scalar value of the array:

$array[scalar(@rray)] = "This extends the array by one el ement";

However, it is much simpler to use the push function, which does the same thing without the
arithmetic:

push @rray, "This extends the array by one el enent nore sinply";
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We can feed as many values as we like to push, including more scalars, arrays, lists and hashes. All of
them will be added in turn to the end of the array passed as the first argument. Alternatively we can add
elements to the start of the array using unshi ft:

unshift @rray, "This becomes the zeroth el enent”;

With unshi f t the original indices of the existing elements are increased by the number of new
elements added, so the element at index fi5ve moves to index 6, and so on.

push and unshi ft are actually just special cases of the spl i ce function. Here are their equivalents
using spl i ce:

# These are equi val ent
push @rray, @more;
splice @rray, @rray, 0, @more;

# These are equival ent
unshift @rray, @more;
splice @rray, 0, 0, @more;

Passing in @rr ay twice to spl i ce might seem a bizarre way to push values onto the end of it, but the
second argument is constrained to be scalar by spl i ce, so it is actually another way of saying

scal ar (@rray), the number of elements in the array and one more than the current highest index,
as we saw earlier.

Resizing and Truncating an Array

Interestingly, assigning to $#ar r ay actually changes the size of the array in memory. This allows us
both to extend an array without assigning to a higher element and also to truncate an array that is larger
than it needs to be, allowing Perl to return memory to the operating system:

$#array = 999; # extend @rray to 1000 el enents

$#array 3; # renmove @l enents 4+ fromarray

Truncating an array destroys all elements above the new index, so the last example above is a more
efficient way to do the following:

@rray = @rray[0..3];

This assignment also truncates the array, but by reading out values and then reassigning them. Altering
the value of $#ar r ay avoids the copy.

Removing Elements from an Array

The counterparts of push and unshi ft are pop and shi f t, which remove elements from the array at
the end and beginning, respectively:

#! [/ usr/ bi n/ perl
# renove. pl

use war ni ngs;
use strict;
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nmy @rray = (1, 2, 3, 4, 5, 6);

push @rray, '7'; # add '7' to the end

print "@rray\n"; # array is now (1, 2, 3, 4, 5 6, 7)

ny $last = pop @rray; # retrieve '7' and return array to six elenents
print "$last\n"; # print 7

unshift @rray, -1, O;

print "@rray\n"; # array is now (-1, 0, 1, 2, 3, 4, 5, 6)

shift @rray; # renove the first elenent of the array

shift @rray; # renmove the first elenment of the array

print "@rray\n"; # array is nowagain (1, 2, 3, 4, 5, 6)

While the push and unshi f t functions will add any number of new elements to the array, their
counterparts are strictly scalar in operation, they only remove one element at a time. If we want to
remove several at once we can use the spl i ce function. In fact, pop and shi ft are directly equivalent
to specific cases of spl i ce:

# These are equival ent
pop @rray;
splice(@rray, -1);
# These are equival ent
shift @rray;
splice(@rray, 0, 1);
From this we can deduce that the pop function actually performs an operation very similar to this:

# read | ast elenent and then truncate array by one - that's a 'pop'
$l ast _el enent = S$array[ $#array- -]

Extending this principle, here is how we can do a multiple pop operation:

@ast_20_el ements = $array[-20..-1];
$#array- =20;

Both undef and del et e will remove the value from an array element, replacing it with the undefined
value, but neither will actually remove the element itself, and higher elements will not slide down one
place. This would seem to be a shame, since del et e removes a hash key just fine. Hashes, however, are
not ordered and indexed like arrays.

To truly remove elements from an array, we can use the spl i ce function, omitting a replacement list:
@enoved = splice(@rray, $start, $quantity);

For example, to remove elements 2 to 5 (four elements in total) from an array we would use:
@enoved = splice(@rray, 2, 4);

Of course if we don't want to keep the removed elements we don't have to assign them to anything.

As a slightly more creative example, here is how we can move elements from the end of the list to the
beginning, using a spl i ce and an unshi ft.

unshift @rray, splice(@rray, -3, 3);
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Or, in the reverse direction:
push @rray, splice(@rray, 0, 3);
The main problem with spl i ce is not getting carried away with it.

Removing All Elements from an Array

To destroy an array completely we can undefine it using the undef function. This is a different
operation from undefining just part of an array as we saw above:

undef @rray; # destroy @rray
This is equivalent to assigning an empty list to the array, but more direct:
@rray = ();

It follows that assigning a new list to the array also destroys the existing contents. We can use that to our
advantage if we want to remove lines from the start of an array without removing all of them:

@rray = @rray[-100..-1]; # truncate @rray to its last one hundred |ines
This is simply another way of saying:

splice(@rray, 0, $#array-100);

Sorting and Reversing Lists and Arrays

Perl supplies two additional functions for generating differently ordered sequences of elements from an
array or list. The r ever se function simply returns a list in reverse order:

# reverse the elenments of an array
@rray = reverse @rray;

# reverse elements of a |ist
@nd = reverse((localtime)[3..5]); # return in year/nonth/day order

This is handy for all kinds of things, especially for reversing the result of an array slice made using a
range. I ever se allows us to make up for the fact that ranges can only be given in low to high order.

The sort function allows us to perform arbitrary sorts on a list of values. With only a list as its
argument it performs a standard alphabetical sort:

@words = ('here', 'are', 'sone', 'words');
@l phabetical = sort @wrds;
print "@wrds"; # produces 'are here sone words'

Sort is much more versatile than this, however. By supplying a code or subroutine reference we can
sort the list in any way we like. Sort automatically defines the global variables $a and $b for bespoke
sorting algorithms, so we can specify our own sort:

@l phabetical = sort { $a cnp $b} @wrds;
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This is actually the default sort algorithm that Per]l uses when we specify no sort algorithm of our own.
In order to be a correct and proper algorithm, the sort code must return - 1 if $a is less than $b
(however we define that), 0 if they are equal, and 1 if $a is greater than $b. This is exactly what cnp
does for strings, and <=> does for numbers.

We should take care never to alter $a or $b either, since they are aliases for the real values being
sorted. At best this can produce an inconsistent result, at worst it may cause the sort to lose values or fail
to return. The best sorts are the simple ones, here are some more sort algorithms:

@gnoring_case = sort {lc(%a) cnp lc($b)} @wrds;

@eversed = sort {$b cnp $a} @words;

@unerically = sort {$a <=> $b} @wunbers;

@l phanureric = sort {int($a) <=> int($b) or $a cnp $b} @ xed;

The last example above is worth a moment to explain. It first compares $a and $b as integers, forcing
them into numeric values with i nt . If the result of that comparison is non-zero then at least one of the
values has a numeric value. If however the result is zero, which will be the case if $a and $b are both
non-numeric strings, the second comparison is used to compare the values as strings. Consequently this
algorithm sorts numbers and strings that start numerically and all other strings alphabetically, even if
they are mixed into the same list. Parentheses are not required because or has a very low precedence.

We can also use a named subroutine to sort with. For example, we can create a subroutine named
rever sed that allows us to invent a sort rever sed syntax:

sub reversed {$b cnp $a};
@eversed = sort reversed @wrds;

Similarly, a subroutine called nuneri cal | y that also handles floating point:

# force interpretation of $a and $b as floating point nunbers
sub nurerically {$a*1.0 <=> $b*1.0 or $a cnp $b};

@wunber _order = sort numerically @wrds;

Note however that both functions must be defined in the same package as they are used in order to
work, since the variables $a and $b are actually package variables. Similarly, we should never declare
$a and $b with ny since these will hide the global variables. Alternatively we can define a prototype,
which provokes sort into behaving differently:

sub backwards ($$) {$_[0] cnmp $_[1]};

The prototype requires that two scalars are passed to the sort routine. Perl sees this and passes the
values to be compared though the special variable @ instead of via $a and $b. This will allow the sort
subroutine to live in any package, for example a fictional 'Order' package containing a selection of sort
algorithms:

use Order;
@eversed = sort Order::reversed @wrds;

We'll see how to create such a package in Chapter 10.
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Changing the Starting Index Value

Perl allows us to change the starting index value from O to something else. For example, to have our
lists and arrays index from 1 (as Pascal would) instead of 0, we would write:

$[=1;
@rray = (11, 12, 13, 14, 15, 16);
print $array[3]; # produces 13 (not 14)

The scope of $[ is limited to the file that it is specified in, so subroutines and object methods called in
other files will not be affected by the altered value of $[ more on scoping in Chapter 8. Even so,
messing with this special variable is dangerous and discouraged. As a rule of thumb, do not do it.

Converting Lists and Arrays into Scalars

Since lists and arrays contain compound values, they have no direct scalar representation — that's the
point of a compound value. Other than counting an array by assigning it in scalar context, there are two
ways that we can get a scalar representation of a list or array. First, we can create a reference to the
values in the list or, in the case of an array, generate a direct reference. Second, we can convert the
values into a string format. Depending on our requirements, this string may or may not be capable of
being transformed back into the original values again.

Taking References

An array is a defined area of storage for list values, so we can generate a reference to it with the
backslash operator:

$arrayref = \@rray;

This produces a reference through which the original array can be accessed and manipulated.
Alternatively, we can make a copy of an array and assign that to a reference by using the array
reference constructor (also known as the anonymous array constructor) [ ... ]:

$copyofarray = [@rray];

Both methods give us a reference to an anonymous array that we can assign to, delete from, and modify.
The distinction between the two is important, because one will produce a reference that points to the
original array, and so can be used to pass it to subroutines for manipulations on the original data,
whereas the other will create a copy that can be modified separately.

Converting Lists into Formatted Strings

The final way to turn an array into a scalar is via the j 0i n and pack functions. j 0i n creates a string
from the contents of the array, optionally separated by a separator string:

# join values into conma-separat ed-val ue string
$string = join ',', @irray;

# concat enate val ues toget her
$string = join ', @rray;
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j oi n is the counterpart to spl i t, which we covered under 'Strings' earlier in Chapter 3. Unlike spl i t
however, it takes a simple string as its separator argument, not a regular expression, since the separator
is a literal output value rather than an input pattern.

The sprintf function takes a format string and a list of values, and returns a string created from the
values in the list rendered according to the specified format. Like any function that accepts list
arguments, spri ntf does not care if we supply them one by one or all together in an array:

# get current date and time into array
@ate = (localtine)[5, 4, 3, 2, 1, 0]; #Y, M D h, m s
$dat e[ 0] +=1900; # fix year

# generate tine string using sprintf
$date = sprintf "%d/ 902d/ %02d 9Rd: 902d: %92d", @late;

This example produces date and time strings from | ocal t i me. It uses indices to extract the values it
wants from | ocal ti me in the correct order for spri nt f, so that each individual format within the
format string lines up and controls the corresponding value. spri ntf then applies each format in turn
to each value in the date array to produce its string result.

The pack function also converts list values into strings using a format string, but in this case the format
string describes the types of the supplied arguments at a much lower level, and the resulting string is
really just a sequence of bytes in a known order, rather than a string in the conventional sense. For
example, the Cformat packs integers into a character representation, much the same way that chr does:

$char = pack 'C, $code; # $char = '"A if $code = 65

This only uses a single value, however. For lists containing the same data type we can either repeat the
pattern, for example, CCCC for four characters, or add a repeat count — C4 for four characters, or C* for
as many elements as the list provides. Extending this example to a list or array, this is one way we might
convert a list of character codes into a string:

@odes = (80, 101, 114, 108);
$word = pack 'C*', @odes;
print $word; # produces 'Perl’

Similarly, to collect the first letters of a list of strings we can use the a format. Unlike the C format, a
extracts multiple characters from a list item. The repeat count therefore has a different meaning; a4
would extract four characters from the first item in the list, ignoring the other elements. To get the first
letter of each element we need to use aaaa instead. In the next example we use the X operator to
generate a string of a's the right length for the supplied list.

@wrds = ('Practical', 'extraction', 'reporting' , 'language');
$first_letters = pack 'a'x@words, @wrds;
print $first_letters; # guess. ..

The examples above not withstanding, the string returned by pack is usually not suitable for printing.
The N format will pack 'long' integer values into a four-byte string, each 'character’ of the string being 8
bits of the 32 bit integer. The string that results from these four characters is unlikely to produce
something that prints out well, but can be stored in a file and retrieved very conveniently:

$stored_integers = pack('N x @ntegers), @ntegers;
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This string will contain four bytes for every integer in the list. If the integers are large and so is the list,
this is a lot more efficient than something like j 0i n, which would create textual versions of the integers
(so 100000 takes seven characters) and would need to add another character to separate each value
from its neighbors too.

Hashes

Hashes, also known as associative arrays, are Perl's other compound data type. While lists and arrays
are ordered and accessed by index, hashes are ordered and indexed by a descriptive key. There is no
'first' or 'last' element in a hash like there is in an array (the hash does have an internal order, but it
reflects how Perl stores the contents of the hash for efficient access, and cannot be controlled by us).

Hashes are defined in terms of keys and values, or key-value pairs to use an alternative expression.
They are stored differently from arrays internally, in order to allow for more rapid lookups by name, so
there is no 'value' version of a hash in the same way that a list is a 'value' version of an array. Instead,
lists can be used to define either arrays or hashes, depending on how we use them.

The following list of key-value pairs illustrates a potential hash, but at this point it is still just a list:
(" Mouse', 'Jerry', "Cat', 'Tom, 'Dog', 'Spike')

Since hashes consist of paired values, Perl provides the => operator as an alternative to the comma. This
helps differentiate the keys and values and makes it clear to anyone reading our source code that we are
actually talking about hash data and not just a list. Hash values can be any scalar, just like array
elements, but hash keys can only be strings, so the => operator also allows us to omit the quotes by
treating its left-hand side as a constant string. The above list would thus be better written as:

(Mouse => 'Jerry', Cat => 'Tomi, Dog => ' Spike')

At the moment we only have a list, even if it is made out to show the key-value pairs. To turn it into a
hash we need to assign it to a hash variable. Hashes, like lists and scalars, have their own special prefix,
in this case the %symbol (it is not a hash character because hash is used for different symbols in
different countries, and in any case was already in common use by shells for comments). So, to create a
hash from the above we would write:

%ash = (Muse => 'Jerry', Cat => 'Toml, Dog => 'Spike');

When this assignment is made, Perl takes the keys and values supplied in the list and stores them in an
internal format that is optimized for retrieving the values by key. To achieve this, Perl requires that the
keys of a hash be string values, which is why when we use => we can omit quotes, even with stri ct
var s in operation. This doesn't stop us using a variable to store the key name, as Perl will evaluate it in
string context, but it does mean that we must use quotes if we want to use spaces or other characters
meaningful to Perl such as literal $, @ or %characters:

# using variables to supply hash keys
($rouse, $cat, $dog)=>('Souris', 'Chat', 'Chien');
%hash = ($nouse => 'Jerry', $cat => 'Tom, $dog => ' Spike');

# using quotes to use non-trivial strings as keys (with and without

# interpol ation)
%ash =('Exg Rate' => 1.656, '%age conmm ssion' => 2, "The $npuse" => 'Jerry');
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This restriction on keys also means that if we try to use a non-string value as a key we will get
unexpected results. In particular, if we try to use a reference as a key it will be converted into a
string, which cannot be converted back into the original reference. Therefore, we cannot store pairs
of references as keys and values unless we use a symbolic reference as the key (see References' later in
the chapter for more on this subject).

Alternatively we can use the qw operator and separate the keys and values with whitespace. A sensible
layout for a hash might be:

Y%ash = gw
Mouse Jerry
Cat Tom
Dog Spi ke

)

Note how this is very similar to creating an array. In fact the assignment is identical, but the type of the
variable means that the list data is stored differently from an array. We can now access elements of the
hash, which we do by providing a key after the hash in curly brackets:

print "The nmouse is ", $hash{' Muse'};

This is similar in concept to how we index an array, but note that if we are using strict variables
(courtesy of use strict) we ought to use quotes now; it is only the => operator that lets us get away
with omitting the quotes when stri ct vars are in effect. Note that just like an array, a hash can only
store scalars as its values, so the prefix for the returned result is $, not % just as it is for array elements.

We can also specify multiple keys to extract multiple values:

@at andnouse = @ash{' Cat', 'Mouse'};

This will return the list (Tom Jer ry) into the array @at andnmouse. Once again, note that the returned
value is a list so we use the @prefix.

We can even specify a range, but this is only useful if the keys are incremental strings, which typically
does not happen too often; we would probably be better off using a list if our keys are that predictable.
For example, if we had keys with names AA, AB ... BY, BZ inclusive (and possibly others) then we could
use:

@abz_val ues = @ash{' AA'.."'BZ'};

We cannot access the fi rst or | ast elements of a hash, since hashes have no concept of first or last.
We can however return a list of keys with the keys function, which returns a list of the keys in the hash:

@eys = keys %ash;
The order of the keys returned is random (or rather, it is determined by how Perl chooses to store the
hash internally), so we would normally sort the keys into a more helpful order if we wanted to display

them. To sort lexically we can just say sort keys %ash like this:

print "The keys are:";
print join(',', sort keys %ash);
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We can also use the keys as a list and feed it to a f or each loop:

# dunp out contents of a hash
foreach (sort keys %ash) {
print "$_ => $hash{$_} \n";

}

Manipulating Hashes

We can manipulate hashes in all the same ways that we can manipulate arrays, with the odd twist due to
their associative nature. Accessing hashes is a little more interesting than accessing arrays however.
Depending on what we want to do with them we can use the keys and val ues functions, sort them in
various different ways, or use the each iterator if we want to loop over them.

Adding and Modifying Hash Values

We can manipulate the values in a hash through their keys. For example, to change the value of the key
Cat , we could use:

$hash{' Cat'} = 'Sylvester';
If the key exists already in the hash then its value is overwritten. Otherwise it is added as a new key:
$hash{'Bird'} = 'Tweety';

Assigning an array (or another hash) produces a count of the elements, as we have seen in the past, but
we can assign multiple keys and values at once by specifying multiple keys and assigning a list, much in
the same way that we can extract a list from a hash:

@ash{' Cat', 'Muse'} = ('Sylvester', 'Speedy Gonzal es');
Or, a possibly clearer example using arrays throughout:
@ash{ @Geys} = @al ues;

We can even use ranges to generate multiple keys at once, for example this assignment which creates
key-value pairs from A=>1 to Z=>26.

@ettercodes{'A'.."Z'} = 1..26;

Keys and values are added to the hash one by one, in the order that they are supplied, so our previous
example of:

@ash{' Cat', 'Muse'} = ('Sylvester', 'Speedy Gonzal es');
Is equivalent to:

$hash{' Cat'} = 'Sylvester';
$hash{' Mouse'} = ' Speedy Gonzal es';
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This can be an important point to keep in mind, since it allows us to overwrite the values associated
with hash keys, both deliberately and accidentally. For example, this code snippet defines a default set
of keys and values and then selectively overrides them with a second set of keys and values, held in a
second input hash. Any key in the second hash with the same name as one in the first overwrites the key
in the resulting hash. Any keys not defined in the second hash keep their default values:

#!/ usr/ bi n/ perl
# hash. pl

use war ni ngs;
use strict;

# define a default set of hash keys and val ues
ny %lefault_animals = (Cat => 'Tom, Muse => 'Jerry");

# get another set of keys and val ues
ny %nput_animals = (Cat => 'G nger', Muse => 'Jerry’);

# conbi ni ng keys and val ues of supplied hash with those in default hash overrides
# defaul t

ny %ni mals = (%efaul t_ani mals, % nput_ani mal s);

print "$animal s{Cat}\n"; # prints 'G nger'

Removing Hash Keys and Values

Removing elements from a hash is easier, but less flexible, than removing them from a list. Lists are
ordered, so we can play a lot of games with them using the spl i ce function among other things.
Hashes do not have an order (or at least, not one that is meaningful to us), so we are limited to using
undef and del et e to remove individual elements.

The undef function removes the value of a hash key, but leaves the key intact in the hash:
undef $hash{'Bird'}; # 'Bird still exists as a key

The del et e function removes the key and value entirely from the hash:
del ete $hash{'Bird'}; # 'Bird renoved

This distinction can be important, particularly because there is no way to tell the difference between a
hash key that doesn't exist and a hash key that happens to have an undefined value as its value simply
by looking at the result of accessing it:

print $hash{'Bird'}; # produces 'Use of uninitialized value in print

It is for this reason that Perl provides two functions for testing hash keys, def i ned and exi st s.

Converting Lists and Arrays into Hashes

In contrast with scalars, converting a list or array into a hash is extremely simple; we just assign it:

Y%ash = @rray;
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What actually happens here is that the values extracted from the array are assigned to the hash in pairs,
with even elements (starting at index 0) as the keys and odd elements (starting at index 1) as their
values. If the array contains an odd number of elements then the last key to be assigned to the hash will
end up with an undefined value as its value. If we have warnings enabled (as we should), Perl warn
against this with:

Odd number of elements in hash assignment ...

Reversing Hashes

One special trick that is worth mentioning while we are on the subject of hashes is how to reverse the
keys and values, so that the values become the keys and vice versa. This at first might seem to be a
hard, or at least a non-trivial task involving code like the following:

#! [/ usr/ bi n/ perl
# reverse. pl
use war ni ngs;
use strict;

my %ash = (' Keyl => 'Valuel', 'Key2' => 'Value2');

print "$hash{Keyl}\n"; # print 'Val uel
foreach (keys %ash) {
# invert key-val ue pair
$hash{$hash{$_}} = $_;

# renove origi nal key
del ete $hash{$_};

}
print "$hash{Val uel}\n"; # print 'Keyl'

Reversing, or transposing as it is also known, offers plenty of problems. For a start, if the values are
references then turning them into keys will convert them into strings, which cannot be converted back
into references. Also, if two keys have the same value, we end up with only one of them making it into
the reversed hash, since we cannot have two identical keys. Worse, if a key and value are the same this
code wipes out the key-value pair from the hash entirely.

We can't fix the problem with duplicate keys, that is just in the nature of hashes, but we can reverse the
keys and values much more simply than the code above, and without endangering identical key-value
pairs, by converting the hash into a list, reversing the list, and then assigning it back to the hash again:

%ash = reverse %ash;

We have to look closely to see the list in this example. It is returned by the %hash because r ever se is
a function that gives its argument(s) a list context. There is no such thing as hash context in Perl, for the
same reason that there is no such thing as a hash value, as we noted at the start of this discussion. The
rever se then reverses the list, which also happens to reverse the orientation of the keys and values,
and then the reversed list is assigned back to the hash.

If more than one key has the same value then this trick will preserve the first one to be found. Since this
is entirely random (because we cannot sort the list) we cannot determine which key will be preserved as
a value in the new hash. If we want to handle that we will have to either process the hash the slow way,
find a way to eliminate duplicates first, or use a different storage strategy. For simple hashes without
duplicates though, this is a very simple way to achieve the desired end.
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Accessing and Iterating Over Hashes

The simplest, or at least the most common, way of iterating across a hash is to use the keys function to
return a list of the keys. This list is actually a copy of the hash keys, so we cannot alter the key names
through this list. However, it provides a very simple way to iterate across a hash. We will use f or each
loops in this section, which are explained in detail in Chapter 6.

#!/ usr/ bi n/ perl
# iterate. pl
use war ni ngs;
use strict;

my %ash = ('Keyl' => 'Valuel', 'Key2' => 'Value2');
# dunp of hash
foreach (keys %ash) {

print "$_ => $hash{$_} \n";

}

If we want a list for output we probably want to sort it too:

# sorted dunp of hash
foreach (sort keys %ash) {

print "$_ => $hash{$_} \n";
}

We can also access the values directly through the val ue function:

@al ues = val ues %ash;

This provides a convenient way to process a hash when we do not care about the keys, with the caveat
that we cannot easily find the keys if we need them; since hashes are one way, there is no 'look up key
by value' syntax:

# print list of sorted val ues

foreach (sort val ues %ash) {
print "Got: $_\n";

}

This returns a copy of the values in the hash, so we cannot alter the values this way. If we want a list of
values that we can assign to, we can do so with a loop like this:

# increnent all hash val ues by one
foreach (@ash {keys %ash} ) {
$_++;

}

This example makes use of aliasing, where the default argument variable $_ becomes a direct alias for,
rather than a copy of, the value that it refers to. Aliasing occurs only when the values being iterated over
come from a variable, as they do in the example above, but not in the one before it. See Chapter 6 for
more on aliasing in loops and subroutines.
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The catch with f or each is that it pulls all of the keys (or values) out of the hash at one time, and then
works through them. This is inefficient in terms of memory usage, especially if the hash is large. An
alternative approach is offered by the each function, which returns the next key-value pair each time it
is used, and is ideal for use in whi | e loops:

while (($key, $value) = each %ash) {
print "$key => $value \n";
$hash{ $key} ++;

}

The order of the key-value pairs produces by each is the same as that produced by keys and val ues,
in other words it follows an internal logic that is all Perl's, and nothing of ours, so it isn't convenient for
producing sorted output. each actually works by moving an internal index pointer through the hash, so
that each subsequent call to each returns the next key-value pair. We cannot access this pointer
externally, however (and even if we could we cannot use it). The index is reset after we reach the last
key, and also if we use keys to return the whole list.

Sorting and Indexing

If we want to generate an ordered list of hash keys and values we can do so with the sort function. A
simple alphabetical list of keys can be produced with sort keys %hash as we saw earlier. However,
sort is a versatile function and we can play all kinds of tricks with it. One not so clever trick is simply
to sort the values directly, as we saw earlier:

# print list of sorted val ues
foreach (sort val ues %ash) {
print "Got $_\n";

}

The catch with this is that we can't easily get back to the keys if we want to. The solution to this
problem is to give sort a subroutine that accesses the values via the keys:

# sort a hash by val ues

foreach (sort { $hash{$a} cnp $hash{$b} } keys %hash) {
print "$hash{$_} <= $_\n";

}

This is important if we want to change the values in the hash, since val ues just returns a copy of the
hash values, which we cannot assign to.

Creative uses of sort gives us other possibilities too. For instance, we can create a hash with an index
by replacing the values with references to two-element arrays or hashes containing an index value and
the original value. This is an example of a complex data structure, which we cover in more detail in
Chapter 6, so we'll just give a simple example of defining and then sorting such a hash:

#!/ usr/ bi n/ perl
# i ndexhash. pl
use war ni ngs;
use strict;
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# create a hash with integrated index

my %ash = (
Mouse => {lIndex => 0, Value => 'Jerry'},
Cat => {Index => 1, Value => "'Tom},
Dog => {lndex => 2, Value => ' Spike'}

)

# sort a hash by integrated index

foreach (sort {$hash{$a} {'Index'} cnp $hash{$b}{' I ndex'}} keys %hash) {
print "$hash{$_} {'Value'} <= $_\n";

}

The only catch with this is that we will need to keep track of the index numbers ourselves, since unlike
an array we don't get it done for us automatically.

Named Arguments

Perl does not have an official mechanism for passing named arguments to subroutines, but hashes allow
us to do exactly this if we write our subroutines to use them:

ani mate(Cat => ' Tom, Mouse => 'Jerry');

sub ani mate {
nmy %aninmals = @;

# rest of subroutine...

}

Some existing modules in the Perl library allow this and also adapt between ordinary or named
arguments by prefixing the key names with a minus sign. Here is a quick example of how we can do it
ourselves:

#!/ usr/ bi n/ perl
# ar gunents. pl
use war ni ngs;
use strict;

# list formtakes nouse, cat, dog as argunents, fixed order.
animate(' Jerry', 'Tom, ' Spike');

# hash formtakes aninmals in any order using '-' prefix to identify type,
# also all ows other aninmal types
animate(-Cat => 'Sylvester', -Bird => 'Tweety', -Muse => 'Speedy CGonzal es');

# and the subroutine. ..
sub animate {
ny %ani mal s;

# check first element of @ for |eading mnus...
if ($_[O]!~/~-1) {
# it's a regular argunent list, use fixed order
@uninal s{' -Muse', '-Cat', '-Dog'} = @;
} else {
# it's named argunment list, just assignit.
%nimls = @;
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# rest of subroutine...
foreach (keys %ani mals) {
print "$_ => $animal s{$_} \n";

}
}

See the section on subroutines in Chapter 7 for more on this theme, as well as some improved examples
that check arguments more closely.

Converting Hashes into Scalars

Evaluating a hash in scalar context returns O (False) if the hash is empty. If it contains data, we get a
string of the form N/ Mthat describes in approximate terms how efficiently Perl has been able to store
the keys and values in the hash. Loosely speaking, the numbers are a ratio and can be read as a fraction,
the higher the first relative to the second, the more efficient the storage of the hash:

#! [ usr/ bi n/ perl
# convert. pl
use war ni ngs;
use strict;

my Y%ash = (one => 1, two => 2, three => 3, four => 4, five => 5);
# check the hash has data
if (Y%ash) {

# find out how well the hash is being stored
print scal ar (%ash); # produces '4/8'

}

While this is interesting if we are concerned with how well Perl is storing our hash data, it is unlikely to
be of much use otherwise. We might have expected to get a count of the elements in the hash, or
possibly the keys, but we can't count a hash in the same way that we can an array, simply by referring to
it in scalar context. To count a hash we can use either keys or val ues and evaluate the result in scalar
context. For example:

# count the keys of a hash
$el enents = scal ar (keys Y%hash);

If we really wanted to know the number of elements we would only need to multiply this result by 2.
Alternatively, we can create a reference to the hash with the backslash operator:
$hashref = \%ash;

Dereferencing a hash reference is very much like dereferencing an array reference, only with a key
instead of an index:

$dog = $hash -> {' Dog'};
Alternatively we can dereference the entire hash with a '% prefix:

%ash == %bhashref er ence;
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We can also create a hash reference with the {. ..} constructor, which creates a brand new anonymous
hash with the same contents as the old one. This is different from, and produces a different result to, the
array reference constructor [ . . . ] because the reference points to an anonymous hash, which is
therefore organized and stored like one:

$hashref = {Muse => 'Jerry', Cat => 'Tom, Dog => ' Spike'};

Since the contents of the constructor are just a list, we can also create a hash reference to an anonymous
hash with the contents of an array, and vice versa:

$hashref = {@rray};
$arrayref = [%ash];

Both constructors take lists as their arguments, but organize them into different kinds of anonymous
compound value.

Converting Hashes into Arrays

Converting a hash into a list or array is very simple, we just assign it:
@rray = %ash;

This retrieves all the keys and values from the hash in pairs, the order of which is determined by the
internal structure of the hash. Alternatively we can extract the hash as two lists, one of keys, and one of
values:

@eys = keys %ash;
@al ues = val ues %ash;

This gives us two arrays with corresponding indices, so we can look up the value by the index of the key
(and vice versa, something we cannot do with a hash).

A final option that is sometimes worth considering is turning the hash into an array of arrays or array of
hashes, in order to create an index but preserve the key-value pairs in a single variable. Here is one way
to do that:

ny @rray,
foreach (keys %ash) {

push @rray, {$_ => $hash{$_}};
}

This creates an array of hashes, each hash with precisely one key-value pair in it. Of course there are
other, and arguably better, ways to create indexed hashes, one of which we covered earlier in this
section. Again, it's a matter of preference, depending on whether we want to be able to look up the
index and value by key, or the key and value by index.

The Special Hash '%ENV"'

The special variable %ENV is one main source of information available to a Perl program when it starts.
This hash, defined by Perl automatically, contains key-value pairs of the script's environment. This is,
for example, the primary mechanism for transmitting details of a client request from a web server to a
CGI script run by that server. We can dump out the contents of the environment with a short script,
which we write here as a command line:
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> perl -we 'foreach (sort keys %ENV) { print "$_ => SENV{$_}n"}'
In an xterm window running on a Linux X-Window System desktop, this produces something like:

DISPLAY =>:0.0

ENV => /home/gurgeh/.bashrc
HISTFILESIZE => 1000

HOME => /home/gurgeh

HOSTDISPLAY => localhost.localdomain:0.0
HOSTNAME => localhost.localdomain
HOSTTYPE => i386

LOGNAME => gurgeh

MAIL => /var/spool/mail/gurgeh

OSTYPE => Linux

PATH => /usr/local/bin:/bin:/usr/bin:/usr/X11R6/bin:.
SHELL => /bin/bash

SHLVL =>6

TERM => xterm

TZ => Ikroh/Chiark_Orbital

USER => gurgeh

WINDOWID => 62914563

In a Windows DOS or NT shell, we would instead type:
> perl -e "foreach (sort keys %ENV) { print qq($_ => $SENV{$_}\n); }"
Which would produce something like:

ALLUSERSPROFILE => C:\Documents and Settings\All Users

APPDATA => C:\Documents and Settings\Ken Wronkiewicz\Application Data
CLASSPATH => C:\WINNT\System32\QTJava.zip

COMMONPROGRAMFILES => C:\Program Files\Common Files
COMPUTERNAME => WIREMONSTER?2

COMSPEC => C:\WINNT\system32\cmd.exe

DIRCMD => /a

HOMEDRIVE => C:

HOMEPATH =>\

INCLUDE => C:\Program Files\Microsoft Visual Studio\VC98\atl\include;C:\Program
Files\Microsoft Visual Studio\VC98\mfc\include;C:\Program Files\

Microsoft Visual Studio\VC98\include

LIB => C:\Program Files\Microsoft Visual Studio\VC98\mfc\lib;C:\Program Files\
Microsoft Visual Studio\VC98\lib

LOGONSERVER => \WIREMONSTER2

MSDEVDIR => C:\Program Files\Microsoft Visual Studio\Common\MSDev98
NUMBER_OF_PROCESSORS =>1

OS => Windows_NT

OS2LIBPATH => C:\WINNT\system32\os2\dll;

The exact contents of YENV can vary wildly depending on the underlying platform, the operating
system, and the chosen shell and user preferences. However, we can usually expect SENV{ PATH} to be
defined, and (on a UNIX system at least), HOVE, USER, TERM SHELL, and OSTYPE (though this is often
better deduced by looking at the special variable $" O (or $OSNAVE with use Engl i sh)).
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Configuring Programs via '%ENV'

One major reason for examining YENV is to allow users to create local definitions for our own
environment variables. This provides a simple and easy way to configure a script without having to go
to the trouble of looking for and reading a configuration file. This sort of configuration is common on
UNIX systems. For example, to provide a program with a default location for locating scripts but allow
that default to be overridden if the environment variable MY_SCRI PTDI Ris set, we might write:

$defaul t _scriptdir = "/usr/local /nyapp/scripts";
$scriptdir = $ENV{ MY_SCRI PTDI R} ?$ENV{ MY_SCRI PTDI R} : $def aul t _scri ptdir;

More creatively, we can scan for any environment variable with a specific prefix, say MY_, and create a
configuration hash based on it:

foreach (keys %ENV) {
# regul ar expressions are covered in Chapter 11
/AMWY_(.*)/ and $conf{$1} = $ENV[$_};

This is an ideal mechanism for establishing defaults, too, if we iterate over a list of keys in a def aul t
hash:

Y%defaults = {
SCRI PTDI R => '/ usr/| ocal / nyapp/ scripts',
# other defaults...

}

foreach (keys %efaul ts) {
$conf {$1} = (defined SENV{"MY_$1"}) ?$ENV{" MY_$1"}: $def aul t s{ $1};
}

We can modify, add to or remove (with undef ) any of the entries in %ENV just as we can with any other
hash. €NV is not a copy of the script's environment, it actually is the script's environment. This means
that any changes we make to %ENV change the environment for any child processes that are started after
the change, for example with f or k (see Chapter 22 for more on processes). It is not possible to change
the environment of the parent, and therefore Perl scripts cannot return information back to the parent
via the environment (Windows platforms emulate f or k since they don't have a real one, but the same

rules apply).

Handling Tainted Input from '%ENV'

Taint mode is a security feature that marks data retrieved from an external source as potentially
dangerous. If we attempt to use tainted data in an unsafe operation, which primarily means any attempt
to run or communicate with an external process, Perl will raise a fatal security error. The main use of
tainting is in CGI and other server-side applications that may be executed by unknown and
unauthenticated third parties. We mention it here because one of the primary sources of input for CGI
scripts is the environment, as we noted earlier.

Taint mode is enabled with the - T option, and is automatically switched on if the real and effective user
Ids are different, which is typical on UNIX-based web servers. The concept of real and effective user
Ids doesn't apply to non-UNIX platforms, so there the - T option needs to be supplied or specified in
Perl's startup configuration (via PERL5OPT, for example — see Chapter 14).
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All the values in the €NV hash fall into the category of insecure input, so attempting to use them in a
potentially insecure operation will cause a fatal error. To prevent this we must either avoid using %ENV,
place operations into the safe block, or untaint the values explicitly. Regular expressions can be used to
untaint data, though this should be used with extreme caution. To untaint DOCUMENT_ROOT for instance,
a variable we might expect to trust since it is set by the web server and should not change, we could use:

$ENV{ DOCUVENT_ROOT} =~ /(.*)/ and $docroot = $1;

Of course, sometimes we might want to avoid untainting data simply because we used a regular
expression on it. To avoid this we can use the r e pragmatic module described in the discussion on
regular expressions in Chapter 11.

'Env.pm'

Perl provides one module, Env. pmthat simplifies the handling of the €NV hash by allowing us to
import environment variables into our program as scalar or array variables. In its simplest form of
usage, we can use it to pull in several environment variables as scalars:

# inmport environment variables via Env. pm
use Env gw PATH HOVE TERM) ;

# environnent variabl es now avail abl e as scal ars:
print $PATH, $HOME, $TERM

Note that it does not matter if the environment variable exists yet. As soon as it is defined, either by the
imported name or the %ENV hash, the new value will be reflected in both places.

We can also read and write environment variables in arrays if we prefix the variable name with @

use Env qw @PATH); # access path via array
$first_dir = $PATH O] ; # find name of first directory in path
unshi ft @ATH, $scriptdir; # add a new directory to start of path

The separator used by the Env module for splitting environment variables is the value of

$Confi g:: Config{' path_sep'}, which by default is set to a colon. This is the standard separator for
most multiple-value environment variables (and path information variables in particular) on UNIX. We
can change it to handle other kinds of variable, for example, comma separated values:

use Env gw @PATH);
$Config::Config {' path_sep'} ="',";
use Env gw @W_CSV_VAR);

Note, however, that all variables are stored as scalar strings in the %ENV hash underneath whatever
labels we give them. That means that any alteration to an array variable causes the module to rebuild
and then re-split the variable to regenerate the array. That will cause problems if we changed the
separator in the meantime.

141



Chapter 5

Interestingly, we can access the same variable in both scalar and array form by importing both names:

#!/ usr/ bi n/ perl
# confi g. pl

use war ni ngs;
use strict;

use Env gw( $PATH @PATH) ;

$sep = $Config:: Config{' path_sep'};
# add current directory if not already present
unl ess ($PATH =~ /(]| $sep)\. ($sep| $)/) {
push @PATH, '.';
}

Since both variables access the same underlying environment variable, a change to one of these (or the
underlying $ENV{ PATH} ) will change the other too.

The Env module is a good example of a simpletied object class. Each imported variable is actually an
object in disguise that simply accesses the environment variable of the same name. We discuss ties and
tied objects in detail in Chapter 19.

References

Rather than referring to a variable directly, Perl lets us refer to it by a reference — a pointer to the real
value stored somewhere else. There are two kinds of reference in Perl: hard references, which are
immutable values, and symbolic references, which are strings that name the variable they point to.

Of the two, hard references are by far the most common, and are the basis for complex data structures
like arrays of arrays. Internally they are memory pointers, and we can access the value that they point to
by following or dereferencing the reference. Perl provides a flexible syntax for doing this, involving the
backslash and arrow operators.

Conversely, symbolic references are actually banned by use stri ct (more accurately, use stri ct

r ef s) because they are a common source of bugs due to their malleable nature and resistance to
compile-time error checking — by changing the contents of the string we change the thing that it points
to. It is also possible to accidentally create a symbolic reference when we didn't mean to, especially if
we fail to turn on warnings as well. Having made these points, symbolic references can be useful in the
right places, so long as we are careful.

Hard References

Hard references, usually just called references, are not really a data type, they are just a kind of scalar
value, but a different and specialized one compared to the other value types like integer, floating-point
or string. They differ from these because they are a pointer to another value, and are not malleable -
unlike C, we cannot perform operations to change the value of a reference to make it point to something
else. We can assign a new reference to a scalar variable, but that is all. Worldly programmers generally
consider this a good thing.
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Creating References

To create a reference for an existing value or variable we use the backslash operator. This will convert
any value or data type, be it scalar, array, hash, subroutine, and so forth, and create a scalar reference
that points to it:

# references to val ues

$nunberref = \42;

$messageref = \"Don't Drink The Wne!\n";
@istofrefs =\ (1, 4, 9, 16, 25);

# references to variables

$scal arref = \ $nunber;

$arrayref = \@urray;

$hashref = \%ash;

$gl obref = \*typegl ob; # typegl obs are introduced later in the chapter

# reference to anonynous subroutine
$subref = \sub { return "This is an anonynmous subroutine" };

# reference to naned subroutine
$nanedsubref = \ &ysubrouti ne;

If we pass a list to the backslash operator, it returns a second list of references, each one pointing to an
element of the original list:

@eflist =\(1, 2, 3);
This is identical to, but shorter than:

@eflist = (\1, \2, \3);

References have implicit knowledge of the type of thing that they are pointing to, so an array reference
is always an array reference, and we can demonstrate this by attempting to print a reference. For
example, this is what we might get if we attempted to print $scal arref :

SCALAR(0x8141f78)

A common mistake in Perl is to try to use the backslash operator to create a reference to an existing list,
but as we showed above, this is not what backslash does. In order to create an array reference from a
list, we must first place the list into an array. This causes Perl to allocate an array structure for the
values, which we can then create a reference for - the original list is not stored as an array, so it cannot
be referenced. This is essentially what the [ . . . ] construct does.

The[...] and{...} constructors also create a reference to an array or hash. These differ from the
backslash operator in that they create a copy of their contents and return a reference to it, not a
reference to the original.

$sanearr ayr ef \@rray;
$copyarrayref = [@rray];
$sanmehashref = \%ash;
$copyhashr ef {%hash};
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The[..] and'{..} constructors are not strictly operators and have the precedence of terms (like
variable names, subroutines and so on) which is the highest precedence of all. The contents of the
constructors are always evaluated before they are used in other expressions.

The hash reference constructor constructs a hash, which requires key-value pairs, and so spots things
like odd numbers of elements. We can't create hash references with the backslash operator either — we
have to pass it a hash variable. That is why we have the {. ..} constructor.

Confusing constructors with lists is a very common Perl error, especially as Perl is quite happy for us to
do the following:

# this does not do what it might appear to
@rray = [1, 2, 3, 4];

What this probably meant to do was assign @r r ay a list of four elements. What it actually does is
assign @ir r ay one element containing a reference to an anonymous array of four elements, that is it is
actually the same as:

@nner_array = (1, 2, 3, 4);
@rray = \@nner_array,

When arrays and hashes do not appear to contain the values that they should, this is one of the first
things to check. The error 'Reference found where even-sized list expected ..." is a clue that this may
be happening during a hash definition, but for arrays we are on our own.

Perl sometimes creates references automatically, in order to satisfy assignments to complex data
structures. This saves what would otherwise be a lot of monotonous construction work on our part. For
instance, the following statements create several hash references and automatically chain them together
to form a composite structure, a process known immemorially as autovivification:

nmy %ash;
$hash{' nane' }{' address' }{' street'}{' nunber'} = 88;

Comparing References

References to the same underlying value are equal, but only if they point to the same actual value:

#!/ usr/ bi n/ perl

# refl. pl

use war ni ngs;

use strict;

ny $text = "This is a val ue";

ny $refl = \S$text;
ny $ref2 = \S$text;

print $refl == $ref2 # produces '1'

$$refl = ' New val ue';
print $$ref2; # produces ' New val ue'
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Pointing to two values that happen to be equal will not result in equal references:

#! [ usr/ bi n/ perl

# ref2.pl

use war ni ngs;

use strict;

ny $textl = "This is a val ue";
ny $text2 = "This is a val ue";
ny $refl = \$textl;

ny $ref2 = \S$text?2;

print $refl == $ref2; # produces ''

$$ref 1 = ' New val ue';
print $$ref2; # produces ' New val ue'

Dereferencing

A reference is only useful if we can access the underlying value, a process called dereferencing. We can
extract the value and assign it to a variable, or we can simply work through the reference, a little like
keyhole surgery.

Dereferencing is dependent on the type of the reference, we can only get a scalar from a scalar
reference, and we can only get an array from an array reference. However, since all references,
regardless of type, are scalars, Perl cannot perform compile-time syntax checks to ascertain whether a
reference is being dereferenced with the correct type. This compels us to take a little care when using
references, since incorrectly using a reference may only show up as a run-time error.

Dereferencing any reference can be done by prefixing the reference with the symbol appropriate for the
underlying data type; the previous comparison example includes four scalar dereferences using $$. As a
more complete example, here is how we can copy out the value pointed to by a scalar, array, hash, and
typeglob reference into a new variable:

$val ue = $$ref;
@rray = @arrayref;
%hash %hashr ef ;
*gl ob = *$gl obref;

Similarly, we can call a code reference like this:
&$coder ef (@r gs) ;

We cannot dereference with impunity — attempting to access an array or hash reference as a scalar
produces a syntax error:

Not a SCALAR reference ...

Similarly, while a statement like @=21 will create an array with one element (the value 21), and might
conceivably be what we intended, Perl is skeptical that we would ever want to create such an array by
dereferencing, and so produces a run-time error if we say:

@ = @scalarref;
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If we want to use the values held by a reference from a hash as an array, we have to recreate the
reference (or generate a new one), because hashes are not organized in the same way as arrays. So the
values must be extracted and stored in the other format:

$ref = {a=>1, b=>2, c=>3};

print %ref; # produces alb2c3 (dependent on internal ordering of hash)
print @ref; # run-tine error 'Not an ARRAY reference ...'

$ref = [ %ref ]; # convert '$ref' fromhash to array reference

print %ref; # run-time error 'Can't coerce array into hash ...’

print @ref; # produces alb2c3 (dependent on order of hash)

Working with References

Instead of just pulling out the value from a reference and assigning it to something else, we can work
directly through the reference. For example, to access a scalar value in an array or hash value we would
use:

$el ement _2 = $$arrayref[1];
$hashval ue = $$hashref{' key_nane'};

If we mentally replace the $arrayr ef and $hashr ef with array and hash we can see that these are
really just conventional array and hash accesses, just being done through a reference (the keyhole).
Similarly, we can get an array slice via a reference:

@lice = @arrayref[6..9];

This works well when we are accessing a scalar containing an array reference, but it can cause problems
if we try to access an array containing array references. For example, consider the following nested
array:

@rray = (1, [2, 3, 4], 5);
This array contains an array reference as its second element (note that if we had not used an array

reference constructor and just used parentheses we would have ended up with a plain old five element
array). We might try to access that array with:

@ubarray = @array[ 1];
Unfortunately this gives us an array with an array reference as its only element, not the three elements

2, 3, 4. This is because prefixes bind more closely than indices, and so the '@is applied before the [ 1] ".
The above is therefore actually equivalent to:

@ubarray = ($$array[1]);
This explains why we get a single array reference as the only element of @ubarr ay. In order to get the
index to happen first we need to use curly braces to apply the dereferencing operation to the array

element instead of to the array:

@ubarray = @S$array[1]};
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This more explicit dereferencing syntax also has its scalar, hash, code, and typeglob counterparts, for
example:

%subhash = % $hashof hashes{ $hashkey}};

An alternative technique for dereferencing is the arrow or dereference operator. This is often more
legible than the double prefix syntax:

$el ement _2
$hashval ue

= Sarrayref->[1];

= $hashref -> {'key_nane'};

Multidimensional arrays and hashes can omit the arrow, since Perl is smart enough to translate adjacent
indices or hash keys into an implicit dereference. The following are therefore equivalent, but the first is
easier to read:

$val ue
$val ue

$t hreedeepreference[ 9] {' four'}[1];
$t hreedeepreference[9] -> {'four'} -> [1];

This only applies to the second and subsequent indices or hash keys, however. If we are accessing a
reference we still need to use the first arrow so Perl knows that we are going via a reference and not
accessing an element or hash value directly.

Passing References to Subroutines

One of the major advantages of hard references is that they allow us to package up a compound value
like an array or hash into a scalar. This allows us to create complex data structures and to pass arrays
and hashes into subroutines keeping them intact.

As we observed earlier, if we combine lists directly then they merge together. This is handy if we want
to create a combined list, but problematic if we want to pass, say, a couple of arrays to a subroutine,
since inside the subroutine we will be unable to tell one from the other:

nysub (@rrayl, @rray2);

sub nysub {
nmy @onbinedarray = @;

foreach (@onbi nedarray) {

}
}

References solve this problem by replacing the arrays with array references:

nmysub (\@rrayl, \@rray2);

sub nysub {
ny ($arrayrefl, $arrayref2) = @;

foreach (@arrayrefl) {
}
foreach (@arrayref2) {

}
}
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Not only does this solve the problem, but it is also more efficient if the arrays happen to be large ones,
we pass two scalars, and not an indefinite number of values.

However, see the section on 'typeglobs' for an alternative, and also subroutine 'Prototypes' in Chapter 7
for two alternative approaches to passing arrays and hashes without using references. Each has its merits
and drawbacks.

Finding the Type of a Reference

Perl cannot perform syntax checks to ensure that references are being dereferenced with the correct
prefix because the content of a scalar variable is defined at run time, and can change during the lifetime
of a program. Consequently it is occasionally useful to be able to check the type of a reference before
we access it. Fortunately we can find out the type of a reference with the r ef function. This is analogous
to a 'type of' function, but only for references. Since non-references are implicitly typed by their syntax
of prefixes, this is all we actually need in Perl.

ref takes a single reference as an argument, or uses $_ if no argument is supplied. It returns a string
containing the reference type, or undef if the argument is not a reference:

$ref =\[1, 2, 3];
print "The reference type of $ref is '", ref($ref),"" \n";

When executed, these lines produce a message of the form:
The reference type of ARRAY(0x8250290) is 'ARRAY'

The string representation of a reference is the reference type followed by the memory address it points
to. While useful for debugging, we cannot convert this back into a reference again, so it is rarely useful
otherwise. Conversely, r ef returns a string description of the reference type, which is more useful as
well as being easier to use.

The values returned for references are strings containing the name of the reference. These are the same
names produced when we print a reference, for example SCALAR, and include:

SCALAR A scalar reference

ARRAY An array reference

HASH A hash reference

CODE A reference to an anonymous subroutine

GLoB A reference to a typeglob

IO (or | O : Handl e) A Filehandle reference

REF A reference to another reference

LVALUE A reference to an assignable value that isn't a SCALAR,
ARRAY or HASH (such as, the return value from substr)

In general the first three reference types on this list are by far the most commonly encountered; see
'Complex Data Structures' for an example that uses r ef to recursively explore an arbitrarily complex
structure of scalars, arrays, and hashes.

148



Beyond Scalars - More Data Types

Finding the Type of a Blessed Reference

Blessed references are a very specific and important subclass of hard references, being the primary
mechanism by which Perl implements objects and object-oriented programming. They are created by
using the bl ess function on a hard reference to assign a package name to it, converting it from an
ordinary reference into an object of the class defined by the package.

The r ef function will return the name of the blessed class when called on an object, rather than the
type of the underlying reference. In general this is what we want, because the point of objects is that we
treat them as opaque values that hide the details of their implementation from us. In the rare cases that
we do want to know the underlying reference type (perhaps because we want to dump out the object's
state or save it to a file on disk) we can use the r ef t ype function from the at t ri but es module:

#! [/ usr/ bi n/ perl
# reftype. pl
use war ni ngs;
use strict;

use attributes gwreftype);
die "Usage: $0 <object mpdule> ...\n" unless @RGY;

foreach (@RGY) {
my $filename = $_;
$filename =~ s|::|/|g;
require "$fil enane. pnt';
ny $obj = new $_;

print "Cbject class ", ref($obj), " uses underlying data type ", reftype($obj),
"\'n";

}

We can use this script like this:

> perl reftype.pl CGI
Object class CGI uses underlying data type HASH

Note that the at t ri but es module does a lot more than provide the r ef t ype subroutine, much of

which is rather esoteric for the average Perl application. We cover it in a little more detail at the end of
Chapter 7.

Symbolic References

Symbolic references, as opposed to hard references, are simply descriptions of variables represented as
text. For instance, the symbolic reference for the variable @r r ay is the string '@array'. Here is an
example of a symbolic reference in action:

#! [ usr/ bi n/ perl
# symbolic_ref. pl
use war ni ngs;
use strict;

no strict 'refs';
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our @rray = (1, 2, 3); # only package vari abl es al | owed
ny $synmref = "array';
ny $total = $#$synref;
$t ot al ++;
print "$synref has $total elenents \n";
foreach (@synref) {
print "Got: $_\n";
}

The notation for symbolic references is exactly the same as it is for hard references — in both cases we
say things like @arrayr ef to dereference the reference. The distinction is that in the case of a hard
reference the scalar variable contains an immutable pointer, whereas in the case of a symbolic reference
it contains an all-too-mutable string.

Symbolic references can only refer to global variables, or to be more technical, variables that exist in
the symbol table, though they themselves can be lexical. We cannot therefore refer to variables that
have been declared lexically (with my), only those declared with our, use var s or defined explicitly
with @mai n: : array and so on. This is a significant caveat and a common gotcha for programmers who
forget. If the symbolic reference is unqualified, it is presumed to be a reference to a variable in the
current package (most likely mai n, since we have not introduced packages yet), otherwise it refers to the
variable in the named package:

ny $synbol ref i not her package = ' My: : & her: : Package: : vari abl e’ ;

Unlike hard references, symbolic references do not have a type; they are just strings after all. We can
therefore dereference any variable whose name matches the reference by prefixing it with the relevant
symbol:

ny $synmref = "Package::variable";

ny $scal ar = $$synref;

ny @rray = @synref;

ny %ash = %synref;

print "And call a subroutine, returning ", &$synref(@rgs);

Since symbolic references are mutable, they are banned by the st ri ct module by default:
use strict; # strict 'vars', 'subs' and 'refs’

To enable symbolic references we therefore have to make special dispensation:
no strict 'refs';

Since this is not in general an advisable idea (we should generally use the stri ct pragma unless we are
writing 'throwaway' code) it is best to do this inside a subroutine or other lexically limited scope, where
the range of permissibility of symbolic references is clearly defined.

The reason for restricting the use of symbolic references is that it is very easy to accidentally create a
symbolic reference where we did not mean to, especially if we don't have war ni ngs enabled (which we
should never do globally anyway, but might do temporarily inside a subroutine). However, a few places
do allow symbolic references as special cases, such as functions that take filehandles as arguments (like
print).
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Complex Data Structures

Combining lists and hashes with references allows us to create arbitrarily complex data structures such
as lists of lists, hashes of hashes, and lists of hashes of lists of lists and so on. However, Perl lacks the
ability to explicitly declare things like multidimensional arrays, because lists and hashes can only
contain scalar values.

The Problem with Nesting — My Lists Went Flat!

One consequence of not being able to declare multidimensional arrays explicitly is that nesting lists
does not work the way we might expect it to. A seemingly obvious way to store one list in another
would be to write:

@ nner
@ut er

1nn
—_~—

We would then like to be able to access the inner list by writing $out er [ 2] and then access its
elements with something like $out er [ 2] [ 1] . Unfortunately this does not work because the above
example does not produce a list containing another list. Instead the lists are 'flattened’, the inner list
being converted into its elements and integrated into the outer list. The above example actually results
in this:

@uter = (1, 2, 3, 4, 5, 6);

While this is a perfectly acceptable way to merge lists together, it does not produce the nested data
structure that we actually intended. The heart of the problem is that Perl does not allow lists and hashes
to store other lists or hashes as values directly. Instead we must store a reference (which is a scalar
value) to the hash or list we want to nest.

We can fix the flattening problem above using either of the modified examples below, the first using
square brackets to construct a reference and the second using a backslash to get the reference to the
original array:

@ut er
@ut er

(1, 2, [@nner], 5, 6); # using square brackets
(1, 2, \@nner, 5, 6); # usi ng a backsl ash

Note that the second example avoids duplicating the inner array by taking a direct reference but
assumes we only do this once. In a loop this would cause duplicated references, which we probably did
not intend. For more on this issue, see 'Creating Complex Data Structures Programmatically'.

Now we know how to construct complex data structures we can go on to create more complex animals
like lists of lists and hashes of hashes.

Lists of Lists and Multidimensional Arrays

The way to create a list of lists is to create a list of list references, either with the square bracket [ . . . ]
notation, or using the backslash operator. Defining a list of lists is actually quite simple. The following
example shows a list of lists defined using square brackets:

@rray = (
["One”, "Two", "Three"],
["Red", "Yellow', "Blue"],
["Left", "Mddle", "Right"],
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The important point to note about this is that the outer array contains a list of references — one for each
inner list. The result is, in effect, a two-dimensional array which we can access using two sets of indices:

print $array[0][2]; # displays third elenent of first row - 'Three'
print $array[2][1]; # di splays second el enent of third row - 'Mddle’

This is actually a piece of Perl shorthand, in deference to languages like C where real multidimensional
arrays can be defined and accessed using multiple indices. In Perl an index is just a count into an array,
so the value of $array[ 0] is in fact a reference, which we should not be able to tack a '[ 2] ' onto. In
other words we would expect to have to write:

print $array[0] -> [2];

This does indeed work, because this is exactly what happens internally. Perl is clever enough to
automatically spot multiple indices and do the additional dereferencing without having to be told
explicitly.

We can retrieve an individual array row by using one index, which will give us a scalar array reference,
as we just observed:

$second_row = $array[1];
We can dereference this reference to get an array:
@econd_row = @$array[1]};

There is an important difference between using $second_r owand @econd_r ow, however.
$second_r owis a reference to the second row of the original multidimensional array, so if we modify
the array that $second_r ow points to we are actually affecting the original array:

print $array[1][1]; # prints 'Yellow
$second_row [1] = "G een";

print $Sarray[1][1]; # prints 'Geen'

By contrast, @econd_r ow contains a copy of the second row (because the assignment is actually a
straight array copy), so modifying it does not affect @rr ay. This distinction can be very important
when working with complex data structures since we can affect values we did not mean to, or
conversely, not modify the contents of arrays that we meant to.

Instead of defining a straight list of lists we can also define a reference to a list of lists, in which case we
just have to modify the outer array definition by replacing the parentheses with square brackets and
changing the variable type to a scalar, like so:

$arrayref = [
["One", "Two", "Three"],
["Red”, "Yellow, "Blue"],
[“Left", "Mddle", "Right"],
I
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Accessing the elements of this array can be done either by dereferencing the outer array reference
$arrayr ef , or by using the dereferencing operator '- >' to access the underlying array, which is
somewhat clearer to read:

print $$arrayref[0][2];
print $arrayref->[0][2]; # using -> is clearer

Accessing a row is similar to before, but with an extra layer of dereferencing. Either of the following will
do the trick, though again the second is clearer:

$second_row = $$array[1];
$second_row = $array->[1];

Hashes of Hashes and Other Animals

Creating a hash of hashes is similar to creating a list of lists, differing only in our use of syntax. Here is
an example of a three-deep nested hash of hashes:

% dentities = (
JohnSmith => {
Nane => {First=>"John", Last=>"Smth"},
Phone => {Hone=>"123 4567890", Wbrk=>undef},
Address => {Street => "13 Acacia Avenue",
Cty => "Arcadia Cty",
Country => "El Dorado",

}
b
Al anSmi t hee => {
Nane => {First=>"Alan", Last=>"Smthee"},
Phone => {Wrk=>"not applicable"},
}
)

Accessing this structure is similar too, and again Perl allows us to omit the dereferencing operator for
consecutive hash keys:

$al ans_first_name = $identities{' AlanSmthee' }{' Name'}{' First'};

Since nesting data structures is just a case of storing references, we can also create lists of hashes, hashes
of lists, and anything in between:

#!/ usr/ bi n/ perl
# lists.pl

use war ni ngs;
use strict;

ny (@ist_of_hashes, Y%ash_of |ists, % xed_bag, $nmy_object);
ny @vy_list = (1, 2, 3, 4, 5);

@i st_of _hashes = (
{Monday=>1, Tuesday=>2, Wednesday=>3, Thrusday=>4, Friday=>5},
{ Red=>0xf f 0000, G een=>0x00ff 00, Bl ue=>0x0000ff},

DE
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print "Tuesday is the $list_of _hashes[0]{Tuesday}nd day of the week.", "\n";

Yhash_of |lists = (

List_ 1 =>1[1, 2, 3],

List_2 => ["Red", "Yellow', "Blue"],
)

print "The second el enent of List_1 is: $hash_of lists{List_1}[1]", "\n";

%m xed_bag = (
Scal ar1l => 3,
Scalar2 => "Hello Wrld",
Listl =>[1, 2, 3],
Hashl => { A => 'Horses', C => "'Mles' },
List2 => ['Eenie',' Meenie',
[' Meeni el ,' Meenie2'],
"Mni', "M'],
Scal ar3 => $ny_obj ect,
Hash2 => { Time => [ gntine ],
Date => scal ar(gntine),
b

List3 => @y_list[0..2],

)

print "Eenie Meenie Mni $nmi xed_bag{List2}[4]";

Adding to and Modifying Complex Data Structures

Manipulating nested data structures is essentially no different from manipulating simple ones, we just
have to be sure to modify the correct thing in the right way. For example, to add a new row to our two-
dimensional array we can either define the row explicitly, or use the push function to add it. In either
case we have to be sure to add a reference, not the list itself, or we will end up adding the list contents
to the outer array instead.

# Right - adds a reference

$array[2] = \@hird_row, # backsl ash operator creates reference to array
push @rray, ["Up", "Level", "Down"]; # explicit reference

push @rray, \( "Large", "Mediunf, "Small" ); # backsl ashed reference

# ERROR this is probably not what we want
$array[2] = (8, 9, 10); # $array[2] becomes 10, the 8 and 9 are discarded
push @rray, @hird_row, # contents of @hird_row added to @rray

In the first wrong example we will get a warning from Perl about the useless use of a constant in void
context. The second example, which is perfectly legal Perl, will not generate any warnings. This is
consequently one of the commonest sources of bugs when manipulating complex data structures. The
way to avoid it is to be extremely clear and consistent about the structure of the data, and to avoid
complicated mixtures of scalars, lists, and hashes unless their use is transparent and obvious.

Modifying the contents of nested lists and hashes is likewise simple. We have already seen how to
replace a row in a list of lists, but we can also replace individual elements and array slices:
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# Ri ght
$array[2][1] = 9; # replace an individual elenent
$array[2][12] = 42; # grow the |list by adding an el ement

@$array[2]} = (8, 9, 10); # replace all the elenents
@$array[2]}[1..2] = (9, 10); # replace elenments 2 and 3, keeping 1

# ERROR Wong
$array[2][1..2] = (9, 10); # cannot take a slice of a list reference

The essential point to remember is that this is no different from manipulating simple lists and hashes, so
long as we remember that we are really working through references. Perl allows a shorthand for indices
when accessing elements but this doesn't extend to array slices or more complex manipulations, so we
need to handle the reference ourselves in these cases.

Creating Complex Data Structures Programmatically

Explicitly writing the code to define a complex structure is one way to achieve our goal, but we might
also want to generate things like lists of lists programmatically. This is actually straightforward, but a
couple of nasty traps lurk for the unwary Perl programmer. Here is a loop that appears to create a list of
lists, but actually constructs a list of integers:

#! [ usr/ bi n/ perl
# conpl ex1. pl
use war ni ngs;
use strict;

my (@uter, @nner);
foreach nmy $el ement (1..3) {

@nner = ("one", "two");
$out er [ $el ement] = @ nner;

}

print ‘@uter is ', "@uter \n";

> perl complex1.pl
Use of uninitialized value in join at test.pl line 11.
@outeris 222

Although this might appear correct, we are in fact assigning a list in a scalar context. All that actually
happens is that a count of the two elements in each of the three instances of the @ nner array that the
foreach loop reads is assigned to an element of the @ut er array. This is why @ut er consists of
three 2 rather than three @ nner arrays each of which has the two elements one and t wo.

The following variant is also defective — it suffers from list flattening, so the contents of all the inner
arrays will be merged into the outer array:

#ERROR: list flattening
#!/ usr/ bin/ perl

# conpl ex2. pl

use war ni ngs;

use strict;
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my (@uter, @nner);

foreach ny $elenent (1..3) {
@nner = ("one", "two");
push @uter, @ nner;

}
print ' @uter is ', "@uter \n";

> perl complex2.pl
@outer is one two one two one two

The correct thing to do is to assign references, not lists. The following loop does the task we actually
wanted. Note the additional square brackets:

#!/ usr/ bi n/ perl
# conpl ex3. pl
use war ni ngs;
use strict;

my (@uter, @nner);
foreach ny $elenent (1..3) {

@nner = ("one", "two");

push @uter, [@nner]; # push reference to copy of @ nner
}
print '@uter is ', "@uter \n";

> perl complex3.pl
@outer is ARRAY(0x176f0d0) ARRAY (0x176505¢c) ARRAY (0x17650bc)

Note that @ut er consists of three different arrays despite the fact that @ nner didn't change. The
reason for this is that each of the three instances of @ nner has a different address which we used to
create @ut er.

We have already referred to the important distinction between creating a reference with square brackets
and using the backslash operator to take a reference to the list. In the above code, the brackets make a
copy of the contents of @ nner and return a reference to the copy, which is pushed onto the end of
@ut er . By contrast, a backslash returns a reference to the original list, so the following apparently
equivalent code would not work:

#! [ usr/ bi n/ perl
# conpl ex4. pl
use war ni ngs;
use strict;

my (@uter, @nner);
foreach nmy $element (1..3) {

@nner = ("one", "two");

push @uter, \ @ nner; # push reference to @ nner
}
print '@uter is ', "@uter \n";

> perl complex4.pl
@outer is ARRAY(0x1765188) ARRAY(0x1765188) ARRAY(0x1765188)
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What actually happens is that the @ut er array is filled with the same reference to the @ nner array
three times. Each time the @ nner array is filled with a new double of elements, but the elements of
@ut er all point to the same list, the current contents of @ nner . At the end of the loop all the
elements of @ut er are identical and only two different elements are actually stored in total.

Another way to approach this task avoiding the pitfalls of accidentally creating duplicate references, or
counting lists we meant to assign as references, is to use references explicitly. This makes it much harder
to make a mistake, and also saves a list copy:

#! [ usr/ bi n/ perl
# conpl ex5. pl
use war ni ngs;
use strict;

ny (@uter, $inner_ref);
foreach my $element (1..3) {

$inner _ref = ["one", "two"];

push @uter, $inner_ref; # push scal ar reference
}
print '@uter is ', "@uter \n";

> perl complex5.pl
@outer is ARRAY(0x176f0ac) ARRAY (0x1765044) ARRAY(0x17650a4)

Rather than redefining a list, this time we redefine a list reference, so we are guaranteed not to
accidentally assign the same reference more than once. Finally, another way to ensure that we don't
assign the same array is to create a new array each time by declaring @ nner inside the loop:

#! [/ usr/ bi n/ perl
# conpl ex6. pl
use warni ngs;
use strict;

ny @uter;
foreach nmy $element (1..3) {
ny @nner = ("one", "two");
push @uter, \ @ nner; # push reference to @nner

}
print '@uter is ', "@uter \n";

> perl complex6.pl
@outer is ARRAY (0x17651b8) ARRAY (0x176f0d0) ARRAY (0x1765074)

Here @ nner is declared each time around the loop, and remains in scope for that iteration only. At the
start of each new iteration, the old definition of @ nner is discarded and replaced by a new one (note
that while the elements of @ nner don't change, their addresses change). As with the explicit reference
example this is also more efficient than using square brackets since no additional array copy takes place.
However, it is more prone to bugs if we omit warnings since there is nothing programmatically wrong
with assigning the same reference multiple times, even if it wasn't what we actually intended.

Although we have only discussed lists of lists in this section, exactly the same principles also apply to

any other kind of complex data structure such as hashes of hashes or hybrid structures; just substitute
braces {} for square brackets and percent signs for @signs where appropriate.
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Traversing Complex Data Structures

Iterating over simple data structures is easy, as we saw when we covered arrays and hashes earlier.
Traversing more complex structures is also simple if they are homogenous (that is, each level of nesting
contains the same type of reference and we don't have other data types like scalars or undefined values
lurking). Here's a simple loop that iterates over a list of lists:

#!/ usr/ bi n/ perl
# sinpl el. pl
use war ni ngs;
use strict;

my @uter = (['al', 'a2', 'a3'], ['bl", "b2'", "b3'], ['cl', 'c2', '"c3']);

foreach my $outer_el (@uter) {
foreach (@%outer_el}) {
print "$.\n";

b
print "\n";

And here's one that iterates over a hash of hashes:

#!/ usr/ bi n/ perl
# sinpl e2. pl
use war ni ngs;
use strict;

my %uter = (A=> {al=>1, a2=>2, a3=>3}, B=> {bl=>4, b2=>5, b3=>6},
C=> {c1=>7,c2=>8, c3=>9});

foreach ny $outer_key (keys %outer) {
print "$outer_key => \n";
foreach (keys % $outer{S$outer_key}} ) {
print"\t$_ => $out er{Sout er_key} {$_} \n";

b
print "\n";

Finally, here is another list-of-lists loop that also prints out the indices and catches undefined rows:

#!/ usr/ bi n/ perl
# sinpl e3. pl
use war ni ngs;
use strict;

nmy @uter;
@uter[1, 2, 5] = (['First', "Row], ['Second', "Row], ['Last', 'Row]);

for ny $outer_elc (O..S$#outer) {
if ($outer [Souter_elc] ) {
ny $inner_elcs = $#{ S$outer[Souter_elc] };
print "$outer_elc : ", $inner_elcs+1," elenents \n";
for ny $inner_elc (0..$inner_elcs) {
print "\t$inner_elc : $outer[$outer_elc][$inner_elc] \n";

} else {
print "Row $outer_el c undefined\n";
}

}
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Traversing other structures is just a matter of extending these examples in the relevant direction. Things
become more complex however if our structures contain a mixture of different data types. In most cases
when we have structures like this it is because different parts of the structure have different purposes,
and we would therefore not normally want to traverse the whole structure. It can be useful for
debugging purposes though; so in order to handle structures that could contain any kind of data we can
resort to the r ef function. The following recursive subroutine will print out nested scalars (which
includes objects), lists, and hashes to any level of depth, using r ef to determine what to do at each
stage:

#! [/ usr/ bi n/ perl
# print_struct. pl
use war ni ngs;
use strict;

ny $mxed = ['scalar’, ["a", "list', ["of', "many'], 'values'], {And=>{'A
Hash' =>' Of Hashes'}}, \'scalar ref'];

print_structure($ni xed);

sub print_structure {
ny ($data, $depth) = @;

$dept h=0 unl ess defi ned $dept h; # for initial call

foreach (ref $data) {

/"$/ and print($data,"\n"), next;

/N"SCALAR/ and print('-> "', $$data, "\n"), next;

/"HASH and do {

print "\n";

foreach my $key (keys % $data}) {
print "\t" x$depth, "$key =>";
print_structure ($data->{$key}, $depth+1);

}
next ;
b
/ "ARRAY/ and do {
print "\n";
for my $elc (0..$#{$data}) {
print "\t" x$depth, "[$elc] :
print_structure ($data->[$elc], $depth+1);
}
next ;
}.

# it is sonething el se - an object, filehandl e or typegl ob
print "?$data?";
}

}

If all we are interested in is debugging data structures, then we can have the Perl debugger do it for us,
as this short example demonstrates (there is much more on the Perl debugger in Chapter 17):

> perl -d -e 1;
Default die handler restored.

Loading DB routines from perl5db.pl version 1.07
Editor support available.
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Enter h or 'h h' for help, or 'man perldebug' for more help.

main::(-e:1): 1
DB<1> $hashref={a=>1,b=>2,h=>{c=>3,d=>4},e=>[6,7,8]}

DB<2> x $hashref
0 HASH(0x82502dc)
A =>1
'b'=>2
'e' => ARRAY(0x8250330)
06
17
28
'h' => HASH(0x80f6alc)
'c'=>3
'd'=>4
DB<3>

Here we have just used the debugger as a kind of shell, created a hash containing an array and another
hash, and used the 'X' command of the Perl debugger to print it out in a nice legible way for us.

Several Per]l modules perform similar functions. Notably, the Dat a: : Dunper module generates a string
containing a formatted Perl declaration that, when executed, constructs the passed data structure:

#!/ usr/ bi n/ perl
# dat adunper . pl
use war ni ngs;
use strict;

use Dat a: : Dunper;
ny $hashref = {a=>1, b=>2, h=>{c=>3, d=>4}, e=>[6, 7, 8]};

print Dunper ($hashref);

> perl datadumper.pl
$VAR1L = {
e => [

0 N o

[a—

h'=>{
c'=>3,
d=>4
13
a'=>1,
b'=>2
2
Note that the output of Dat a: : Dunper is actually Perl code. We can also configure it in a variety of

ways, most notably by setting the value of $Dat a: : Dunper: : | ndent (which ranges from 0 to 4, each
producing an increasing level of formatting, with 2 being the default) to control the style of output.
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Finally, if we want to store complex data structures in a file then we will also want to look at modules
like Dat a: : Dunper, Fr eezeThaw, and St or abl e, and possibly also the M_.DBMmodule.

Typeglobs

The typeglob is a composite data type that contains one instance of each other data types. It is an
amalgam (or in Perl-speak, gl ob) of all Perl's data types, from which it gets its name. It is a sort of
'super reference' whose value is not a single reference to something but six slots that can contain six
different references, all at once:

scal ar - a reference to a scalar

array - areference to an array

hash - a reference to a hash

code - a code reference to a subroutine
handl e - afile or directory handle

f or mat - a format definition

Typeglobs programming is a little obscure and rather lower level than many programmers are entirely
happy with. It is actually quite possible (and even recommended) to avoid typeglobs in everyday Perl
programming, and there are now few reasons to use typeglobs in Perl programs. In ancient days, before
references were invented, typeglobs were the only way to pass arguments into subroutines by reference
(so they could be assigned to) instead of by value.

The other common use of typeglobs was to pass filehandles around, since filehandles have no specific
syntax of their own and so cannot be passed directly. The | O : Handl e, O : File,and IO : Di r
modules have largely replaced typeglobs for dealing with filehandles, but since the | O : family of
modules is comparatively bulky, typeglobs are still a popular choice for dealing with filehandles (see
Chapter 12 for more on filehandles).

Defining Typeglobs
Typeglobs are defined using an asterisk prefix, in exactly the same way as scalars are prefixed with a $,

or arrays with an @ To create a typeglob we need only assign a value to it. The most obvious example is
assigning a typeglob from another typeglob:

*gl ob = *anot hergl ob

This copies all the six references (which need not all be defined) held in anot her gl ob to the typeglob
gl ob. For example:

$nmessage = "some text";
*m ssive = *nessage;
print $mssive; # produce 'sone text';

Alternatively we can assign references individually:

*glob = \$scal ar;
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This creates a new typeglob containing a defined scalar reference, and an undefined value for the other
five. We can access this new scalar value with:

print $gl ob; # access typegl ob scal ar reference

Assigning a scalar reference to a typeglob creates a new variable called $gl ob that contains the same
value as the original scalar.

Interestingly, we can then fill other slots of the typeglob without affecting the ones currently defined
(unless of course we overwrite one). Perl treats glob assignments intelligently, and only overwrites the
part of the glob that corresponds to the reference being assigned to it, a property unique among Perl's
data types. The following statement fills the array reference slot, but leaves the scalar reference slot
alone:

*glob = \@rray;

By filling in the array slot we create a variable called @l ob which points to the same values as the
original @r r ay; changing either variable will cause the other to see the same changes. The same
applies to our earlier $gl ob variable. Changing the value of $gl ob also changes the value of $scal ar,
and vice versa. This is called variable aliasing, and we can use it to great effect in several ways on
variables, subroutines, and filehandles.

The upshot of this is that we rarely need to access a typeglob's slots directly, since we can simply access
the relevant variable (the exception is of course filehandles, which do not have their own syntax for
direct access), but we can play some interesting tricks by assigning to typeglobs.

Manipulating Typeglobs

We have already seen how we can create aliases for scalars and arrays (the same applies to hashes too,

of course):
*glob = \$scal ar; # create $glob as alias for $scal ar
*glob =\ @rray; # create @l ob as alias for @rray
*gl ob = \ %ash; # create %gl ob as alias for %ash

If we assign the typeglob to a new name, we copy all three references. For example, the following
statement invents the variables $gl 0b2, @l ob2, and %gl ob2, all of which point to the same
underlying values as the originals:

*gl ob2 = *gl ob;
So far we have considered only the three standard variable types, but typeglobs also contain a code
reference slot, which is how Perl defines subroutine names. A roundabout way to define a named
subroutine is to assign a code reference to a typeglob:

*subgl ob = sub {return "An anonynous subroutine?"};

Or:

*subgl ob = \ &mysubrouti ne;
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Both of these assignments cause a subroutine called subgl ob to spring into existence. The first
demonstrates that the only difference between a named and an anonymous subroutine (see Chapter 7
for more on subroutines) is a typeglob entry. The second creates an alias for the subroutine

nysubr out i ne, so we can now call mysubr out i ne or subgl ob with equal effect:

# these two statenments are identical
print nysubroutine(@rgs);
print subgl ob( @rgs);

Both typeglobs contain the same code reference, so the two names are simply two different ways to refer
to the same thing.

Accessing Typeglobs

If we want to access the different parts of a typeglob we can do so by casting it into the appropriate
form. For example:

# assign a new key to %gl ob
${*gl ob}{' key'} = $val ue;

The same approach works for ${ *gl ob}, @ * gl ob}, and &{ * gl ob}, which access the scalar, array,
and subroutine parts of the typeglob respectively. However, we cannot do the same for filehandles or
reports, since they do not have a prefix.

A recent addition to Perl is the ability to access the different parts of a typeglob directly. This uses a
notation similar to hashes, but with a typeglob rather than a scalar prefix. There are five slots in a
typeglob, which can be accessed (reports being the exception), each with its own specific key that
returns the appropriate reference, or undef if the slot is not defined:

$scal arref = *gl ob{ SCALAR};
$arrayref = *gl ob{ ARRAY};
$hashref = *gl ob{ HASH};
$subref = *gl ob{ CODE};

$fhref = *glob{1C};
We can also generate a reference to the typeglob itself with:
$gl obref = *gl ob{ GLOB};
Much of the time we do not need to access the contents of a typeglob this way. Scalar, array, hash, and

code references are all more easily accessed directly. Perl's file handling functions are also smart, in that
they can spot a typeglob and extract the filehandle from it automatically:

print STDOUT "This goes to standard output”;

print *STDOJUT "The sane thing, only indirectly";
This is actually another form of selective access, much the same as when we assign a reference to a
typeglob. When we say * STDOUT, pri nt looks for the filehandle reference, ignoring the other

references that come with it. Indeed, we can also pass a reference to a filehandle to all Perl's file-
handling functions for exactly this reason.
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Assigning a typeglob to anything other than another typeglob causes it to be interpreted like a
reference. That is, the name of the typeglob, complete with package specifier and asterisk prefix is
written into the scalar:

$gl obnanme = *gl ob
print $gl obnane; # produces '*main::glob

This is basically just a way to create a symbolic reference to a typeglob, which is getting dangerously
abstract and obscure, and is exactly the sort of thing that use st ri ct was implemented to prevent:

*$gl obnanme = *anot her gl ob; # aliases '*anotherglob' to '*glob

However it does have one use, which comes about from the fact that we can refer to filehandles via
typeglobs, coupled with the fact that Perl's file-handling functions accept the name of a filehandle (in a
string) as a substitute for the filehandle itself.

We can take a reference to a typeglob in the usual manner, and then access it via the reference:
$gl obref = \*gl ob;
$scal arref = $gl obref - >{ SCALAR} ;

Since a glob reference is very much like any other reference, a scalar, we can store it in an array
element, a hash value or even another glob:

*par ent gl ob = $gl obref;

The Undefined Value

The undefined value is a curious entity, being neither a scalar, list, hash, nor any other data type, which
is essentially the point. Although it isn't strictly speaking a datatype, it can be helpful to think of it as a
special datatype with only one possible value (NULL). It isn't any of the other data types, and so cannot
be confused for them. We can assign an undefined value to a scalar variable, or anywhere else a literal
value may live, so the undefined value can also be considered a special case of a scalar value.
Conveniently, it evaluates to an empty string (or zero, numerically), which is a False value, so we can
ignore its special properties in Boolean tests if we wish, or check for it and handle it specially if we need
to. This dual nature makes the undefined value particularly useful.

The concept of a 'value that is not a value' is common to many languages. In Perl, the undef function
returns an undefined value, performing the same role as NULL does in C - it also undefines variable
arguments passed to it, freeing the memory used to store their values. If we declare a variable without
initializing it, it automatically takes on the undefined value too. Perl also provides the def i ned function
that tests for the undefined value and allows us to distinguish it from an empty string or numeric zero:

$a = undef; # assi gn undefined value to $a
$b; # assign undefined value to $b inplicitly
$a = 1; # define $a

print defined($a) # produces '1'

undef $a  # undefine $a

print defined (%a) # produces '0'

164



Beyond Scalars - More Data Types

The undefined value is returned by many of Perl's built-in functions to indicate an error or an operation
that did not complete. Since many operations cannot legally return any other value for failure, undef
becomes a useful way to indicate failure because it is not a real value. We can distinguish between
undef and zero with the def i ned function, as the following example demonstrates. The main code
passes a filename to a subroutine called get _r esul t s and handles three different possible outcomes,
one 'success' and two different kinds of 'failure":

#! [ usr/ bi n/ perl
# undef . p

use war ni ngs;
use strict;

# get a filenane
ny $file = $SARGV[ 0] or die "Usage $0 <result file> \n";

# process and return result
ny $result = get_results($file);

# test result
if ($result) {
print "Result of conputation on '$file' is $result \n";
} elsif (defined $result) {
print “No results found in file \n";
} else {
print "Error - could not open file: $! \n";

}

# and the subroutine...
sub get_results {

# return 'undef' to indicate error
open RESULTS, $_[0] or return undef;

# conpute result (sinple sunm

ny $file_result = 0O;

whi |l e (<RESULTS>) {
$fileresult += $_;

}

# return result, 0 if file enpty
return $file_result;

}

The get _r esul t s subroutine uses undef to distinguish between two different but equally possible
kinds of non-result. It is designed to read results from a file and performs a calculation on them (for
simplicity, we've just used a simple sum), returning the result. It is possible that there are no results, so
the calculation returns zero, but this isn't actually an error, just a lack of result. If the results file is
missing, however, that is an error. By passing back undef rather than zero for an error we can
distinguish between these two possible results of calling the subroutine and act accordingly. If we did
not care about the reason for the non-result we could simplify our code to:

if ($result) {

print "Result of conputation on '$file' is $result \n";
} else {

print "No results \n";
}
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Without an argument to undefine, undef is very much like a value that happens to be undefined. We
can treat it almost as a number with no value. However, it is always distinct from a scalar because it
returns false when given to the def i ned function. Having said that, the undefined value does have
some things in common with a scalar, it is a single value (in a manner of speaking) and we can even take
a reference to it, just like a scalar or list:

ny $undefref = \undef;
print defined($$undefref); # produces '0'

Tests of Existence

The def i ned function tests a value to see if it is undefined, or has a real value. The number O and the
empty string are both empty values, and test False in many conditions, but they are defined values
unlike undef . The def i ned function allows us to tell the difference:

print "It is defined!" if defined $scal ar;

def i ned comes up short when we use it on hashes, however, since it cannot tell the difference between
a non-existent key and a key with an undefined value, as noted above. All it does is convert undef to
an empty value ("' or 0, depending on the context) and everything else to one. In order to test for the
existence of a hash key we instead use the exi st s function:

O%hash = (' A Key' =>"'A Value', 'Another Key' => 'Another Value');
print "It exists!" if exists $hash{' A Key'};

Or, in a fuller example that tests for definition as well:

#! [ usr/ bi n/ perl
# exists. pl

use strict;

use war ni ngs;

my %ash = ('Keyl' => 'Valuel', 'Key2' => 'Value2');
ny $key = 'Keyl';

# the first if tests for the presence of the key 'Keyl'
# the second if checks whether the key 'Keyl' is defined
if (exists $hash{$key}) {
i f (defined $hash{$key}) {
print "$key exists and is defined as $hash{$key} \n";
} else {
print "$key exists but is not defined \n";
}
} else {
print "$key does not exist\n";

}

In a sense, def i ned is the counterpart of undef and exi st s is the counterpart of del et e (at least
for hashes). For arrays, del et e and undef are actually the same thing, and exi st s tests for array
elements that have never been assigned to. exi st s is not applicable to scalar values; use def i ned
for them.
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Using the Undefined Value

If we do not define a variable before using it Perl will emit a warning, if warnings are enabled:

ny $a;
print "The value is $a \n"; # produces 'Use of uninitialized value ...

If warnings are not enabled, undef simply evaluates to an empty string. A loop like the following will
also work correctly, even if we do not predeclare the count variable beforehand, because on the first
iteration the undefined variable will be evaluated as O:

#! [ usr/ bi n/ perl
# no_war ni ngs. pl ;
# war ni ngs not enabl ed. ..

whi | e ($a<100) {
print $a++, "\n";

}

Disabling warnings globally is not good programming, but if we know what we are doing we can disable
them locally to avoid warnings when we know we may be using undefined values. In this case we
should really declare the loop variable, but for illustrative purposes we could use a war ni ngs pragma,
or a localized copy of $"Wto disable warnings temporarily like this:

# war ni ngs enabl ed here ...

{
no war ni ngs; # use 'local $"W= 0" for Perl < 5.6
while ($a < 100) {
print $a++, "\n";
}
# ... and here

Perl is smart enough to let some uses of the undefined value pass, if they seem to be sensible ones. For
example, if we try to increment the value of an undefined key in a hash variable, Perl will automatically
define the key and assign it a value without complaining about it. This allows us to write counting
hashes that contain keys only for items that were actually found, as this letter counting program
illustrates:

#! [/ usr/ bi n/ perl
# frequency. pl
use war ni ngs;
use strict;

sub frequency {
my $text = join('', @);
m %etters;
foreach (split //, $text) {
$Sletters{$_}++;
}

return %Betters;
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ny $text = "the quick brown fox junps over the |lazy dog";
ny %ount = frequency($text);
print "'$text' contains: \n";

foreach (sort keys %ount) {
print "\t", $count{$_}, " '$_", ($count{$_} == 1)? "'": "'s", "\n";

}

This will create a hash of letter keys with the frequency of each letter's occurrence as their values. (The
spl it statement uses an empty pattern, which we cover in Chapter 11, which is an efficient way of
returning characters one at a time.)

The trick to this program lies in the line $I et t er s{ $_} ++. To start with, there are no keys in the hash,
so the first occurrence of any letter causes a new key and value to be entered into the hash. Perl allows
this, even though the increment implies an existing value. If a letter does not appear at all, there won't
even be a key in the hash for it, eliminating redundant entries.

Using 'undef' as a Function

Although we often use undef as if it were a value by assigning it or returning it from subroutines, it is in
fact a function that returns the undefined value (for which there is no written equivalent). When used on
variables, undef undefines them, destroying the value. The variable remains intact, but now returns
undef when it is accessed. For example:

undef $scal ar;
This is essentially the same as:

$scal ar = undef;

If undef is used on an array or a hash variable, it destroys the entire contents of the variable, turning it
into an empty array or hash. The following two statements are therefore equivalent:

undef @rray;
@rray = ();

Undefining an array element, a slice of an array, or a hash key, undefines the value, but not the array
element or hash key, which continues to exist:

undef $hash{' key'}; # undefine val ue of key 'key'
ny $val ue = $hash{' key'}; # $val ue i s now 'undef’

Similarly:

my @rray = (1, 2, 3, 4, 5); # define a five el enent array
@rray[1l..3] = undef; # @rray contains (1, undef, undef, undef, 5)

To really remove the element or hash key, we use the del et e function:

ny @rray = (1, 2, 3, 4, 5); # define a five elenent array
delete @rray[1..3]; # no nore second, third, and fourth elenents
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Constants

A constant is a value that remains unchanged throughout the lifetime of a program. By defining named
constants and then using them rather than the values we can avoid retyping, and potentially mistyping,
the value, and additionally it makes our code more legible. A good example of a constant is the value of
pi, 3. 14159265358979. . . . Clearly it would be preferable to just type Pl in our programs than reel
out a string of digits each time. A second reason for using a constant is that we can, if we wish, change
it. By defining it in one place and then using the definition in every other place in our code we can
easily alter the value throughout the application from a single definition.

One simple but not very satisfactory way to define a constant is with a scalar variable. By convention,
constants use fully capitalized names, for example:

# define constant ' $PI'
$PI = 3.1415926;

# use it
$deg = 36;
print "$deg degrees is ", $PI*($deg/180), " radians";

However, this constant is constant in typography only. It is still a regular scalar variable and can be
reassigned. A more reliable way to define a scalar constant is by assigning a value, by reference, to a
typeglob. Here is how we could define the constant $PI using this approach:

# define constant
*Pl = \3.1415926;

This causes Perl to create the variable $PI, since the assigned reference is to a scalar, but because the
reference is to a literal value rather than a variable it cannot be redefined and so the scalar 'variable'
$PI is read-only, a true constant. Attempting to assign a new value to it will provoke an error message
from Perl:

# A nore rational, if inaccurate, value of Pl
$PI = 3; # produces 'Modification of a read-only value attenpted ...'

However, this still does not reinforce the fact that Pl is supposed to be constant, because it looks like a
regular scalar variable, even if we are prevented from altering it. What we would ideally like is constants
that look constant, without any variable prefix character, which is what the const ant pragma provides
us with.

Declaring Scalar Constants with the 'constant’' Pragma

The const ant pragma allows us to define scalar constants that both look and behave like constants.
Like any module, we use it through a use statement, providing the name and value of the constant we
wish to define. To define a value for Pl we could write:

use constant Pl => 3.1415926;

This notation is an immediate improvement over using a scalar variable or a typeglob since it legibly
declares to the reader, as well as to Perl, that we are defining a constant. The use of => is optional, we
could equally have used a comma. In this context, however, it makes sense since we are defining an
association. It also allows us to omit the quotes we would otherwise need if use stri ct is in effect,
which is elegant since the result of this statement is to define a constant Pl which we can use like this:
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print "$deg degrees is ", Pl*($deg/180);

This is an immediate improvement over the first example, since Pl is clearly a constant, not a variable
like $PI . It also cannot be assigned to, since it is no longer a scalar variable. (For the curious, it is
actually a subroutine, defined on the fly by the module that takes no arguments and returns the value
we supplied. This makes a surprisingly effective constant even though it is not actually a built-in feature
of the language.)

Constants are a good place to perform one-off calculations too. The definition of pi above is adequate
for most purposes, but it is not the best that we can do. We saw earlier that we can calculate pi easily
using the expression 4*at an2( 1, 1). We can use this expression to define our constant Pl :

use constant Pl => 4 * atan2(1, 1);

Although this is more work than just defining the value explicitly, Perl only evaluates it once, and we
end up with the best possible value of pi that can be handled on any architecture that we run the
program on without needing to rewrite the code.

Calculating constants is also useful for clarity and avoiding errors, it is easier to get the expression above
correct because it is shorter to type and errors are more obvious. Detecting one wrong digit in a fifteen

digit floating-point number is not so simple. Similarly, computed values such as the number of seconds
in a year look better like this:

use constant SECONDS_I N.YEAR => 60 * 60 * 24 * 365;
than this:
use constant SECONDS_I N_YEAR => 31536000;

Conventionally constants are defined in entirely upper case, to enable them to be easily distinguished
from functions that happen to take no arguments. This is not an enforced rule, but it is often a good idea
to improve the legibility of our code.

Expressions used to define constants are evaluated in a list context. That means that if we want the
scalar result of a calculation we need to say so explicitly. For example, the gnt i me function returns a
list of date values in list context, but a nicely formatted string containing the current date in a scalar

context. To get the nicely formatted string we need to use scal ar to force gnt i ne into a scalar
context:

use constant START_TIME => scal ar(gntine);
As a final note on scalar constants, we can also define a constant to be undefined:

use constant TERM NATI ON_DATE => undef;
use constant OVERRIDE_LI ST => ();

Both of these statements create constants that evaluate to undef in a scalar context and () in a list
context.
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Declaring List and Hash Constants

Unlike the typeglob definition of constants, which only works for literal values and hence only defines
scalar constants, the const ant pragma also allows us to define constant arrays and constant hashes.
Both of these work in essentially the same way as a scalar constant, with the values to be made constant
passed to the module and a subroutine that is defined behind the scenes to implement the resulting
constant. Here is how we can define a constant list of weekdays that we can use to retrieve the day
names by index:

use constant WEEKDAYS=>(' Monday', 'Tuesday', 'Wdnesday', 'Thursday', 'Friday');

Accessing the individual elements of a constant array can be tricky though, because the constant returns
a list of values to us, not an array. Due to this, we cannot simply use an index to retrieve an element:

print "The third day is", WEEKDAYS[2]; #ERROR: syntax error

To solve this problem we only need to add parentheses to make the returned list indexable:

print "The third day is, (WEEKDAYS)[2]; # wor ks ok

A similar technique can be used to create hash constants, though the values are stored and returned as a
list, so they cannot be accessed through a key without first being transferred into a real hash:

use constant WEEKABBR => (Monday=>' Mon', Tuesday=>'Tue', Wednesday=>'Wed',
Thu=>' Thursday', Fri=>"Friday');

%abbr = WEEKABBR;
$day = ' Wednesday';
print "The abbreviation for $day is ", $abbr{$day};

This limitation means constant hashes are better defined via a reference, which can hold a real hash as
its value, rather than a simple list of keys and values that happen to resemble a hash.

Constant References

Since references are scalars, we can also define constant references. As a simple example, the array
above could also have been declared as:

use constant WEEKDAYS=>[ ' Monday', 'Tuesday', 'Wdnesday', 'Thursday', 'Friday'];

Since the constant is a reference to an array we must dereference it to access the elements, which is
marginally more attractive (and certainly more legible) than adding parentheses:

print "The third day is ", WEEKDAYS->[2];
However, all that is being defined here is a constant reference; we cannot assign a new value to
WEEKDAYS, but we can still alter the values in the array through the existing reference. The list is not

truly constant, though it still looks like a constant:

WEEKDAYS- >[ 0] =' Lundi ' ; #this is perfectly |egal
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Depending on our programming goals this might actually be a good thing, allowing us to secretly
customize the value of a const ant inside a package while presenting it as an unchanging and
unmodifiable value to the outside world. However, this kind of behavior should be exercised with
caution.

Listing and Checking for the Existence of Constants

To check for the existence of a constant we can make use of the decl ar ed hash in the const ant
package to see if the constant exists or not:

unl ess (exists $constant::decl ared{' MYy_CONSTANT' }) {
use constant MY_CONSTANT => "M val ue";

}

We can also dump out a list of all the currently declared constants by iterating over the keys of the hash:

foreach (keys %onstant::declared) {
print "Constant $_ is defined as '$constant::declared{$_}'";

}

Summary

We began this chapter by looking at lists and arrays. Specifically, we saw how to:

Manipulate arrays

Modify the contents of an array
Count an array

Add elements to an array
Resize arrays

Remove elements from an array

Sort lists and arrays

0000 DODOOODO

Change the starting index of an array

We then took a similar look at hashes, and also saw how to convert them into scalars and arrays. From
there we discussed references, and learned how to:

Create a reference
Compare references
Dereference

Pass references to subroutines

0000 O

Find the type of a reference
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Next we went over complex data structures, and mentioned problems inherent with nesting. As well as
this, we learned how to construct hashes of hashes, arrays of hashes, and so on. From there we learned
how to create complex data structures programmatically, and saw how to 'navigate' them.

We covered typeglobs and saw how to define and manipulate them. We looked at the undefined value,
and, among other things, explored its use as a function.

Then we examined constants and put the const ant pragma to use. Finally, we saw how to declare
constant lists, hashes, and references, and how to detect constants.
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Structure, Flow, and Control

In this chapter we look at Perl's control structures, starting with the basic syntax of the language,
expressions and statements. We will then build these into more complex structures such as compound
statements (also known as blocks) and conditional statements.

We will consider Perl's conditional statements, and then move on to read about loops in Perl. We will
look at the various statements that we can use to create loops and how to use them in particular with
lists, arrays, and hashes. We will also look into the modifiers provided by Perl to change the behavior of
loops.

Expressions, Statements, and Blocks

A Perl program consists of a mixture of statements, declarations, and comments. Statements are
executed by the Perl interpreter at run time. Declarations, on the other hand, are directives that affect
the way that the program is compiled. Therefore, a declaration's effect ends after compilation, whereas a
statement will affect the program each time that section of code is run. Subroutine and format
declarations are the two most obvious types of declaration; use and ny statements are also, arguably,
declarations too.

Statements are made up of expressions, and can combined together into a block or compound
statement. An expression is any piece of Perl code that produces a value when it is evaluated. For
example, the number '3' is an expression because it produces 3 when evaluated. Operators combine
expressions to form larger expressions. For example, '3+6' is an expression that produces the number 9.

Expressions are intended to return a value that is used in a larger expression or a statement. Conversely,
a statement is executed because it has some useful effect such as printing text, assigning a value to a
variable, and so on. However, the distinction between statements and expressions is rather narrow —
most statements are really expressions whose values are not used.
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Blocks are combinations of statements, created and defined by curly braces. A block has its own scope,
so variables declared inside a block only last so long as the block is being executed. More technically,
blocks create a new stack frame, and variables allocated within it last only so long as that frame exists.

Declarations

Declarations are statements that take effect at compile time, rather than at run time. The most common
examples of declarations are modules that are included into our application source code with use.
Another example is declaring a subroutine before it is defined (subroutines are covered in Chapter 7).
For example, the following are all declarations:

sub mysubroutine ($); # declare a subroutine with one scal ar argunent
ny $scal ar; # declare a |lexical variable (at conpile-tine)

# define a format for STDOUT
format =
@x<<< = @>>>

$key, $val ue

use war ni ngs; # use pragmatic nodul e

use strict; # use pragmatic nodul e

use CA qgw (:standard); # use CA nodul e

BEG N {
print "This is a conpile-tine statenent"
}

However, the idea that declarations happen at compile-time and statements happen at run time is not
quite as clear-cut as this. A use declaration is really a r equi r e and i npor t statement (see Chapter 9)
wrapped inside a BEG Nblock so that they execute at compile time. So, arguably, use is not a
declaration, but a mechanism to execute code during the compile phase. Whether a BEG Nblock is a
declaration or not is a moot point, but it happens at the compile phase, so it is certainly not a regular
block. The BEG Nblock will be covered in more detail in Chapter 10.

Expressions and Simple Statements

An expression is anything in Perl that returns a value (be it scalar, list, or undefined), from a literal
number to a complex expression involving multiple operators, functions and subroutine calls. That
value can then be used in larger expressions or form part of a statement.

Statements differ from expressions in that they must be separated from each other by semicolons,
although at the end of a block (where there is no following statement) it is optional but recommended.
The chief distinction between a statement and an expression is that either a statement does not return a
value (for example, an i f statement), or if it does, it is ignored (for example, a pri nt statement).

Constructs such as i f, f or each, and whi | e aside, the majority of statements are expressions whose
return value is discarded - in Perl terminology, they exist in a void context. Having said that, blocks
and subroutines will return the value of the last expression evaluated in them, so it is not necessarily
true that an expression is in a void context just because it is not assigned to something explicitly.

176



Structure, Flow, and Control

For example, the statement $b = $a is also an expression, which returns the value of the assignment
($a). We can see this in action by considering the following two statements:

$b
$c

$a; # $b = $a is a statenent
$b = $a; # $b = $a is now an expression

Another way of looking at this is that a statement is an expression that is executed because it performs
an action, rather than for its return value. For instance, consider the following pri nt statement:

print "Hello World";

This is a statement by virtue of the fact that the return value from pri nt is not used. However pri nt
actually returns a True value if it succeeds and a False value if the filehandle to which it is printing is
invalid. We rarely bother to check for this, but if we wanted to we could turn this statement into an
expression by writing:

$success = print "Hello World";

Now we have a pri nt expression whose value is used in an assignment statement. Of course a pri nt
statement like this is unlikely to fail because it prints to STDOUT (the standard output), which is why the
return value from pri nt is rarely checked. However it does illustrate that any statement is also an
expression even if we do not always think of it in those terms.

Blocks and Compound Statements

The block is a Perl construct that allows several statements (which in turn may be simple statements or
further blocks) to be logically grouped together into a compound statement and executed as a unit.
Blocks are defined by enclosing the statements within in curly braces; the general form of a block is
therefore:

{ STATEMENT; STATEMENT; ... ; STATEMENT }

This is the most common form of block. However, blocks can also be defined by the limits of the source
file. A simple Perl script is a block that starts at the top of the file and ends at the bottom (or a __DATA__
or __END__ token, if one is present in the file; see Chapter 12 for more on __END_). Likewise, an
included file that has been read in using r equi r e also defines a block.

The definition of a block is important because in addition to grouping statements together logically, a
block also defines a new scope in which variables can be declared and used. Here are two short
programs, one of which executes the other via r equi r e. Both files define their own scope, and in
addition the explicit block in the second program chi | d. pl defines a third. Here is the parent process:

#!/ usr/ bi n/ perl
# parent. pl

use war ni ngs;
use strict;

ny $text = "This is the parent"”;

require 'child.pl';
print "$text \n"; # produces "This is the parent”
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...and here is the child process:

#!/ usr/ bi n/ perl
# child. pl

use war ni ngs;
use strict;

ny $text = "This is the child";
{

ny $text = "This is block scoped”;
print "$text \n"; # produces "This is block scoped";

print "$text \n"; # produces "This is the child";

Variables that are defined within a particular scope only exist so long as that block is being executed,
and are not seen or usable by the wider scope outside the block. This has a lot of significant
implications, as we will see.

Blocks in Perl Statements

Almost all of Perl's control structures (such as i f statements, f or and whi | e loops, and subroutine
declarations) can accept a block in their definitions, and many require it. For example, the i f statement
requires a block to define the Boolean test that follows its condition; a simple statement will not do and
will cause Perl to generate a syntax error:

if (EXPRESSION) { STATEMENT; STATEMENT; ... STATEMENT }
Or put more simply:
i f (EXPRESSI ON) BLOCK

Note that a block is not the equivalent of a statement. As we just saw blocks are accepted in places
where simple statements are not. Also, blocks do not require a terminating semicolon, unlike the
statements inside them. Be aware that if the return value of a block is used, the statement requires a
trailing semicolon, as we shall see later.

Naked Blocks

Although it is their most common application, blocks do not have to belong to a larger statement. They
can exist entirely on their own, purely for the purposes of defining a scope. The following example
shows a block in which several scalar variables are defined using rmy. The variables exist for the lifetime
of the block's execution and then cease to exist.

#!/ usr/ bi n/ perl
# tinme. pl
use war ni ngs;

# a bare bl ock definition

# define six scalars in new bl ock scope:

ny ($sec, $mn, $hour, $day, $nonth, $year) = localtinme();
# vari abl es exi st and can be used inside bl ock

print "The time is: $hour: $nin. $sec \n";

$nont h++;

$year += 1900;

print "The date is: $year/ $nonth/ $day \n";

# end of block - variable definitions cease to exist

}

# produces 'uninitialized value' warning - $sec does not exist here
print "$sec seconds \n";
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The ouput from this is:

Name "main::sec" used only once: possible typo at d.pl line 18.
The time is: 2: 30. 5

The date is: 2000/ 12/ 15

Use of uninitialized value in concatenation (.) at d.pl line 18.
seconds

Note that adding use stri ct would turn the above warning into a compile-time syntax error as
strictness requires declaring all variables.

If we take reference to bare blocks, they can also be used to define anonymous subroutines, a subject we
will cover in Chapter 7.

Defining the Main Program as a Block

An interesting use of blocks is to put the main program code into a block within the source file. This
helps to distinguish the actual program from any declarations or initialization code (in the shape of use
statements and so forth) that may occur previously. It also allows us to restrict variables needed by the
main program to the scope of the main program only, rather than turning them into global variables,
which should be avoided. Consider the following simple but illustrative program:

#! [ usr/ bi n/ perl
# bl ockmai n. pl

# declarations first
use strict;
use war ni ngs;

# initialization code, global scope

ny $global variable = "All the Wrld can see M";
use constant MY_GLOBAL_CONSTANT => "d obal Constant";

# here is the mai n program code

MAI N {
# variable defined in the main program scope, but not gl obal
ny $mai n_variable = "Not visible outside main bl ock";

print_variables ($main_variable);

}
# no-one here but us subroutines...

sub print_variables {
print $global variable, "\n", MY_GLOBAL_CONSTANT, "\n";
# print $main_variable, "\n"; #error!
print $[0], "\n"; # passed from mai n bl ock, ok now

}

We have used a label MAI N: to prefix the start of the main program block to make it stand out. The use
of the label MAI N: is entirely arbitrary — we could as easily have said MY_PROGRAM STARTS_NOW .
However, MAI N: is friendlier to those coming from a C programming background where a mai n
function is required. Of course, we could also create a real mai n subroutine, and we need to make sure
that we call it.
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The issue of scoping variables so they are invisible from subroutines is not a minor one. If we had failed
to enable war ni ngs and stri ct mode, and if we had uncommented the second line of

print _vari abl es, Perl would have happily accepted the undefined variable $mai n_vari abl e and
printed out a blank line. By placing otherwise global variables inside the scope of a mai n block we
prevent them from being accidentally referred to inside subroutines, which should not be able to see
them.

Blocks as Loops

Bare blocks can sometimes be treated as loops, which are discussed in detail later in the chapter. A
block that is not syntactically required (for example, by an i f statement) or is part of a loop statement
can be treated as a loop that executes only once and then exits. This means that loop control statements
like next, | ast, and r edo will work in a block. Since blocks are one-shot loops, next and | ast are
effectively the same. However, r edo will re-execute the block.

In short, these three loops all do the same thing, one with a whi | e, one with a f or each, and one with a
bare block and a r edo:

#!/ usr/ bi n/ perl
# whil e. pl

use war ni ngs;
use strict;

ny $n = 0;

print "Wth a while | oop:\n";
while (++$n < 4) {print "Hello $n \n";}

print "Wth a foreach |oop:\n";
foreach ny $n (1..3) { print "Hello $n \n"; }

print "Wth a bare block and redo: \n";
$n = 1; { print "Hello $n \n";
last if (++$n > 3); redo; }

The block of an i f statement is required syntactically and i f is not a loop statement, so the r edo
statement here will not work:

#!/ usr/ bi n/ perl

# badbl ockl oop. pl
use war ni ngs;

use strict;

if (defined(nmy $line = <>)) {
last if $line =~/quit/;
print "You entered: $line";
$line = <>;
redo;

}
print "Bye! \n";

The fact that r edo, next, and | ast do not work in i f blocks is actually a blessing. Otherwise it would
be hard, albeit not impossible, to break out of a loop conditionally. Instead we get a syntax error:
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Can't "redo" outside a loop block at ./badblockloop.pl line 10, <> line 2.

However we can nest blocks inside each other, so by adding an extra bare block we can fix the above
program so that it will work:

#!/ usr/ bin/ perl
# bl ockl oop. pl
use war ni ngs;
use strict;

if (defined(my $line = <>)) { { # <- note the extra bl ock
last if $line =~/quit/;
print "You entered: $line";
$line = <>;
redo;
P}
print "Byel \n";

Using blocks as loops is an interesting approach to solving problems, but they are not always the
simplest or easiest to understand. The above script could more easily be fixed simply by replacing the
i f with a whi | e. This makes more sense and does not require an extra block because whil e is a
looping statement:

#!/ usr/ bi n/ perl
# bl ockwhi | e. pl
use war ni ngs;
use strict;

while (my $line = <>) {
last if $line =~/quit/;
print "You entered: $line";

}
print "Bye! \n";

We cover loops in more detail later in the chapter.

The 'do’' Block

Blocks do not normally return a value; they are compound statements, not expressions. They also
provide a void context, which applies to the last statement in the block. This causes its value to be
discarded just as those of all the statements before it are. However, the do keyword allows blocks to
return their values as if they were expressions, the value being derived from the last statement:

@words = do {
@ext = ("is", "he", "last");
sort @ext;

}

In this example, a list generated by the sort function.

We could make this more explicit by adding a r et ur n beforehand just as we do for subroutines, but it

is not actually necessary. Moreover, r et ur n is not necessary in subroutines either, and for the same
reasomn.
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Note that the result of prefixing do to a block is to turn it into an expression. That means that when it is
used in a statement, the statement still needs to be terminated by a semicolon, which in this case goes
after the block. This may look as if the block needs to be terminated, but this is not the case. In truth it
is the statement containing the block that needs terminating. Omitting the final semicolon from
statements like the above is a common mistake because in any other context a block does not require a
following semicolon.

There is another, syntactic, reason for needing a do to return the value of a block. Without the

requirement of a do Perl would have a hard time telling apart a bare block with one statement anda list
of statements from a hash definition:

$c =do { $a = 3, $b =6 }; # a block, $c = 6

{ $a = 3; $b

6 } # has a senicolon, therefore a block

# a hash definition, $c = {3 => 6}, which we can test with 'print keys % $c}’
$c = { $a =3, $b =6 };

Regarding the use of blocks as loops, do blocks are not considered loops by Perl, because the block is
syntactically required by the do. Loop control statements will therefore not work inside a do block.
However, a do block can be suffixed with a loop condition such as whi | e or unti | , in which case it is
transformed into loop:

do { chonp($line = <>); $input. = $line } until $line =~/"stop/;

The block is executed before the condition is tested, so in this example the word st op will be added to
the end of $I i ne before the loop terminates.

Special Blocks

Perl provides four kinds of special blocks which differ from each other in the stage of their execution
during the life of the application.

BEG N blocks are executed during the compilation phase as they are encountered by the interpreter, so
their contents are compiled and run before the rest of the source code is even compiled. We can define
multiple BEG Nblocks, which are executed in the order the interpreter encounters them.

END blocks are the inverse of BEG Nblocks, they are executed by the interpreter after the application
exits and before the exit of the interpreter itself. They are useful for 'clean-up' duties such as closing
database connections, resetting terminal properties, or deleting temporary files. We can also define
multiple END blocks, in which case they are executed in reverse order of definition.

There is also the much less used CHECK and | NI T blocks that are executed just after the compile phase
and just before the run phase respectively.
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The following is a short script that shows both BEG Nand END blocks in action:

#! [ usr/ bi n/ perl
# begend. pl

use war ni ngs;
use strict;

END {
print "Exiting... \n";
}

print "Running... \n";

BEG N {
print “"Conpiling... \n";
}

> perl begend.pl
Compiling...
Running...
Exiting...

As the output shows, the BEG Nblock was executed first despite the fact that it is the last piece of the
program. The END block, on other hand, which in fact occurs first in the program, is executed last. The
pri nt statement is executed after the BEA Nblock but before the END block.

This brief introduction is to allow us to use the BEG Nand END blocks before we look at the four special
blocks in detail in Chapter 10.

Conditional Statements

Conditional statements execute the body of the statement (sometimes known as a branch or branch of
execution) only if a given Boolean condition is met. The condition is expressed in the form of an
expression whose value is used to determine the course of execution.

Perl's primary mechanism for conditional execution is the i f statement and its related keywords,
unl ess, el se, and el si f. However, Perl being as flexible as it is, there are other ways we can write
conditions. For instance, the use of Perl's logical operators & and | | , without using i f or unl ess.

Multiple-branch conditions are implemented in other languages using special multiple-branch
conditional statements like swi t ch or case. Perl has no such equivalent, because it does not need one.
As we will see, there are already plenty of ways to write a multiple-branch condition in Perl.

However, before embarking on a detailed look at these functions it is worth talking a brief diversion to
discuss the nature of truth in Perl.
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What Is Truth?

Perl has a very broad-minded view of the meaning of true and false — in general, anything that has a
'non-zero' value is True. Anything else is False. By 'non-zero' we mean that the value is in some sense
'set'. Even 0 is information of a sort, especially compared to undef .

There are a few special cases. The string O is considered False even though it has a value, as a
convenience to calculations that are performed in string context. The undefined value also evaluates to
false for the purposes of conditions. However, a string of spaces is True, as is the string 00. The
following examples illustrate various forms of truth and falsehood:

Value True/False

1 True

-1 True

"abc" True

0 False

0" False

o False

e True

" 00" True

" OE0" True (this is returned by some Perl libraries)
"0 but true" True (ditto)

0 False (empty list)
undef False

To distinguish between the undefined value and other values that evaluate to False, we can use the
def i ned function; for instance:

if (defined $var) {
print "$var is defined";

}

The ability to handle undef as distinct from t r ue and f al se is very useful. For example, it allows
functions and subroutines that return a Boolean result to indicate an 'error' by returning undef . If we
want to handle the error we can do so by checking for undef . If we do not care or need to know we can
just check for truth instead:

if (defined($var) && $var) {
print "true \n";

}
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v gy v v v ¥ 4]
if', 'else’, and 'elsif
As we have already seen, basic conditions can be written using an i f statement. The basic form of an
i f statement is (note that the trailing semi-colon is not required):

if (EXPRESSION) BLOCK

Here EXPRESSI ONis any Perl expression, and BLOCK is a compound statement, one or more Perl
statements enclosed by curly braces. BLOCK is executed only if EXPRESSI ON is True. For instance, in
the above example, the block that contains print "true \n" would be executed only if the
expression (defined($var) && $var) evaluates to True, that is, only if $var is defined and True.

We can invert the syntax of an i f statement and put the BLOCK first. In this case we can both omit the
parentheses of the condition and also replace the block with a bare statement or list of statements. The
following forms of i f statement are all legal in Perl:

BLOCK i f EXPRESSI ON,
STATEMENT i f EXPRESSI ON,
STATEMENT, STATEMENT ... if EXPRESSI O\

For example:
print "Equal" if $a eq $b;
print (STDERR "Illegal Value"), return "Error" if $not_valid;
close FILE, print ("Done"), exit if $no_nore_lines;
return if $a ne $b;

The use of the comma operator here deserves a little attention. In a list context (that is, when placed
between parentheses), the comma operator generates lists. However, that is not how it is being used
here. In this context it simply returns the right-hand side, discarding the left, so it becomes a handy way
to combine several statements into one, and relies on the fact that most statements are also expressions.

The inverted syntax is more suitable for some conditions than others. As Perl's motto has it, there is
more than one way to do it, so long as the program remains legible. In the above examples, only the last
r et ur n statement is really suited to this style; the others would probably be better off as normal i f
statements.

Beware declaring a variable in an inverted conditional statement, since the variable will only exist if the
condition succeeds. This can lead to unexpected syntax errors if we have warnings enabled and
unexpected bugs otherwise:

use war ni ngs;

$arg = $ARGV[ 1] if S$H#ARGV;

if ($arg eq "help" ) { # $arg may not be decl ared
print "Usage: \n";
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We would be unlikely to leave $ar g undefined if we had written a conventional i f statement because
the declaration would be inside the block, making it obvious that the scope of the variable is limited.
However, the inverted syntax can fool us into thinking that it is a declaration with wider scope.

I f,then,and el se conditions are implemented with the el se keyword:
if (EXPRESSI QN) BLOCK el se BLOCK
For example:

# first '"if else' tests whether $var is defined
if (defined $var) {
# if $var is defined, the second 'if else' tests whether $var is true

if ($var) {
print "true \n";
} else {

print "false \n";

} else {
print "undefined \n";
}
However, it is not legal (and not elegant even if it were) to invert an i f statement and then add an el se
clause:
# ERROR!

return if $not_valid else { print "ok" };

If we have multiple mutually exclusive conditions then we can chain them together using the el si f
keyword, which may occur more than once and may or may not be followed by an el se:

if (EXPRESSI ON) BLOCK el sif (EXPRESSION) BLOCK elsif...
if (EXPRESSI ON) BLOCK el sif (EXPRESSION) BLOCK el se BLOCK

For example, to compare strings using just i f and el se we might write:

if ($a eq $b) {
print "Equal";
} else {
if ($a gt $b) {
print "Geater";
} else {
print "Less";
}

}

The equivalent code written using el si f is simpler to understand, is shorter, and avoids a second level
of nesting:

if ($a eq $b) {
print "Equal";

} elsif ($a gt $b) {
print "Geater";

} else {
print "Less";

}
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Note that the el se i f construct, while legal in other languages such as C is not legal in Perl and will
cause a syntax error. In Perl, use el si f instead. Also note that if $a is less than $b most of the time
then we would be better off rewriting this statement to test $a |t $b first, then $a gt $b or $a eq
$b second. It pays to work out the most likely eventuality and then make that the fastest route through
our code.

If the conditions are all testing the same expression with different values then there are more efficient
ways to do this, however. See 'Switches and Multi-Branched Conditions' later in the chapter for some
examples.

The i f, unl ess, and el si f keywords all permit a variable to be declared in their conditions. For
example:

if (ny @ines = <HANDLE>) ({ # test if there is a filehandle called HANDLE
...do sonething to file contents...

} else {
"Not hing to process \n";

}

The scope of variables declared in this fashion is limited to that of the immediately following block, so
here @i nes can be used in the i f clause but not the el se clause or after the end of the statement.

'unless’

If we replace the i f in an i f statement with unl ess, the condition is inverted. This is handy for testing
a condition, which we want to act on if it evaluates to False, such as trapping error conditions:

# unless file filenane is successfully opened then return a failure message
unl ess (open FILE, $filenane) {

return "Failed to open $filename: $!'"
}

We can also invert the syntax of an unl ess statement, just as we can with i f :

return "Failed to open $filename: $!" unless (open FILE, $filenane);

This is exactly the same as inverting the condition inside the parentheses but reads a little better than
using an i f and not :

if (not open FILE, $filenanme) {
return "Failed to open $filename: $!'";

}

It is perfectly legal, though possibly a little confusing, to combine unl ess with an el se or el si f asin
the following:

unl ess (open FILE, $filenanme) {

return "Failed to open $filename: $!'";
} else {

@ines = <Fl LE>;
foreach (0..$#lines) {

print "This is a line \n"

}
cl ose FILE;
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In this case it is probably better to write an i f ...not expression or to invert the clauses, since
unl ess...el se is not a natural English construct.

Writing Conditions with Logical Operators

Perl's logical operators automatically execute a short-cut to avoid doing unnecessary work whenever
possible (see Chapter 4). Take the following example:

$result = try first() or try_second() or try_third ();

Iftry_first returns a True value then clearly Perl has no need to even call the t ry_second or
t ry_t hi r d functions, since their results will not be used; $r esul t takes only one value and that would
be the value returned by try_f i rst. So Perl takes a shortcut and does not call them at all.

We can use this feature to write conditional statements using logical operators instead of i f and
unl ess. For example, a very common construct to exit a program on a fatal error uses the di e function
which, upon failure, prints out an error message and finishes the program:

open (FILE, $filenanme) or die "Cannot open file: $!'";

This is equivalent to, but more direct than, the more conventional:

unl ess (open FILE, $filename) {
di e "Cannot open file: $'";

}

We can also provide a list of statements (separated by commas) or a do block for the condition to
execute on success. Here is an example that supplies a list:

open (FILE, $filename) or print (LOG "$filenane failed: $!"), die "Cannot open
file:$!'";

Not every programmer likes using commas to separate statements, so we can instead use a do block.
This also avoids the need to use parentheses to delineate the arguments to pri nt:

open (FILE, $filename) or do {
print LOG "$filenanme failed: $!";
die "Cannot open file: $!'";

}s

When writing conditions with logical operators it is good practice to use the low precedence and, or,
and not operators instead of the higher priority &%, | | , and ! . This prevents precedence from changing
the meaning of our condition. If we were to change the previous example to:

open (FILE, $filename) || print (LOG "$filenane failed: $1"), die "Cannot open
file:$!'";

Perl's precedence rules would cause it to interpret this as a list containing a condition and a di e
statement:

(open (FILE, $filenane) || print (LOG "$filenanme failed: $1")), die "Cannot open
file:$!";
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As a result this statement will cause the program to die with a "Cannot open file" message regardless of
whether the open failed or succeeded.

Using a do block avoids all these problems and also makes the code easier to comprehend. Either a | |
or an or will work fine in this re-written example:

open (FILE, $filename) || do {
print LOG "$filename failed: $1";
di e "Cannot open file:$!'";

Whether this is better than the original i f form is questionable, but it does serve to emphasize the
condition in cases where the condition is actually the point of the exercise. In this case the open is the
most significant thing happening in this statement, so writing the condition in this way helps to
emphasize and draw attention to it.

The drawback of these kinds of conditions is that they do not lend themselves easily to el se type
clauses. The following is legal, but is tending towards illegibility:

open (FILE, $filenanme), $text = <FILE> or die "Cannot open file: $!'";

It would also fail with a closed filehandle error if we used | | instead of or since that has higher
precedence than the comma and would test the result of $t ext = <FI LE> and not the open.

The Ternary Operator

The ternary ?: operator is a variant of the standard i f style conditional statement that works as an
expression and returns a value that can be assigned or used in other expressions. It works identically to
the ternary operator in C, from which it is derived. The operator evaluates the first expression; if that
expression is True, it returns the value of the second expression, and if the first expression was False
then the operator returns the value of the third expression. This is what it looks like:

expressionl ? expression2 : expression3

The ternary operator is very convenient when the purpose of a test is to return one of two values rather
than follow one of two paths of execution. For example, the following code snippet adds a plural s
conditionally, using a conventional i f ...el se condition:

#! [ usr/ bi n/ perl
# plural _if.pl
use war ni ngs;
use strict;

my @ords = split ('\s+', <>); # read sone text and split on whitespace
my $count = scal ar (@wrds);
print "There ";

if ($count == 1) {
print "is";
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} else {
print "are";
}
print " $count word";
unl ess ($count == 1) {
print "s";
}
print " in the text \n";
Note that in this program we are making a numeric comparison, so we use ==. If we were doing a string

comparison we would use €g. A common mistakes in both C and Perl programming is to use =
(assigment) instead of == (numeric equality). Another common mistake is to use == where eq was
meant, or vice versa.

Running this program and entering some text produces messages like:

There are 0 words in the text
There is 1 word in the text
There are 4 words in the text

The same code rewritten using the ternary operator is considerably simpler:

#! [ usr/ bi n/ perl

# plural _ternary. pl
use war ni ngs;

use strict;

ny @wrds split ('"\s+', <>); # read sone text and split on whitespace
ny $words = scal ar (@wrds);

print "There ", ($words == 1)?"is":"are"," $words word", ($words == 1)?"":"s" "
inthe text \n";

We can also nest ternary operators, though doing this more than once can produce code that is hard to
read. The following example uses two ternary operators to compute a value based on a string
comparison using cnp, which can return -1, 0, or 1:

#!/ usr/ bi n/ perl
# conpari son. pl
use war ni ngs;
use strict;

my @ords = split ('\s+',6 <>);
die "Enter two words \n" unless scal ar(@wrds) == 2;

ny $result = $words[0] cnp $words[1];

print "The first word is ", $result ? $result > 0?"greater than":"less
than":"equal to "," the second \n";

This program checks that we have entered exactly two words, and if so prints out one of the following
thee messages:
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The first word is less than the second
The first word is greater than the second
The first word is equal to the second

Note that the nested ternary operators know which ? and : belongs where, but it does not make for
legible code. To improve upon this, the last line is probably better written with parentheses:

print "The first word is ", $result ? ($result > 0 ? "greater than" : "less than")
"equal to", " the second \n";

This makes it much simpler to see which expression belongs to which condition.

Be careful when combining the ternary operator into larger expressions. The precedence of operators
can sometimes cause Perl to group the parts of an expression in ways we did not intend, as in the
following example:

#! [ usr/ bi n/ perl

# plural _nessage. pl
use war ni ngs;

use strict;

my @ords = split ('\s+', <>);

ny $words = scal ar (@wrds);

ny $nmessage = "There ". ($words == 1) ? "is" : "are". " $words word". ($words ==
1)y~>"" "s". " in the text \n";

print $nessage;
This appears to do much the same as the previous example, except it stores the resulting message in an
intermediate variable before printing it. But (unlike the comma operator) the precedence of the

concatenation operator . is greater than that of the ternary '?' or "', so the meaning of the statement is
entirely changed. Using explicit parentheses, the first expression is equivalent to:

"There ", (($words == 1)? "is" : "are"), " $words word", (($words == 1)?"" : "s"),
" in the text \n";

But with the concatenation operator what we actually get is:

("There ". ($words == 1))? "is" : ("are". " $words word", ($words == 1)?"" : "s".
"inthe text \n");

The expression (" There ". ($words == 1)) always evaluates to a True value, so the result of
running this program will always be to print the word i s regardless of the input we give it.

One final trick that we can perform with the ternary operator is to use it with expressions that return an
| val ue (that is, an assignable value). An example of such an expression is the substr function:

#! [ usr/ bi n/ perl

# fix. pl
use war ni ngs;
use strict;
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ny $word = "mit";
ny $fix = "re";
ny $before = int(<>); # no warnings in case we enter no nuneric text

($before ? substr($word, 0, 0): substr ($word, length($word), 0)) = $fix;
print $word, "\n";

In this program the contents of $f i X are either prefixed or postfixed to the contents of the variable
$wor d. The ternary operator evaluates to either the beginning or the end of the value in $wor d as
returned from subst r. This value is then assigned the value of $f i X, modifying the contents of $wor d,
which is then printed out.

The result of this program is either the word r eni t, if we enter any kind of True value (such as 1), or
m tr e if we enter either nothing or a string that evaluates to False (such as '0', or a non-numeric value).

Switches and Multi-Branched Conditions

A switch is a conditional statement that contains multiple branches of execution. It can be thought of as
rotary switch with several different positions. One simple but crude way to implement a switch is with
anif..el sif...el se statement, as we saw earlier:

if ($value == 1) {
print "First Place";
} elsif ($value == 2) {
print "Second Pl ace";
} elsif ($value == 3) {
print "Third Pl ace";
} else {
print "Try Again";
}

The problem with this kind of structure is that after a few conditions it becomes hard to understand. Perl
does not have a multiple-branch conditional statement like C or Java, but we do not need one to
produce the same effect. Here are two ways of writing the same set of conditions in a block:

SWTCH {
if ($value == 1) { print "First Place" };
if ($value == 2) { print "Second Pl ace" };
if ($value == 3) { print "Third Pl ace" };
if ($value > 3) { print "Try Again" };

}

SWTCH {
$value == 1 and print "First Place";
$value == 2 and print "Second Pl ace";
$value == 3 and print "Third Pl ace";
$value > 3 and print "Try Again";

}

Here the block does not actually do anything useful except to allow us to group the conditions together
for clarity. The SW TCH: label that prefixes the block likewise has no function except to indicate that
the block contains a multiple-branch condition.

192



Structure, Flow, and Control

Unfortunately both of these examples are less efficient than the original example because all conditions
are tested even if an earlier one matches. As we saw earlier, bare blocks can be treated as loops, so we
can use | ast statements to break out of the condition when we have found the correct match. This also
allows us to drop the condition on the last condition:

SWTCH ({
$value == 1 and print ("First Place"), l|ast;
$value == 2 and print ("Second Place"), |ast;
$value == 3 and print ("Third Place"), |ast;
print "Try Again"; # default case

}

We can also make use of the label to make our | ast statements more explicit:

SWTCH {
$value == 1 and print ("First Place"), last SWTCH
$value == 2 and print ("Second Place"), last SWTCH
$value == 3 and print ("Third Place"), last SWTCH
print "Try Again"; # default case

In this case the meaning of | ast is clear enough, but the label can be very useful in longer clauses,
particularly if we have loops or further blocks inside them.

If the cases we want to execute have only one or two statements, and are similar, it is fine just to write
them as a comma-separated list, as in this example. If the cases are more complex, however, this rapidly
becomes illegible. A better solution in this case might be to use do blocks:

SWTCH ({

$value == 1 and do {
print "First Place";
| ast;

b

$value == 2 and do {
print "Second Pl ace";
| ast;

b

$value == 3 and do {
print "Third Pl ace"
| ast;

h

print "Try Again";

Note that a do block does not count as a loop, so the | ast statements still apply to the switch block that
encloses them. This is fortunate otherwise we would have to say | ast SW TCHto ensure that the right
block is referred to. Of course, we can choose to use the label anyway for clarity, as noted above.
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If we are testing the value of a string rather than an integer we can reproduce the above techniques but
just replace the conditions with string equality tests:

SWTCH {
$value eq "1" and print ("First Place"), |ast;
$value eq "2" and print ("Second Place"), |ast;
$value eq "3" and print ("Third Place"), |ast;
print "Try Again";

}

Having said this, if our strings are numeric we can do a numeric comparison if needs be. In this
example $val ue eq "1" and $val ue == 1 have precisely the same result, thanks to Perl's automatic
string number conversion. Of course, this only holds so long as we don't go past '9".

We can also use regular expression matching:

SWTCH: {
$val ue =~/~1$/ and print("First Place"), |ast;
$val ue =~/"2%/ and print("Second Pl ace"), |ast;
$val ue =~/"3%/ and print("Third Place"), |ast;
print "Try Again";

}

This might not seem much of an improvement, but regular expressions have the useful feature that if
they are not associated with a value then they use the contents of the special variable $_ that Perl
provides internally. As we mentioned earlier, it is the 'default variable' that functions read or write from
if no alternative variable is given. We will see in 'Using 'foreach' with Multi-Branched Conditions' how
to use this with f or each to rewrite our switch.

Returning Values from Multi-Branched Conditions

Simple i f and unl ess statements do not return a value, but this is not a problem since we can write a
conditional expression using the ternary operator. For multiple-branch conditions we have to be more
inventive, but again Perl provides several ways for us to achieve this goal. One way to go about it is
with logical operators using a do block:

print do {
$value == 1 && "First Place" ||
$val ue == 2 && "Second Pl ace" ||
$value == 3 && "Third Pl ace" ||
"Try again"

b

If this approach does not suit our purposes we can always resort to a subroutine and use r et ur n to

return the value to us:

sub placing {
$[0] == 1 and return "First Place";
$[0] == 2 and return "Second Pl ace";
$[0] == 3 and return "Third Pl ace";
return "Try Again";}

print placing ($value), "\n";
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Or, using the ternary operator:

sub placing {
return $_[0] == 1? "First place" :
$_[0] == 2? "Second pl ace" :
$ [0] == 3?7 "Third place" :
"Try Again";
}

Finally, there is another solution involving using f or each, which we will also consider in 'Using
‘foreach’ With Multi-Branched Conditions'.

Loops and Looping

A loop is a block of code that is executed repeatedly, according to the criteria of the loop's controlling
conditions. Perl provides two kinds of loop:

O Iterating loops, provided by f or and f or each

0 Conditional loops, provided by whi | e and unti | .
The distinction between the two types is in the way the controlling conditions are defined.

The f or and f or each loops iterate over a list of values given either explicitly or generated by a
function or subroutine. The sense of the loop is 'for each of these values, do something'. Each value in
turn is fed to the body of the loop for consideration. When the list of values runs out, the loop ends.

The whi | e and unti | loops, on the other hand, test a condition each time around the loop. The sense
of the loop is 'while this condition is satisfied, keep doing something'. If the condition succeeds, the loop
body is executed once more. If it fails, the loop ends. There is no list of values and no new value for
each iteration, unless it is generated in the loop body itself.

Both kinds of loop can be controlled using statements like next, | ast, and r edo. These statements
allow the normal flow of execution in the body of a loop to be restarted or terminated, which is why
they are also known as loop modifiers. We have already talked about loop modifiers briefly in Chapter
2, but will learn more about them later in this chapter.

Since Perl is such a versatile language there are also ways to create loop-like effects without actually
writing a loop. Perl provides functions such as map and gr ep, while not technically loops, can often be
used to produce the same effect as a loop but more efficiently. In particular, if the object of a loop is to
process a list of values and convert them into another list of values, map may be a more effective
solution than an iterative f or each loop.

Writing C-style Loops with 'for’

The f or and f or each keywords are actually synonyms, but in practice differ in how they are used. The
f or loop imitates the structure of the f or loop in C and is most frequently used by those migrating
from a C background. Here's how a f or loop can be used to count from 9 to 0:

for ($n = 9; $n >= 0; $n--) {

print $n;
}
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Any C programmer will recognize this syntax as being identical to C, with the minor exception of the
dollar sign of Perl's scalar data type syntax. Similarly, to count from 0 to 9 we could write:

for ($n = 0; $n < 10; $n++) {
print $n, "\n";
sl eep 1;

}

print "Liftoff! \n";

The parenthesized part of the f or loop contains three statements, an initialization statement, a
condition, and a continuation statement. These are usually (but not always) used to set up and check a
loop variable, $n in the first example above. The initialization statement (here '$n=0") is executed
before the loop starts. Just before each iteration of the loop the condition $n<10 is tested, and if true the
loop is executed. If False, the loop finishes. After each completion of the loop body, the continuation
statement $n++ is executed. When $n reaches 10, the condition fails and the loop exits without
executing the loop body, making 9 the last value of $n to be printed and giving $n the value 10 after the
loop has finished.

In the above example we end up with the scalar variable $n still available, even though it is only used
inside the loop. It would be better to declare the variable so that it only exists where it is needed. Perl
allows the programmer to declare the loop variable inside the f or statement. A variable declared this
way has its scope limited to the body of the f or loop, so it exists only within the loop statement:

for (ny $n = 0; $n < 10; $n ++) {
print $n,' is ', ($n %2)? 'odd : 'even';

}

In this example we declare $n lexically with ny, so it exists only within the f or statement itself. See
Chapter 8 for more on variable scope and the ny statement.

As an aside, the f or loop can happily exist with nothing supplied for the first or last statement in the
parentheses, though the semicolons are still required to distinguish from a Perl-style f or each loop,
since f or and f or each are synonyms. The following is thus a funny looping whi | e loop:

for (; eof (FILE) ;) {
print <FlLE>;

}

While we are on the subject, the optional cont i nue block is the same construct as the last statement of
the f or loop, just with a different syntax. Here is the equivalent of the earlier f or loop written using
whi | e:

$n = O;
while ($n < 10) {
print $n, ' is ', ($n % 2)? 'odd' : 'even';
} continue {
$n ++;
}

We'll cover whi | e loops in their own right in more detail a little later in the chapter.
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Writing Better Loops with 'foreach’

The f or loop is familiar to C programmers but for Perl programmers it is often unnecessarily
complicated. For instance, one of the most common uses of a f or loop in C is to iterate over the
contents of an array using a loop variable to index the array (in this case, $n):

$n;

for ($n = 0; $n < S$#array; $n ++) {
print $array [$n], "\n";

}

However, we do not need to use an index variable and index into the array each time, we can just
iterate directly over the contents of the array, using f or each:

$el enent ;
foreach $el ement (@rray) {
print $element, "\n";

}

Even better, f or each allows us to declare the loop variable in the loop. This saves a line because no
separate declaration is needed. More importantly, it restricts the scope of the variable to the loop, just as
with the f or loop above. This means that if the variable did not exist beforehand, neither will it after:

foreach nmy $element (@rray) {
print $element,"\n";

}

# $el ement does not exist here

If the loop variable already happens to exist, Perl localizes the variable when it is used as a loop
variable, equivalent to using the | ocal keyword. When the loop finishes the old value of the variable is
re-established:

#!/ usr/ bi n/ perl
# befaft. pl

use war ni ngs;
use strict

$var = 42;
print "Before: $var \n";
foreach $var (1..5) {

print "lInside: $var \n";

}
print "After: $var \n"; # prints '42', not '5

This localization means that we cannot accidentally overwrite an existing variable, but it also means we
cannot return the last value used in a f or each loop as we would be able to in C. In order to do that we
would need to declare another variable outside the loop and assign the value of the loop variable to it
each time or (if we know when the loop will exit) on the last iteration. If we need to do so this we may
be better off using a whi | e loop, or a map.

Although in practice, f or is usually used for the C style and f or each for the Perl style, the two
keywords are actually synonyms, and both may be used in either of the C and Perl syntaxes. The
convention of using each in its allotted place is not enforced by Perl, but is generally considered good
practice anyway.
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If we really want to index an array by element number we can still do that with f or each. A f or each
loop needs a list of values, and we want to iterate from 0 to the highest element in the array, so we need
to generate a list from O to the highest element index and supply that to the f or each loop. We can
achieve that easily using the range operator and the $#ar r ay notation to retrieve the highest index:

foreach $el enent (0..$#array) {
print "El ement $element is @rray[$el ement] \n";
}

Using a range is easier to read but in versions of Perl prior to 5.005 is less efficient than using a loop
variable in a f or (or whi | e) loop, for the simple reason that the range operator creates a list of all the
values between the two ranges. For a range of 0 to one hundred million this involves the creation of a
list containing one hundred million integers, which requires at least four hundred million bytes of
storage. Of course it is unlikely that we are handling an array with one hundred million values in the
first place. However, the principle holds true, so be wary of creating large temporary arrays we should
can avoid them. From Perl 5.005 onwards the range operator has been optimized to return values
iteratively (rather like each) in f or each loops, so it is now much faster than a loop variable. This can
be considered a reason to upgrade as much as a programming point, of course.

If no loop variable is supplied, Perl uses the default variable $_ to hold the current loop value:

foreach (@rray) {
print "$_\n";
}

This is very convenient, especially with functions that default to using $_ if no argument is supplied, like
the regular expression operators:

foreach (@rray) {
/match_text/ and print "$_ contains a match! \n";
}

A final, somewhat unusual form of the f or /f or each loop inverts the loop to place the body before the
for. This is the same syntax as the inverted i f, but applied to a loop instead. For example:

/match_text/ and print ("$_ contains a match! \n") foreach @rray;

This syntax can be convenient for short loop bodies, but it is not really suitable if the f or each becomes
obscured. The above example is borderline legible, for example, and a map or the former version would
probably be better.

Using 'foreach' with Multi-Branched Conditions

We have already mentioned that, when used with switches and multi-branched conditions, regular
expressions have the particularly useful feature of using $_ when they are not associated with a value.
By combining this with a f or each loop, we can remove the test variable altogether. Without a defined
loop variable f or each assigns each value that it is given in turn to $_ inside the block that follows it, so
we can rewrite this SW TCH statement:

SWTCH: {
$val ue =~/"1$/ and print("First Place"), |ast;
$val ue =~/"2%/ and print("Second Pl ace"), |ast;
$val ue =~/"3%/ and print("Third Place"), |ast;
print "Try Again";
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like this:

foreach ($val ue) {
/"1$/ and print ("First Place"), last;
/~2$/ and print ("Second Place"), |ast;
/"3%/ and print ("Third Place"), last;
print "Try Again";

}

We have also seen how to return a value from multi-branched conditions using a do block, subroutine
or the ternary operator. However, f or each also comes in very handy here when used with logical
operators:

foreach ($val ue) {
$nessage =
/"1$/ && "First Place" ||
/"2$/ && "Second Place" ||
/"3%/ && "Third Place" ||
"Try Again";
print "$nmessage \n";

}

Here we use a f or each to alias $val ue to $_, then test with regular expressions. Since $val ue is a
scalar, not a list, the loop only executes once, but the aliasing still takes place. The short-cut behavior of
logical operators will ensure that the first matching expression will return the string attached to the &&
operator. Note that if we were writing more complex cases, parentheses would be in order; for this
simple example we don't need them.

This approach works only so long as the resulting values are all True. In this case we are returning one
of the strings Fi r st Pl ace...Try Agai n, which are all True, so there is no problem. For more

complex situations when zero, an undefined value, or an empty string, all of which evaluate to False, is
desired this will not work. Instead we can make use of the ternary operator to produce a similar effect:

foreach ($val ue) {
$nmessage =
/"1$/? "First Place":
[ "2%$/? "Second Pl ace":
/"3%/? "Third Pl ace":
"Try Again";
print "$nmessage \n";

}

The regular expressions in this example are testing against $_, which is aliased from $val ue by the
foreach.

Variable Aliasing in 'foreach' Loops

If we are iterating over a real array (as opposed to a list of values) then the loop variable is not a copy
but a direct alias for the corresponding array element. If we change the value of the loop variable then
we also change the corresponding array element. This can be a source of problems in Perl programs if
we don't take this into account, but it can also be very useful. This example uses aliasing to convert a list
of strings into a consistent capitalized form:
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#! [ usr/ bi n/ perl
# capitalize.pl
use war ni ngs;
use strict;

ny @rray = ("onE", "tw", "THREE', "fOUR', "Fi Ve");

foreach (@rray) {
# 1c turns the word into | owercase, ucfirst then capitalizes the first letter
$_ = ucfirst Ic; # lc uses $_ by default with no argunent

}
print join(',', @rray);

Sometimes we might want to avoid the aliasing feature and instead modify a copy of the original array.
The simplest way to do that is to copy the original array before we start:

foreach (@nparray = @rray) {
$_ =~trl/a-z/A-Z/;
print;

}

The assignment to a local lexically scoped variable creates a temporary array, which can be modified
without affecting the original array. It is also disposed of at the end of the loop.

Conditional Loops - 'while', 'until’, and 'do’

Unlike the f or each loop, which iterates over a list of values, the whi | € and unti | loops do not use
a loop variable. Instead they test a condition and continue to execute the loop for so long as the
condition holds. Here is an example of counting from 1 to 10 using a whi | e loop rather than a f or or
f oreach loop:

#!/ usr/ bi n/ perl
# count 10. pl
use war ni ngs;
use strict;

# count from1l to 10 (note the post-increnent in the condition)
ny $n = 0O;
while ($n++ < 10) {
print $n, "\n";
}

The whi | e and unti | loops are well suited to tasks where we want to repeat an action continuously
until a condition that we can have no advance knowledge of occurs, such as reaching the end of a file.
The following example shows a whi | e loop being used to read the contents of a file line by line. When
the end of the file is reached the readline operator returns False and the loop terminates:

$fi | ename=<>;
open FILE, $filenang;
while ($line = <FILE>) {
print $line;
}
cl ose FILE;

200



Structure, Flow, and Control

If we replace whi | e with unti | ; the meaning of the condition is reversed, in the same way that

unl ess reverses the condition of an i f statement. This make more sense when the nature of the
question asked by the Boolean test implies that we are looking for a 'no' answer. The eof function is a
good example, it returns True when there is no more data:

$fi | ename=<>;

open FILEHANDLE, $filenane;

until (eof (FI LEHANDLE)) ({
$line = <FI LEHANDLE>;
print $line;

Variable Aliasing with 'while'

Whi | e loops do not alias their conditions the way that a f or each loop does its controlling list, because
there is no loop variable to alias with. However, a few Perl functions will alias their values to $_ if
placed in the condition of a whi | e loop. One of them is the readline operator. This means we can write
a loop to read the lines of a file one by one without a loop variable:

$fi | ename=<>;

open FH, $filenarme;

while (<FH>) {
print "$.: $_";

}

Or more tersely:

print "$.: $_" while <FH>;

Looping over Lists and Arrays with 'while'

We can loop over the contents of an array with whi | e if we don't mind destroying the array as we do it:

while ($el enent = shift @rray) {
print $element, "\n";

}
# @rray is enpty here

On the face of it this construct does not appear to have any advantage over a more intuitive f or each
loop. In addition, it destroys the array in the process of iterating through it, since the removed elements
are discarded. However, it does have some advantages.

One simple advantage is if the elements of @r r ay are very large memory-consuming values (like
image data), removing them from the array as soon as we have finished with them allows Perl to release
memory.

There are also computational advantages. Assume we have a list of unique strings and we want to
discard every entry before a particular 'start' entry. This is easy to achieve with a whi | e loop because
we discard each non-matching string as we test it:

#! [ usr/ bi n/ perl
# startexp. pl
use war ni ngs;
use strict;
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# define a selection of strings one of which is 'start'
nmy @ines = ("this", "that", "the other", "start", "the data", "we want");

# discard lines until we see the 'start' marker
while (ny $line = shift @ines) {
last if $line eq 'start';

}

# print out the renaining el enents using interpolation ($")
print "@ines";

Looping on Self-Modifying Arrays

We can use array functions like push, pop, shi ft, and unshi f t to modify the array even while we are

processing it. This lets us create some interesting variations on a standard loop that are otherwise hard
to achieve.

As an example, the following program oscillates indefinitely between two values. It works by shifting
elements off an array one by one and adding them to the other end after subtracting each value from
the highest value in the range, plus 1:

#! [ usr/ bi n/ perl
# oscillator.pl
use war ni ngs;
use strict;

ny $max = 20;
nmy @rray = (1..%$max-1);

while (ny $elenent = shift @rray) {
push (@rray, $max - $el enent);
sl eep 1; # delay the print for one second to see the output
print '*' x $elenent, "\n"; # multiply single '*' to get a bar of '*'s

}

A slight variation of this program produces a loop that counts from one to a maximum value, then back
to one again, and terminates. The principal difference is that the array ranges from one to $max not one
to $rmax- 1:

#!/ usr/ bi n/ perl
# upanddown. pl
use war ni ngs;
use strict;

ny $max = 6;
ny @rray = (1..%$max);

while (ny $el enent = shift @rray) {

push (@rray, $max - $el enent);
print $elenment, " : ", join(",", @rray), "\n";
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Why should such a trivial difference cause the loop to terminate? This program produces the following
output, which shows us why it terminates after passing through the array only twice:

:2,3,45,6,5
:3,4,5,6,54
:4,5,6,54,3
©5,6,5,4,3,2
16,5,4,3,2,1
:5,4,3,2,1,0
:4,3,2,1,0,1
©3,2,1,0,1,2
02,1,0,1,2,3
©1,0,1,2,3,4
:0,1,2,3,4,5

PNWhAOOOOWNE

We can see from this what is actually going on. The values of the array are each replaced with a value
one lower. Since the first array element contained 1, this is reduced to zero. When it comes around for
the second time the result of the shi ft is a False value, because 0 is False, so the loop terminates.

These particular examples are chosen for simplicity, and could also be implemented using simpler
loops. For example, using an increment variable that oscillates between +1 and -1 at each end of the
number range. While we have only used an ordered list for clarity, the oscillator will work even if the
array does not contain ordered numbers.

Looping over Hashes with 'while'

We can iterate over a hash with whi | e instead of f or each using the each function, which in a list
context returns the next key-value pair in the hash, in the same order that keys and val ues return the
keys and values, respectively. When there are no more key-value pairs, each returns undef , making it
suitable for use in the condition of a whi | e loop:

while (($key, $value) = each(%ash)) {
print "$key => $val ue\n";

}

Using f or each and keys, or whi | e and each for this kind of task is mostly a matter of personal
preference. However, f or each is generally more flexible as it allows sorting keys and aliasing with $_,
neither of which are possible in a whi | e/each loop. However whi | e avoids extracting the entire key
list at the start of the loop, and is preferable if we intend to quit the loop once a condition is met. This
is particularly true if the hash happens to be tied to something that is resource-heavy (in comparison to
in-memory hash) like a DBM database.

Note that a f or each loop is a much safer option if we want to alter the contents of the array or hash we
are iterating over. In particular, the internal iterator that each uses can get confused if the hash is
modified during the course of the loop.

'do...while' and 'do...until'

One problem with whi | € and unti | loops is that they test the condition first and only execute the loop
body if the test succeeds. This means that if the test fails on the first pass, the loop body is never
executed. Sometimes, however, we want to ensure that the body is executed at least once. Fortunately
we can invert Whi | e and unti | loops by appending them to a do block to produce a do..whi | e or
do...unti | loop:
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do {

$i nput = <>;

print "You typed: $input \n";
} while ($input '~ /”quit/);

Or, alternatively:

do {

$i nput = <>;

print "You typed: $input \n";
} until $input =~ /"quit/;

Note that parentheses around the condition are optional in an inverted whi | e or unti | loop, just as
they are in an inverted i f .

Interestingly, this inverted loop structure applies to all the looping statements, even f or each:

# this works, but is confusing - don't do it.
do {

print;
} foreach (@rray);

However there is little point in doing this for f or each, first because it will not work except using $_,
second because the loop body does not execute first as it needs the loop value to proceed, and third
because it's just plain confusing. We mention it only because Perl allows it, and it is conceivably
possible that we may encounter it in code.

Note that in the inverted form we cannot declare a variable in the conditional expression. We also
cannot use loop control statements to control the loop's execution as these are not permitted in a do
block - see 'The Trouble with do' later in the chapter.

Controlling Loop Execution

Ordinarily a loop will execute according to its controlling criteria. Frequently, however, we want to alter
the normal flow of execution from within the loop body itself, depending on conditions that arise as the
loop body is executed. Perl provides three statements for this, collectively known as loop modifiers:
next, which advances to the next iteration (retesting the loop condition), | ast, which immediately
exits the loop, and r edo, which restarts the current iteration (without retesting the loop condition).

The next statement forces the loop immediately on to the next iteration, skipping any remaining code
in the loop body, but executing the cont i nue block if it is present. It is most often used when all the
tasks necessary for a given iteration have been completed or the loop variable value for the current
iteration is not applicable.

The following code snippet reads configuration parameters from the user, consisting of lines of name =
val ue pairs. It uses next to skip past empty lines, comments (lines beginning with a #), and lines
without an equals sign:

#! [ usr/ bi n/ perl
# config. pl

use war ni ngs;
use strict;
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ny %onfig = ();
while (<>) {
chonp; #strip linefeed

next if /”MN\s*$/; #skip to the next iteration on enpty |ines
next if /M\s*\#/; #skip to the next iteration on comments
ny ($param $value) = split("=", $_, 2); #split on first '=

unl ess ($val ue) {
print ("“No value for paraneter '$_' \n");
next;

$confi g{ $parant = $val ue;
}

foreach (sort keys %onfig) {
print "$_ => $config{$_} \n";

}

The | ast statement forces a loop to exit immediately, as if the loop had naturally reached its last
iteration. A | ast is most often used when the task for which the loop was written has been completed,
such as searching for a given value in an array, once found, no further processing is necessary:

#!/ usr/ bi n/ perl
# |l ast.pl

use warni ngs;
use strict;

nmy @rray = ("One", "Two", "Three", undef, "Five", "Six");

# copy array up to the first undefined el enent
nmy @ewarray = ();
foreach ny $el enent (@rray) {

| ast unl ess defined ($el enent);

push @ewarray, $el enent;

}

foreach (@ewarray) {
print $_." \n"; # prints One, Two, Three

}

The r edo statement forces the loop to execute the current iteration. At first sight this appears similar to
next . The distinction is that with r edo the loop condition is not retested, and the cont i nue block, if
present, is not executed. In the case of a f or each loop, this means that the loop variable retains the
value of the current loop rather than advances to the next. In the case of a whi | € or unti | loop the
code in the conditional clause is not re-executed, and any functions in it are not called. A r edo is most
often used when more than one iteration may be needed before the main body of a loop can be
executed, for example reading files with multiple-line statements:

#! [ usr/ bi n/ perl
# backsl ash. pl
use war ni ngs;
use strict;
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my @ines = ();
while (<>) {
chonp;
if (s/I\\$//1) { # check for and renove a trailing backslash character
ny $line = <>;
$_.= $line, redo; # goes to the 'chonp' above

}
push @ines, $_;

}
foreach (O..$#lines) {

print "$_: $lines[$_] \n";
}

In this example the whi | e statement reads a line and aliases it to $_. The chonp removes the trailing
newline, and the remainder of the line is checked for a trailing backslash. If one is found, another line is
read and appended to $_.

Inside the i f statement, the r edo is called to pass execution back up to the chonp statement. Since

r edo does not re-execute the whi | e statement the value of $_ is not overridden and the chonp is
performed on the value of $_ that was assigned inside the i f statement. This process continues so long
as we continue to enter lines ending with a backslash.

All of the loop control statements next, | ast, and r edo can be used in any kind of loop (f or,
foreach, whil e, until). Exceptions to this are the do. . . whi | e and do. . . unti | loops. This is
because loops built around do blocks do not behave quite the way we expect, as we will see shortly.

The 'continue’' Clause

All of Perl's loops can accept an additional cont i nue clause. Code placed into the block of a

conti nue clause is executed after the main body of the loop. Ordinarily this has no different effect
from just adding the code to the end of the main loop, unless the loop body contains a next statement,
in which case the cont i nue block is executed before returning to the top of the loop. This makes a
cont i nue block a suitable place to increment a loop variable:

$n = 0;

while ($n < 10) {
next if ($n % 2);
print $n, "\n";

} continue {
# 'next' cones here
$n++;

}

# 'last' conmes here

Note, however, that a | ast statement will not execute the cont i nue block before exiting the loop.
Similarly, r edo will not execute the cont i nue block because it re-executes the loop body on the same
iteration, rather than continuing to the next.

There are few, if any, instances where a cont i nue block is actually necessary, since most loops with a
conti nue clause can be easily rewritten to avoid one.
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The cont i nue clause is actually an explicit way to write the third part of a f or loop, which deals with
next, | ast, and r edo in the same way as the whi | e. . . conti nue loop above:

for ($n = 0; $n < 10; $n++) {
next if ($n % 2);
print $n, "\n";

}

This example is exactly equivalent in both execution and semantics to the whi | e loop above, with the
single exception that the scope of $n is limited to the body of the loop itself. If we placed enclosing
braces before the ny $n = 0; and after the cont i nue block, the two examples would be effectively
identical, except that the f or loop is a lot shorter and simpler to read.

Controlling Nested Loops

So far we have just seen how to use loop control statements to affect the execution of the current loop.
However, the next, | ast, and r edo statements all accept an optional loop label as an argument. This
allows us to jump to the start or end of an outer loop, so long as that loop has a name. To give a loop a
name we just prefix it with a label:

@ines = ();
LINE: foreach (<>) {
chonp;

next LINE if /7$/; # skip blank lines
push @ines, $_;

}

Even in a simple loop this allows us to write slightly more legible code in places. Since the label
indicates the purpose of the loop and of the control statements inside it, next LI NE literally means 'do
the next line'. However, if we have two nested loops, labeling the outer loop allows us to jump to the
next iteration of the outer loop using next :

OQUTER: foreach ny $outer (@rray) {
INNER: foreach nmy $inner (@$outer}) {
next OUTER unl ess defined $inner;

}

# 'last' or 'last INNER would cone here

}

This is very similar to using a | ast statement, except that it will jump to the top of the outer loop rather
than the end of the inner loop. If the outer loop contains more code after the inner loop, next will
avoid it while | ast will execute it.

Similarly, we can use | ast to exit both loops simultaneously. This is a much more efficient way to exit
nested loops than exiting each loop individually:

LINE: foreach ny $line (<>) {
chonp;
ITEM foreach (split /, /, $line) {
last LINEif /~_END/; # abort both | oops on token
next LINE if /~_NEXT_/; # skip remaining itens on token
next ITEMif /™ s*$/; # skip enpty col ums
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# process item
print "Got: $_\n";

}

Labeling the inner loop is optional. The outer loop does need to be labeled, allowing loop control
statements to apply themselves to the outer loop and not to the inner loop. However, if we use labels for
some loop control statements it is generally more legible to use them for all of the loop control
statements.

Perl allows labels to be defined multiple times. When a label is used, the label definition that is closest
in scope is taken to be the target. For loop control statements, the first matching loop label in the stack
of loops surrounding the statement is used. In general we do not expect to be giving two loops the same
name if one is inside the other, so it is always clear which label a loop control statement is referring to.
Reusing labels is also handy for swi t ch style conditional statements, and any other constructs where
we want to make the purpose of the construct clear.

Intriguingly, we can jump to a loop label of an outer loop even if there is a subroutine call in the way.
This is not really a good idea, and Perl will warn us if we do it inadvertently:

Exiting subroutine via next at ...

Although we would not expect to do this normally, it is possible to mistype the name of a label,
especially if we copy and paste carelessly.

The Trouble with 'do’

The fact that loop modifiers do not work in do. . . whi | e, or do. . . unti | loops may seem strange. The
reason for this is slightly obscure, but comes about because unlike a normal whi | € or unti | loop, the
whi | e and unti | conditions in a do...whil e ordo...until loop are considered modifiers that
modify the behavior of the do block immediately before them. The do block is not considered to be a
loop, so loop control statements do not work in them.

It is possible, though not terribly elegant, to get a next statement to work in a do. . . whi | e loop
through the addition of an extra bare block inside the do block, as in this example:

#!/ usr/ bi n/ perl
# evenl. pl

use war ni ngs;
use strict;

# print out even nunbers with a do...while |oop
ny $n = 0;
do { {
next if ($n % 2);
print $n, "\n";
} } while ($n++ < 10);

Unfortunately while this works for next, it does not work for | ast, because both next and | ast
operate within the bounds of the inner block. All | ast does in this case is take us to the end of the
inner block, where the whi | e condition is still in effect. In order to get | ast to work we have to

invert the blocks and put the do block inside the bare block. Unfortunately, this will now cause next to
do the same as | ast . It will take us to the next iteration of the outer bare block, which, as it only
executes once, exits the loop. The only way to have both working is to use a label for an outer block
and an inner block:
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#!/ usr/ bi n/ perl
# even2. pl

use war ni ngs;
use strict;

# print out even nunmbers with a do...while |oop
ny $n = O;
DO LOOP: { do { {
next if ($n % 2);
print $n, "\n";
# ...do other stuff
last DOLOOP if $n == 10;
} } while (++$n) }

This is extremely ugly code. The better solution at this point is to find a way to rephrase this code as a
normal whi | e, until, or f or each loop and avoid the whole problem:

$n = 0;

while (++$n <= 10) {
next if ($n % 2);
print $n, "\n";

# do ot her stuff

The 'goto’' Statement

The got o statement has two basic modes of operation. The simpler and more standard use allows
execution to jump to an arbitrary labeled point in the code, just as in C and many other languages.

($lines, $enpty, $comment, $code) = (0, 0, 0, 0);

while (<>) {
/"$/ and $enpty++, goto CONTI NUE;
/"l and $comment ++, got o CONTI NUE;
$code++, goto CONTI NUE;

CONTI NUE:
$li nes++;

}

There are few, if any, reasons to use a got 0 with a label. In this case, we would be better off replacing
got 0 with next statements and putting the cont i nue code into a cont i nue block:

while (<>) {
/"$/ and $enpty++, next;
/"l and $comment ++, next;
$code++;

} continue {

$l i nes++;

}
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A got 0 statement can also take an expression as its argument. The result of the expression should be a
label that execution can jump to. This gives us another, albeit rather ugly, way to write a compound
SWi t ch statement:

$selection = int (4*rand); # $sel ection is a random i nt eger

@el ections = ("ZERO', "ONE', "TWD', "THREE");
goto $sel ections[ $sel ection];

{
ZERO

print "None";
next ;

ONE;

print "One";
next ;

TWO.

print "Two";
next ;

THREE

print "Three";
next ;

}

print "...done \n";

Again, there are better ways to write compound statements. We covered these earlier, so we should not
have to resort to got 0 here.

The second, and more interesting use of got 0, is used to call subroutines. When used in this context the
new subroutine entirely replaces the current one, so that on return from the second subroutine
execution is returned to the caller of the first subroutine. The primary use of this form is in autoloaded
functions, which will be covered later in this chapter, and also in Chapter 10.

It can also be used for so called tau-recursion. This is where a recursive subroutine can call itself
repeatedly without causing Perl to create an ever-growing stack of subroutine calls. A subroutine that
calls itself ten thousand times can return directly to the original caller instead of returning a value
through ten thousand intermediate subroutine calls. We will cover this in Chapter 7.

'maps' and 'greps’

The map and gr ep functions are list-processing functions that convert one list into another. If the goal
of a f or each or whi | e loop is to generate a new list, we might be able to do the job better using map
or gr ep. The syntax of map (and gr ep) takes one of two equivalent forms:

map EXPRESSI ON, LIST  grep EXPRESSI ON, LIST
map BLOCK LIST grep BLOCK LI ST

In each case the EXPRESSI ON or BLOCK is executed for each value of LI ST, and the results returned as

a new list. This is not dissimilar to the way that f or each works, except that map returns a value that
can be immediately used in a larger expression or statement.
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The purpose of map is to convert the elements of a list one by one, and produce a new list as a result.
The expression or block performs the conversion, so map is conceptually related to a f or each loop.
Similarly, the purpose of gr ep is to return a list containing a subset of the original list. The expression
or block is evaluated to a True or False value to see if the element is eligible for inclusion, so gr ep is
conceptually related to a whi | e loop. Both functions perform aliasing to $_ in the same way that

f or each does.

lmapl
To illustrate how map works in practice, let's take an example. Assume that we have a list of integers

representing ASCII values, and we want to turn it into a list of character strings. We can do that with a
f or each loop like this:

@wunbers = (80, 101, 114, 108);
@har act ers;

foreach (@unbers) {
push @haracters, chr $_;

}

print @haracters;

With map we can do it like this:

@unbers = (80, 101, 114, 108);
@haracters = map (chr $_, @wunbers);

Or, equivalently:
@haracters = map {chr $_} @wunbers;

Even better, we can turn the result into a string and print it in one go, because map returns the resulting
list, unlike the f or each loop:

print join ('-', map {chr $_} @wunbers); # displays 'P-e-r-I"

As we can see, map is closely related to f or each, and operates in a similar way, especially with regards
to aliasing. Unlike f or each however, map cannot choose its own loop variable and must use $_ within
the block or expression. It also cannot make use of loop control variables in the same way that a do
block cannot.

The choice between f or each and map mainly boils down to the purpose of the loop. If the purpose of
the loop is to generate a new list, and we intend to immediately use that list in a larger expression, we
should use map. If the loop has effects other than building the list, or needs to use loop control
statements, we are better off using f or each.

lgrepl
The gr ep function gets its name from the UNIX gr ep command, which scans text files and returns
lines from them that match a given regular expression search pattern. The Perl gr ep function is similar
in concept in that it returns a list containing a subset of the original list, though it does not directly have
anything to do with regular expressions.
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The syntax of gr ep is identical to map, but while the expression or block in a map statement is used to
convert each value in a list, the corresponding expression or block in a gr ep statement is evaluated as a
condition to determine if the value should be included in the new list.

For example, the following whi | e loop calculates the lines starting with numbers, and then builds up a
list of the lines input:

@wunerics = ();
while (<>) {
push @wunerics, $_if /"Md+/;

}

print "@unerics\n";
The same thing is much shorter with map, but involves a conditional operation:
@unerics = map {/™MN\d + /?2$_:()} <>

This works because () returns nothing and so adds nothing to the list being built by map. This is
essentially what gr ep does automatically, so we can simplify the above to just:

@unerics = grep {/™Md + /} <>

Here we have used a regular expression as the condition, in keeping with the spirit of the UNIX gr ep
command, which works on a similar basis. However, since gr ep accepts any expression or block to test
the condition, we can use any kind of condition we like.

Note that because gr ep tests each value that it is supplied with, rather than manipulating it like map,
does not mean that it has to leave the values untouched. Since gr ep aliases $_ to the values of the
original list, we can alter the resulting list by assigning to $_, so long as we are prepared to accept that
this also alters the original list. This is fine if we intend to discard the original list, but bad practice
otherwise, it leads to confusing and hard-to-understand code.

The following example uses gr ep and assigns to $_ to produce a modified version of the elements that
match. First it strips the leading numbers with a substitution, then assigns $_ to give the remaining string
a prefix:

@wunerics = grep {

if (s/\d+ /) {
$_="CGot: $_";

Due to the fact that the result of the assignment is the value assigned, which in this case is a string that
starts with Got : , the whole block evaluates to a true value if the initial substitution succeeds, and an
undefined value otherwise.

As with map, there is a limit to how far this kind of approach should be pushed. Once the complexity

reaches a certain point it becomes more practical and certainly more legible to use a f or each or whi | e
loop instead.
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Summary

We started this chapter by exploring the basic structures of Perl. We covered statements, declarations,
expression, and blocks. We looked in particular at the facilities provided by blocks.

We covered Perl's conditional statements, i f, el se, el si f, and unl ess. We also looked in detail at
how to create loops with f or and f or each, and how to create conditional loops with whi | e, unti |,
do, do..whi | e and do...until .

The chapter also covered how to control the execution of loops with the modifiers next, | ast, r edo,
and cont i nue. Finally, the chapter covered the got 0 statement as well as map and gr ep.
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Subroutines

Subroutines are autonomous blocks of code that function like miniature programs and can be executed
from anywhere within a program. Because they are autonomous, calling them more than once will also
reuse them.

There are two types of subroutine, named and anonymous. Most subroutines are of the 'named'
persuasion. Anonymous subroutines do not have a name by which they can be called, but are stored
and accessed through a code reference. Since a code reference is a scalar value, it can be passed as a
parameter to other subroutines.

The use of subroutines is syntactically the same as the use of Perl's own built-in functions. We can use
them in a traditional function-oriented syntax (with parentheses), or treat them as named list operators.
Indeed, we can override and replace the built-in functions with our own definitions provided as
subroutines through the use of the use subs pragma.

Subroutines differ from ordinary bare blocks in that they can be passed a list of parameters to process.
This list appears inside subroutines as the special variable @, from which the list of passed parameters
(also known as arguments) can be extracted.

Because the passed parameters take the form of a list, any subroutine can automatically read in an
arbitrary number of values, but conversely the same flattening problem that affects lists that are placed
inside other lists also affects the parameters fed to subroutines.

The flexibility of the parameter passing mechanism can also cause problems if we want to actually
define the type and quantity of parameters that a subroutine will accept. Perl allows us to define this
with an optional prototype, which, if present, allows Perl to do compile-time syntax checking on how
our subroutines are called.
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Subroutines, like bare blocks, may return either a scalar or a list value to the calling context. This allows
them to be used in expressions just as any other Perl value is. The way this value is used depends on the
context in which the subroutine is called.

Declaring and Calling Subroutines

Subroutines are declared with the sub keyword. When Perl encounters sub in a program it stops
executing statements directly, and instead creates a subroutine definition that can then be used
elsewhere. The simplest form of subroutine definition is the explicit named subroutine:

sub mysubroutine {
print "Hello subroutine! \n";

}

We can call this subroutine from Perl with:

# call a subroutine anywhere
mysubroutine ();

In this case we are calling the subroutine without passing any values to it, so the parentheses are empty.
To pass in values we supply a list to the subroutine. Note how the subroutine parentheses resemble a list
constructor:

# call a subroutine with paraneters
nysubroutine ("testing", 1, 2, 3);

Of course just because we are passing values into the subroutine does not mean that the subroutine will
use them. In this case the subroutine entirely ignores anything we pass to it. We'll cover passing values
in more detail shortly.

In Perl it does not matter if we define the subroutine before or after it is used. It is not necessary to
predeclare subroutines. When Perl encounters a subroutine call it does not recognize, it searches all the
source files that have been included in the program for a suitable definition, and then executes it.
However, defining or predeclaring the subroutine first allows us to omit the parentheses and use the
subroutine as if it were a list operator:

# call a previously defined subroutine without parentheses
nmysubr out i ne;
nysubroutine "testing", 1, 2, 3;

Note that calling subroutines without parentheses alters the precedence rules that control how their
arguments are evaluated, which can cause problems, especially if we try to use a parenthesized
expression as the first argument. If in doubt, use parentheses.

We can also use the old-style & code prefix to call a subroutine. In modern versions of Perl (that is,
anything from Perl 5 onwards) this is strictly optional, but older Perl programs may contain statements
like:

# call a Perl subroutine using the old syntax
&nysubrouti ne;
&nmysubroutine();
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The ampersand has the property of causing Perl to ignore any previous definitions or declarations for
the purposes of syntax, so parentheses are mandatory if we wish to pass in parameters. It also has the
effect of ignoring the prototype of a subroutine, if one has been defined. Without parentheses, the
ampersand also has the unusual property of providing the subroutine with the same @ array that the
calling subroutine received, rather than creating a new one. In general, the ampersand is optional and,
in these modern and enlightened times, it is usually omitted for simple subroutine calls.

Anonymous Subroutines and Subroutine References

Less common than named subroutines, but just as valid, are anonymous subroutines. As their name
suggests, anonymous subroutines do not have a name. Instead they are used as expressions, which
return a code reference to the subroutine definition. We can store the reference in a scalar variable (or
as an element of a list or a hash value) and then refer to it through the scalar:

ny $subref = sub {print "Hello anonynous subroutine";};

In order to call this subroutine we use the ampersand prefix. This instructs Perl to call the subroutine
whose reference this is, and return the result of the call:

# call an anonynous subroutine
&$subr ef ;
&$subref ("a paranmeter");

This is one of the few places that an ampersand is still used. However, even here it is not required; we
can also say:

$subref->();
$subref->("a paraneter");

These two variants are nearly, but not quite, identical. Firstly, &subr ef ; passes the current @ array (if
any) directly into the called subroutine, as we briefly mentioned earlier. Secondly, the ampersand
disables any prototypes we might have defined for the subroutine. The second pair of calls retains the
prototype in place. (We cover both of these points later in the chapter.)

We can generate a subroutine reference from a named subroutine using the backslash operator:

ny $subref = \&nmysubroutine;

This is more useful than one might think, because we can pass a subroutine reference into another
subroutine as a parameter. The following simple example demonstrates a subroutine taking a subroutine
reference and a list of values, and returning a new list generated from calling the subroutine on each
value of the passed list in turn:

#! [ usr/ bi n/ perl
# cal | sub. pl
use war ni ngs;
use strict;

sub do_list {
ny ($subref, @n) = @;
nmy @ut;
map {push @ut, &$subref ($_)} @n;
return @ut;
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sub add_one {
return $_[0] + 1;
}

$ =""
print do_list (\&dd_one, 1, 2, 3); # prints 2, 3, 4

Some Perl functions (notably sor t), also accept an anonymous subroutine reference as an argument.
We do not supply an ampersand in this case because sort wants the code reference, not the result of
calling it. Here is a sort program that demonstrates the different ways we can supply sort with a
subroutine. The anonymous subroutine appearing last will not work with Perl 5.005:

#! [ usr/ bi n/ perl
# sortsub. pl
use war ni ngs;
use strict;

# alist to sort
ny @ist = (3, 4, 2, 5 6, 9, 1);

# directly with a bl ock
print sort {$a cnp $b} @i st;

# with a named subroutine
sub sortsub {

return $a cnp $b;
}

print sort sortsub @i st;

# with an anonynous subroutine
ny $sortsubref = sub {return $a cnp $b;};
print sort $sortsubref @i st;

Of course, since we can get a code reference for an existing subroutine we could also have said:
$sortsubref = \&sortsub;

The advantage of using the anonymous subroutine is that we can change the subroutine that sort uses
elsewhere in the program, for example:

# define anonynous subroutines for different sort types:
$numericsort = sub {$a <=> $b};

$stringsort = sub {$a cnp $b };

$reversenunericsort = sub {$b <=> $a};

# now sel ect a sort nethod
$sortsubref = $numericsort;

The disadvantage of this technique is that unless we take care to write and express our code clearly, it
can be very confusing to work out what is going on, since without running the code it may not always be
possible to tell which subroutine is being executed where. We can use pri nt $subref to print out the
address of the anonymous subroutine, but this is not nearly as nice to read as a subroutine name.
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It is also possible to turn an anonymous subroutine into a named one, by assigning it to a typeglob. This
works by manipulating the symbol table to invent a named code reference that Perl thereafter sees as a
subroutine definition. This leads to the possibility of determining the actual code supported by a
subroutine name at run time, which is handy for implementing things like state machines. This will be
covered more fully in 'Manipulating the Symbol Table Directly' in Chapter 8.

Strict Subroutines and the 'use strict subs' Pragma

The strict pragma has three components, r ef s, var s, and subs. The subs component affects how
Perl interprets unqualified (that is, not quoted or otherwise identified by the syntax) words or
'barewords' when it encounters them in the code.

Without strict subroutines in effect, Perl will allow a bareword and will interpret it as if it were in single
quotes:

$a = bareword;
print $a; # prints "bareword";

The problem with this code is that we might later add a subroutine called bar ewor d, at which point the
above code suddenly turns into a function call. Indeed, if we have war ni ngs enabled, we will get a
warning to that effect:

Unquoted string "bareword" may clash with future reserved word at ...

Strict subroutines is intended to prevent us from using barewords in a context where they are
ambiguous and could be confused with subroutines. To enable them, use one of the following:

use strict; # enables strict refs, vars, and subs
use strict subs; # enabl es strict subs only

Now any attempt to use a bareword will cause Perl to generate a fatal error:
Bareword "bareword" not allowed while "strict subs" in use at ...
Ironically, the second example contains the illegal bareword subs. It works because at the point Perl

parses the pragma it is not yet in effect. Immediately afterwards, barewords are not permitted, so to
switch off strict subs again we would have to use either quotes or a quoting operator like qw:

no strict 'subs';
no strict q(subs);
no strict gw(subs);

Predeclaring Subroutines

Perl allows subroutines to be called in two alternative syntaxes: functions with parentheses or list
operators. This allows subroutines to be used as if they were one of Perl's built-in list operator functions
such as print orread (neither of which require parentheses).

This syntax is only valid if Perl has already either seen the subroutine definition or a declaration of the
subroutine. The following subroutine call is not legal, because the subroutine has not yet been defined:
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debug "This is a debug nessage"; # ERROR no parentheses
#...rest of program..

sub debug {
print STDERR @, "\n";

}

The intention here is to create a special debug statement, which works just like the pri nt statement,
but prints to standard error rather than standard out, and automatically adds a linefeed. Because we
want it to work like pri nt in all other respects we would prefer to omit the brackets if we choose to,
since pri nt allows us to do that.

# predecl are subroutine 'debug'
sub debug;

debug "This is a debug nessage"; # no error
#...rest of program..

sub debug {
print STDERR @, "\n";
}

Subroutines are also predeclared if we import them from another package (see Chapter 10 for more on
packages), as in:

use nypackage gw nysubroutine);

It is worth noting here that even if a package automatically exports a subroutine when it is used, that

does not predeclare the subroutine itself. In order for the subroutine to be predeclared, we must name it

in the use statement. Keeping this in mind, we might prefer just to stick to parentheses.

Overriding Built-in Functions

Another way to predeclare subroutines is with the use subs pragma. This not only predeclares the
subroutine, but also allows us to override Perl's existing built-in functions and replace them with our
own. We can access the original built-in function with the CORE: : prefix. For example, here is a

replacement version of the sr and function, which issues a warning if we use sr and in a version of Perl
of 5.004 or greater without arguments (see Appendix C for more on the srand function):

#!/ usr/ bi n/ perl

# srandcal | . pl

use war ni ngs;

use strict;

use subs gw(srand);

sub srand {
if ($] >= 5.004 and not @) {
warn "Unqualified call to srand redundant in Perl $]";
} else {
# call the real srand via the CORE package
CORE: : srand @;
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Now if we use sr and without an argument and the version of Perl is 5.004 or greater, we get a warning.
If we supply an argument we are assumed to know what we are doing and are supplying a suitably
random value.

Subroutines like this are generally useful in more than one program, so we might want to put this
definition into a separate module and use it whenever we want to override the default srand:

#! [/ usr/ bi n/ perl
# mysrand. pm

package nysrand;
use strict;

use vars gw @ SA @EXPORT @EXPORT_OX) ;
use Exporter;

@ SA = g Exporter);
@EXPORT = gw( mysrand) ;
@EXPORT_OK = gw(srand);

sub nysrand {
if ($] >= 5.004 and not @) {
warn "Unqualified call to srand redundant in Perl $]";

1} else {
# call the real srand via the CORE package
CORE: :srand @;

}
}

use subs gw(srand);
sub srand {&mysrand;}; # pass @ directly to nysrand

This module, which we would keep in a file called mysr and. pmto match the package name, exports
the function nysr and automatically, and the overriding sr and function only if we ask for it.

use nysrand; # inmport 'nysrand'
use nysrand gw nmysrand); # import and predecl are mysrand;
use nysrand gw(srand); # override 'srand'

We'll talk about packages, modules, and exporting subroutines in Chapter 10.

The Subroutine Stack

Whenever Perl calls a subroutine, it pushes the details of the subroutine call onto an internal stack. This
holds the context of each subroutine, including the parameters that were passed to it in the form of the
@ array, ready to be restored when the call to the next subroutine returns. The number of subroutine
calls that the program is currently in is known as the 'depth' of the stack. Calling subroutines are higher
in the stack, and called subroutines are lower.

This might seem academic, and to a large extent it is, but Perl allows us to access the calling stack
ourselves with the cal | er function. At any given point we are at the 'bottom' of the stack, and can look
'up' to see the contexts stored on the stack by our caller, its caller, and so on, all the way back to the top
of the program. This can be handy for all kinds of reasons, but most especially for debugging.
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In a purely scalar context, cal | er returns the name of the package from which the subroutine was
called, and undef if there was no caller. Note that this does not require that the call came from inside
another subroutine — it could just as easily be from the main program. In a list context, cal | er returns
the package name, the source file, the line number from which we were called, and the name of the
subroutine that was called (that is, us). This allows us to write error traps in subroutines like:

sub nmysub {
($pkg, $file, $line) = caller;
die "Called with no paraneters at $file line $line" unless @;

If we pass a numeric argument to cal | er, it looks back up the stack the requested number of levels,
and returns a longer list of information. This level can of course be '0', so to get everything that Perl
knows about the circumstances surrounding the call to our subroutine we can write:

@aller_info = caller O; # or caller(0), if we prefer

This returns a whole slew of items into the list, which may or may not be defined depending on the
circumstances. They are, in order:

package: the package of the caller
f il ename: the source file of the caller

| i ne: the line number in the source file

000 O

subr out i ne: the subroutine that was called (that is, us). If we execute code inside an eval
statement then this is set to eval

O

hasar gs: this is t r ue if parameters were passed (@ was defined)

O

want ar r ay: the value of want ar r ay inside the caller, see 'Returning Values' later in
the chapter

O eval t ext: the text inside the eval that caused the subroutine to be called, if the subroutine
was called by eval

Q is_require:trueifarequire oruse caused the eva
Q hints: compilation details, internal use only

Q bi t mask: compilation details, internal use only

In practice, only the first four items: package, filename, line, and subroutine are of any use to us, which
is why they are the only ones returned when we use caller with no arguments. Unfortunately we do not
get the name of the calling subroutine this way, so we have to extract that from further up the stack:

# get the nane of the calling subroutine, if there was one
$cal lingsub = (caller 1)[3];

Or, more legibly:
($pkg, $file, $line, $callingsub) = caller 1;

Armed with this information, we can create more informative error messages that report errors with
respect to the caller. For example:
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# die with a better error nessage

sub nysub {

($pkg, $file, $line) = caller;

die "Called from", (caller(1)) [3], " with no paraneters at $file line $line
\'n" unless @.
}

If debugging is our primary interest, a better solution than all the above is to use the Car p module. The
Car p module and other debugging aids are covered in Chapter 17.

One final point about the calling stack: if we try to access the stack above the immediate caller we may
not always get the right information back. This is because Perl can optimize the stack under some
circumstances, removing intermediate levels. The result of this is that cal | er is not always as consistent
as we might expect, so a little caution should be applied to its use.

Recursion

Recursion happens when a subroutine calls itself, either directly, or indirectly, via another subroutine
(also known as mutual recursion). For example, consider this subroutine that calculates the Fibonacci
sequence up to a specified number of terms:

#! [ usr/ bi n/ perl
# fibl. pl

use war ni ngs;
use strict;

sub fibonaccil {
ny ($count, S$aref) = @;

unl ess ($aref) {

# first call - initialize
$aref =11, 1];

$count -= scalar(@$aref});
}

$aref = [1,1] unless S$aref;
if ($count--) {
ny $next = $aref->[-1] + Saref->[-2];
push @ $aref}, $next;
return fibonacci 1($count, S$aref);
} else {
return wantarray?@aref}: $aref->[-1];
}

}

# calculate 10th el ement of standard Fi bonacci sequence
print scal ar(fibonacci 1(10)), "\n";

# cal culate 10th el enent beyond sequence starting 2, 4
print scal ar(fibonacci 1(10, [2, 4])), "\n";

# return first ten el enents of standard Fi bonacci sequence

ny @equence = fibonacci 1(10);
print "Sequence: @equence \n";
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Each time the subroutine is entered, it calculates one term, decrements the counter by one and calls
itself to calculate the next term. The subroutine takes two arguments, the counter, and a reference to the
list of terms being calculated. (As a convenience, if we don't pass in a reference the subroutine initializes
itself with the start of the standard Fibonacci sequence, 1, 1.) We pass in a reference to avoid copying
the list repeatedly, which is wasteful. When the counter reaches zero, the subroutine exits without
calling itself again, and returns either the whole list or the last term, depending on how it was called.

This is an example of forward recursion, where we start at the beginning of the task and work our way
towards the end. Elements are calculated one by one as we continue with our recursion. An alternative
way of doing the same job is to use reverse recursion, which starts by trying to calculate the last term
first:

#! [ usr/ bi n/ perl
# fib2. pl

use war ni ngs;
use strict;

sub fibonacci2 {
my ($count, $internal) = @;

if ($count <= 2) {
# we know t he answer already
return $internal ?[1,1]: 1,
} else {
# call ourselves to determ ne previous two el enents
ny $result = fibonacci 2($count -1, 'internal');
# now we can cal cul ate our el ement
ny $next = $result->[-1] + $result->[-2];

if ($internal) {
push @$%$result}, $next;
return $result;

} else {
return $next;

}
}

foreach (1..20) {
print "Elenent $_is ", fibonacci2($.), "\n";

}

This time the subroutine starts by trying to work out the last term, starting at the end, and reversing
back towards the beginning until we can determine the answer without a further call. If the requested
term is the first or second, it just returns the result, otherwise, it needs to work out the terms prior to the
one we have been asked for, which it does by calling itself for the previous terms. In this model, we
descend rapidly to the bottom of the recursion stack until we get the answer '[1,1]'. We then calculate
each new term as we return back up.

Reverse recursion is not as obvious as forward recursion, but can be a much more powerful tool,
especially in algorithms where we do not know in advance exactly how the initial known results will be
found. Problems like the Queen's Dilemma (placing eight queens on a chessboard such that no Queen
can take another) are more easily solved with reverse recursion, for example.
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Both approaches suffer from the problem that Perl generates a potentially large call stack. If we try to
calculate a sufficiently large sequence then Perl will run out of room to store this stack and will fail with
an error message:

Deep recursion on subroutine "main::fibonacci2" at ...

Some languages support 'tail' recursion, an optimization of forward recursive subroutines where no code
exists after the recursive subroutine call. Because there is no more work to do at the intermediate levels
of the subroutine stack, they can be removed. This allows the final call to the recursed subroutine call to
directly return to the original caller. Since no stack is maintained, no room is needed to store it.

Perl's interpreter is not yet smart enough to figure out this optimization automatically, but we can code
it explicitly using a got o statement. The fi bonacci 1 subroutine we showed first is a recursive
subroutine that fits the criteria for 'tau' recursion, as it returns. Here is a modified version, f i bonacci 3
that uses got 0 to avoid creating a stack of recursed subroutine calls. Note that the got o statement and
the line immediately before it are the only difference between this subroutine and f i bonacci 1:

#!/ usr/ bi n/ perl
# fib3.pl

use warni ngs;
use strict;

sub fibonacci 3 {
ny ($count, Saref) = @;

unl ess ($aref) {

# first call - initialize
$aref =1[1,1];

$count -= scalar(@$aref});
}

if ($count--) {
ny $next = $aref->[-1] + Saref->[-2];
push @ $aref}, $next;
@ = ($count, $aref);
got o &fi bonacci 3;
} else {
return wantarray?@ $aref}: garef->[-1];

}
}

# cal cul ate 1000t h el enent of standard Fi bonacci sequence
print scal ar(fibonacci 3(1000)), "\n";

The got 0 statement jumps directly to another subroutine without actually calling it (which creates a
new stack frame). The automatic creation of a localized @ does not therefore happen. Instead, the
context of the current subroutine call is used, including the current @. In order to 'pass' arguments we
therefore have to predefine @ before we call got 0. Examining the code above, we can see that
although it would sacrifice legibility, we could also replace $count with $_[ 0] to set up @ correctly
without redefining it.

Recursion is a nice programming trick, but it is easy to get carried away with it. Any calculation that

uses recursion can also be written using ordinary iteration too, so use recursion only when it presents
the most elegant solution to a programming problem.
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Checking for Subroutines and Defining Subroutines
On the Fly

We can check for the existence of a subroutine before we call it using Perl's def i ned function:

if (defined &capitalize) {
capitalize(@ountries);

}

This is more useful than it might seem. For instance, when using a library that may or may not support a
particular subroutine (depending on the installed version) we can safeguard against a possible exit from
our program by checking that the library has the function before we try to call it.

If we are writing object-oriented Perl, we can use the special object method can (supplied by the
UNI VERSAL object - that's a subject for Chapter 19 though), in order to do the same thing in a more
object-oriented style:

$bean->junp('left') if $bean->can('junp');

We are not limited to just testing for the existence of subroutines. We can also substitute for them and
even define them on-the-fly by defining an AUTOLQAD subroutine. If an AUTOLOAD subroutine exists in
the same package as a non-existent subroutine, Perl will call it, rather than exiting with an error. The
name of the missing subroutine, complete with package name, is placed in the special package variable
$AUTOLOAD, and the arguments passed to the subroutine are instead passed to AUTOLOAD. As a trivial
example, the following AUTOLQAD subroutine just returns the missing subroutine name as a string:

sub AUTOLQAD {
our $AUTOLOAD; # or 'use vars' for Perl < 5.6
return $AUTOLOAD,

}

Because $AUTOLOAD is a package variable which we have not declared, we need to gain access to it with
the our directive if use stri ct isin effect (Perl versions before 5.6 need to have use var s instead).
The example above allows us to write strange looking statements like this:

$, =" "
print "", Hello, Autoloading, Wrld;

This is identical in effect to:
print "main::Hello", "main::Autol oading", "main::Wrld";

In other words, this AUTOLOAD subroutine interprets unqualified barewords as strings. A slightly more
useful example of the same technique is shown by this HTML tag generator, which automatically
creates matching start and end tags, with any supplied parameters sandwiched in between. Note the
regular expression to strip off the package prefix:

sub AUTOLOAD {
our ($AUTOLQAD); # again, 'use vars' if Perl <5.6
$AUTOLOAD =~ s/ ™. *:://; # strip the package nane
return "<$AUTOLOAD> \n". join("\n", @). "</$AUTOLOAD> \n";
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We can now write an HTML page programmatically using functions that we haven't actually defined, in
a similar (and much shorter, albeit less sophisticated) way to the CGI module. Here is an example
HTML document created using the above autoloader subroutine in a single line of code:

print htm (head(title("Autol oaded HTM.")), body(hl("H There")));

While functional, this example has a few deficiencies. For a start, we can invent any tag we like,
including mis-spelled ones. Another problem is that it does not learn from the past; each time we call a
non-existent subroutine, Perl looks for it, fails to find it, then calls AUTOLOAD. It would be more elegant
to define the subroutine so that next time it is called, Perl finds it. The chances are that if we use it once,
we'll use it again. To do that, we just need to create a suitable anonymous subroutine and assign it to a
typeglob with the same name as the missing function, which inserts the new subroutine into the symbol
table for us. Here is a modified version that does this for us:

sub AUTOLOAD {
our ($AUTOLQAD);
no strict 'refs';
ny $tag = $AUTOLOAD,
$tag =~s/.*:://;
*$AUTOLOAD = sub {
"<$tag> \n". join("\n", @). "</ $tag> \n";

}s

&$AUTOLOAD; # we can use a 'goto' here too -- see bel ow

}

Now, whenever a tag is asked for, a subroutine for that tag is defined. The next time the same tag is
asked for, the newly defined subroutine catches the call and handles it.

Aside from the anonymous subroutine definition, the other interesting point about this autoloading
subroutine is the call to the new subroutine at the end.

Since AUTOLQAD has to define the subroutine the first time it is called, it has to call it as well. We make
use of the &ubnane; syntax to pass the contents of @ directly to the new subroutine. However,
$AUTOLOAD is a symbolic reference, so we use no strict refs atthe top of the subroutine.

AUTOLQOAD subroutines that define subroutines are one place where using got 0 does make sense. We
can replace the last line of this subroutine with:

got o &PAUTOLOAD,

Why is this useful? Because it removes the AUTOLOAD subroutine itself from the calling stack, so
cal | er will not see the AUTOLOAD subroutine, but rather the original caller. So got 0 is consequently a
common sight in AUTOLOAD subroutines that define subroutines on-the-fly.

Autoloading is quite handy in functional programming, but much more useful in modules and
packages. Accordingly we cover it in more depth in Chapter 10.
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Passing Parameters

Basic Perl subroutines do not have any formal way of defining their arguments. We say 'basic' because
we can optionally define a prototype that allows us to define the types of the arguments passed, if not
their names inside the subroutine. However, ignoring prototypes for the moment, we may pass any
number of parameters to a subroutine:

nysubroutine ("paraneterl", "paraneter2", 3, 4, @istparaneter);

It is helpful to think of the parentheses as a conventional list definition being passed to nysubr outi ne
as a single list parameter — remove nmysubr out i ne from the above statement and what we are left with
is a list. This is not far from the truth, if we recall that declaring a subroutine prior to using it allows us
to use it as if it were a built-in list operator. Consequently, arrays and hashes passed as arguments to
subroutines are flattened into one list internally, just as they are when combined into a larger list.

The parameters that are passed into a subroutine appear inside the subroutine as a list contained in the
special variable @. This variable is made local to each subroutine, just as $_ is inside nested f or each
loops. The definition of @ is thus unique to each subroutine, despite the fact that @ is a package
variable.

One simple and common way to extract parameters passed to a subroutine is simply to assign @ to a
list of scalar variables, like so:

sub vol unme {
($hei ght, $width, $length) = @;
return $height * $width * $l ength;

This gives us named scalar variables we can write code for more legibly, and also takes care of any
aliasing problems that might otherwise occur (as we will see in a moment). Alternatively, we can use
shi ft to pull values off the array one by one:

sub vol une {
$hei ght = shift;
$width = shift;
$length = shift;
return $height * $width * $l ength;

This differs from the previous example in that it actually modifies @, removing passed parameters from
the front of the list. After all the shifts have been processed @ may be empty or it may contain further
passed parameters. We can use that to our advantage to write subroutines that only use some
parameters and pass the rest on. For example, here is a speculative object method that is a wrapper for
the volume function:

sub vol une {
ny $self = shift; #renove the object passed as the first paraneter
return Functions::volume(@); #pass renmi ning paraneters on
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If it's brevity we are after, we can avoid assigning the contents of @ to anything, and simply use the
values of @ directly. This version of vol une is not as clear as the first, but makes up for it by being
only one line long. As a result the workings of the subroutine are still fairly obvious:

sub vol ume {
return $_[0] * $_[1] * $_[2];

}

The @ array is a local array defined when the subroutine is first entered. However, while the array is
local, the values of @ are aliases for the original parameters that were passed in to the subroutine. This
means that, if the parameter was a variable, modifying the values in the @ array modifies the original
variable as well. Used unwisely this can be an excellent way to create hard-to-understand and difficult-
to-maintain code, but if the purpose of a subroutine is to manipulate a list of values in a consistent and
generic way, it can be surprisingly useful. Here is an example of such a subroutine that emulates the
chonp function:

#strip the line separator '$/' fromthe end of each passed string:

sub mychonp {
foreach (@) {
s| $/$||;
}
}

This also happens to be a good demonstration of aliasing. The subroutine actually aliases twice over;
once to alias the variables $st ri ng and @i nes in the @ array inside the subroutine, and again in the
for each loop that aliases the loop variable $_ to the values in the @ array one by one.

We can call this subroutine in the same way as the real chonp:
nychonp $string;
mychonp @i nes;

Modifying the passed arguments implies that they are modifiable in the first place. Passing a literal
value rather than a variable will produce a syntax error. For example:

nychonp "you can't touch this \n";
This produces:

Modification of a read-only value attempted at ...

When we come to discuss prototypes we will see how we can define subroutines that can be checked for
correct usage at compile time. This means we can create a subroutine like mychonp that will produce a
syntax error if used on a literal variable at compile time, just like the real chonp.

Passing Lists and Hashes

We mentioned earlier, when we started on the subject of passed arguments, that passing lists and hashes
directly into a subroutine causes list flattening to occur, just as it does with ordinary list definitions.
Consequently, if we want to pass an array or hash to a subroutine, and keep it intact and separate from
the other arguments, we need to take additional steps. Consider the following snippet of code:
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$nessage = "Testing";
@ount = (1, 2, 3);
testing ($nessage, @ount); # calls 'testing' -- see bel ow

The array @ount is flattened with $message in the @ array created as a result of this subroutine, so as
far as the subroutine is concerned the following call is actually identical:

testing ("Testing", 1, 2, 3);

In many cases this is exactly what we need. To read the subroutine parameters we can just extract the
first scalar variable as the message and put everything else into the count:

sub testing {
($nmessage, @ount) = @;

Or, using shi ft:

sub testing {
$nmessage = shift;
# now we can use @ directly in place of @ount

The same principle works for hashes, which as far as the subroutine is concerned are just more values. It
is up to the subroutine to pick up the contents of @ and convert them back into a hash:

sub testing {
($nmessage, %ount) = @;
print "@";

}

testing ("Magpies", 1 => "for sorrow', 2 => "for joy", 3 => "for health", 4 =
"for wealth", 5 => "for sickness", 6 => "for death");

However, this only works because the last parameter we extract inside the subroutine absorbs all the
remaining passed parameters. If we were to write the subroutine to pass the list first and then the scalar
afterwards, all the parameters are absorbed into the list and the scalar is left undefined:

sub testing {
(@ount, $nessage) = @; # ERROR
print "@";

}

testing(l, 2, 3, "Testing");
# results in @ount = (1, 2, 3, "Testing") and $nessage = undef

If we can define all our subroutines like this we won't have anything to worry about, but if we want to
pass more than one list we still have a problem.
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If we attempt to pass both lists as-is, then extract them inside the subroutine, we end up with both lists
in the first and the second left undefined:

sub testing {
nmy (@essages, @ount) = @; # wong!
print "@";

}

@sgs = ("Testing", "Testing");

@ount = (1, 2, 3);

testing(@sgs, @ount);

# results in @messages = ("Testing", "Testing", "Testing", 1, 2, 3) and
# @ount = ();

The correct way to pass lists and hashes, and keep them intact and separate, is to pass references. Since
a reference is a scalar, it is not flattened like the original value and so our data remains intact in the
form that we originally supplied it:

testing (["Testing", "Testing"], [1, 2, 3]); # with two lists
testing (\ @essages, \@ount); # with two array variabl es
testing (Sarefl, $aref2); # with two list references

Inside the subroutine we then extract the two list references into scalar variables and dereference them
using either @ $aref} or $ar ef - >[ i ndex] to access the list values:

sub testing {

($nmessages, $count) = @;

# print the testing nessages
foreach (@{$nessages}) {
print "$_ ... ";

}

print "\n";

# print the count;

foreach (@{$count}) {
print "$_! \n";

}

}

Another benefit of this technique is efficiency; it is better to pass two scalar variables (the references)
than it is to pass the original lists. The lists may contain values that are large both in size and number.
Since Perl must store a local copy of the @ array for every new subroutine call in the calling stack,
passing references instead of large lists can save Perl a lot of time and memory.

Converting Scalar Subroutines into List Processors

Consider this subroutine, which capitalizes the first letter of the string that it is passed:

sub capitalize {
$[0] = ucfirst(lc $_[0]);

print "$_[0]";
}
$country = "engl and";
capitalize($country); # produces ' Engl and'
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Simple enough, but it only works on one string at a time. However, just because we wrote this
subroutine to work as a scalar operator does not alter the fact that in reality it is working on a list. We
have just limited it to handle a list with one value. With only a little extra effort we can turn this
subroutine into something that works on scalars and lists alike:

sub capitalize {
foreach (@) {
$_ = ucfirst Ic; # lc uses $_if argunent is onitted
print "$_[0]";

}

Or more efficiently, with map:

sub capitalize {
map {$_ = ucfirst lc} @;
print "$_[0]";

}

This version works identically for calls like the above that pass only one parameter, but also happily
works on arrays too:

sub capitalize {
map {$_ = ucfirst lc} @;
print "@[O0, 1, 2]";

}
@ountries = ("england", "scotland", "wal es");
capitalize (@ountries); # produces ("England", "Scotland", "Wales")

Passing '@ _' Directly into Subroutines

We said earlier that the @ array is distinct to each subroutine and masks any previous definition. That
is almost true — there is one exception provided, for reasons of efficiency, to the Perl programmers
dedicated to optimizing their code. Normally @ is defined locally, on entry to each subroutine. So, if we
pass in no parameters at all we get an empty array. However, if we call a subroutine using the & prefix
and do not pass parameters or use braces then the subroutine inherits the @ array of the calling
subroutine directly:

&mysubrouti ne; # inherit @ from parent

The problem with this technique is that it is rather arcane, and not obvious to the reader of our code.
Therefore, if we use it, a comment to the effect that this is what we are doing (such as the one above) is
highly recommended.

As far as the subroutine is concerned this is no different to passing the @ array as a parameter:

mysubroutine(@);
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Although, this may seem equivalent, in the second case the @ array is copied each time the call is
made. If @ contains a large number of values, or many calls are made (for instance in a recursive
subroutine) then this is potentially expensive. The &rysubr out i ne; notation passes the @ array
directly, without making a copy, and so avoids the unnecessary work. Whether this is worth the trouble
or not is of course another matter. If @ only contains a few elements, it is probably better to live with
the very minor inefficiency of copying the array and use the explicit version.

Note that the aliasing of the values in the @ array to the original variables (if the parameter was a
variable) happens in either case, so it is not necessary to resort to this practice if all we want to do is
modify the variables that were passed to us.

Named Parameters

Unlike other languages such as C or Java, Perl does not have any way to define formal parameter names
for subroutines. The closest it gets is prototypes combined with retrieving parameters as lexical
variables, as in:

sub surnane {
ny ($scalarl, $scalar2, @istarg) = @;

However, we can implement named parameters using a hash. This provides an elegant way to pass in
parameters without having to define them formally. The trick is to assign the @ array to a hash variable.
This converts the passed list into key-value pairs:

sub vol ume {
ny Y%aram= @;
return $paran{' height'} * $paran{'width'} * $paran{'length'};

The disadvantage of this approach is that we have to name all the parameters that we pass. It is also
slower, since hashes are inherently slower than arrays in use. The advantage is that we can add more
parameters without forcing the caller to supply parameters that are not needed. Of course, it also falls
upon us to actually check the arguments passed and complain if the caller sends us arguments that we
do not use.

We can call this subroutine using the => operator to make it clear that we are passing named
parameters:

volunme (height => 1, width => 4, length => 9);

We can also write the subroutine so that it accepts both named parameters and a simple list. One
common technique borrowed from UNIX command line switches is to prefix named arguments with a
minus, to distinguish them from unnamed arguments. To determine how the subroutine has been called,
we just check the first character of the first parameter to see if it is a minus:

sub vol une {
nmy Y%param
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if ($_[0]=~/"-1) { # if the first argunment starts '-', assume naned
# argunents
while (@) {
ny ($key, $value)=(shift, shift)
# check all nanes are |egal ones
die "Invalid nane ' $key'"
if $key!~/"-(height|w dth|length|color|density)$/;
$key =~ s/"-/1/; #renove | eadi ng m nus
$par an{ $key} = $val ue
}

} else {
# no '-' on first argunment - assune |ist argunents
$paranm{' height'} = shift;
$paran{'width'} = shift;
$paran{'length'} = shift;

}

foreach ('height', '"width', '"length') {
unl ess (defined $paran{$_}) {
warn "Undefined $_, assunming 1"
$paran{$_} =1

}

}
return $paran{' height'} * $param{'width'} * $paran{'length'};
}

In this version of the vol une subroutine we handle both simple and named parameters. For named
parameters we have also taken advantage of the fact that we know the names of the parameters to report
a handy informative warning if any of them are undefined.

Named parameters allow us to create a common set of parameters and then add or override parameters.
This makes use of the fact that if we define a hash key twice, the second definition overrides the first:

# define sone default paraneters
%lefault = (-height => 1, -width => 4, -length => 9);

# use default
print vol une(%lefault);

# override defaul t

print volune(%lefault, -length => 16);

print volume(%lefault, -width => 6, -length => 10)

# specify additional paraneters

print volume(%lefault, -color => "red", -density => "13.4")

Before leaving the subject of named parameters, it is worth briefly mentioning the Al i as module,
available from CPAN. Al i as provides the subroutines al i as and at t r, which generates aliases from a
list of key-value pairs. Both subroutines use typeglobs to do the job.

The al i as subroutine takes a list of key-value pairs as its argument, and is therefore suited to

subroutines. The type of variable defined by the alias is determined by the type of value it is aliased to;
a string creates a scalar, a list creates an array. Here is yet another vol ume subroutine that uses al i as:
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#! [/ usr/ bi n/ perl
# vol al i as. pl
use war ni ngs;
use strict;

no strict 'vars';
use Ali as;

# subroutine using 'alias'
sub vol ume {

alias @;

return $height * $width * $l ength;
}

# a call to the subroutine
print volune(height => 1, length => 9, color => "red', width => 4);

# aliased variables visible here
print " = $height x $width x $length \n";

However, al i as suffers from three serious deficiencies. The first is that it is not compatible with
strict vars;if we want strict variables we will have to declare all the aliased variables with use
var s or (preferably) our. Another is that al i as creates global aliases that persist outside the
subroutine, which is not conducive to good programming. The third is that if we only use the variable
once we'll get a warning from Perl about it. The script above does not do that because of the last line.
Comment out that line, and all three variables will generate used only once warnings.

at tr takes a reference to a hash and creates aliases based on the keys and values in it. at t r $hashr ef
is similar to al i as % $hashr ef }, but localizes the aliases that it creates. It is ideal to use with object
methods for objects based around hashes since each object attribute becomes a variable (hence the
name):

#! [/ usr/ bi n/ perl

# attr.pl
use war ni ngs;
use strict;
{ .
package Testi ng;
use Ali as;
no strict 'vars'; # to avoid declaring vars
sub new {

return bl ess {
count =>[3, 2, 1],
message => 'Liftoff!",
}, shift;
}

sub change {
# define @ount and $nessage |ocally
attr(shift);
# this relies on 'shift' being a hash reference
@ount = (1, 2, 3);
$message = ' Testing, Testing';
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ny $obj ect = new Testi ng;

print "Before: ", $object->{'nessage'}, "\n";

$obj ect - >change;

print "After : ", $object->{'nmessage'}, "\n";

print $Testing::nmessage, "\n"; # warning - 'attr' vars do not persist

cl ose Testing::count;

We can also define 'constants' with the const subroutine. This is actually just an alias for al i as (it's
even defined using al i as inside the module, and must be imported explicitly:

# const. pl
use Alias gw(const); # add 'alias' and/or 'attr' too, if needed

const MESSAGE => 'Testing';
print $MESSAGE, "\n";

Attempting to modify the value of a constant produces an error:

# ERROR produce 'Modification of a read-only value attenpted at
$MESSAGE = 'Liftoff!";

The Al i as module also provides several customization features, mainly for the at t r subroutine,
which allows us to control what gets aliased and how. Refer to ‘perldoc Alias' for a rundown and
some more examples.

Prototypes

The subroutines we have considered so far exert no control over what arguments are passed to them;
they simply try to make sense of what is passed inside the subroutine. For many subroutines this is fine,
and in some cases allows us to create subroutines that can be called in a variety of different ways. For
example, we can test the first argument to see if it is a reference or not, and alter our behavior
accordingly. However, we are not enforcing a calling convention, so we will only discover our
subroutines are being called incorrectly when we actually execute the call, and then only if we have
written the subroutine to check its arguments thoroughly. Since some subroutine calls may not occur
except under very specific circumstances, this makes testing and eliminating bugs very difficult.

Fortunately there is a way to define compile-time restrictions on the use of subroutines through the use
of prototype definitions. Although entirely optional, by specifying the types of the expected parameters,
prototypes can eliminate a lot of the problems involved in ensuring that subroutines are called correctly.
This allows us to specify what parameters a subroutine takes (scalars, lists/hashes, or code references),
and whether a parameter can be either a simple literal value, or whether it must be an actual variable.
Good use of prototypes early in the development process can be invaluable.

A prototype definition is a parenthesized list of characters mirroring the Perl variable type syntax (that
is, $, @ % and so on). It is placed after the sub keyword and subroutine name but before anything else,
be it a subroutine definition, declaration, or anonymous subroutine:

sub nysub (PROTOTYPE); # subroutine declaration
sub nmysub (PROTOTYPE) {...} # subroutine definition
$subref = sub (PROTOTYPE) {...} # anonynous subroutine
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Defining the Number of Parameters and Their Scope

Prototypes allow us to explicitly define how many arguments a subroutine expects to receive. This is
something that for efficiency reasons we would clearly prefer to check at compile time. We do not have
to wait until the subroutine call is used to find out that it is faulty, and passing the wrong number of
parameters is an obvious candidate for a bug.

To illustrate, consider the vol unme subroutine that we defined in various different forms earlier. With
the exception of the named argument example, the subroutine expects three scalar parameters. Using
prototypes we can enforce this by adding ( $$$) , meaning three mandatory scalar arguments, to the
subroutine definition:

sub volune ($3$%$) {
# ... as before ...

}

With this prototype in place, vol une can only be called with three scalar arguments. They can be
literals or variables, but there must be three of them, and they must be scalar. Hence, this is legal:

print volune(l, 4, 9), "\n"; # displays 1 * 4 * 9 == 36

This, however, is not. Even though it provides the right number of values, it doesn't supply them in a
way that fits the prototype:

@®ize = (1, 4, 9);
print volune(@ize), "\n";

Instead, we get the error:

Not enough arguments for main::volume at ... near @size

So far, so good. However, due to Perl's concept of context, prototypes do not enforce things quite as
strictly as this might imply. The prototype does not actually enforce a data type — it attempis to force it.

What the first $ in the prototype actually does is force @i ze to be interpreted in scalar context and not
as a list, in other words, it is exactly as if we had written:

print volunme(scal ar @ize), "\n";

Having turned the three element array into a scalar '3', the prototype goes on to interpret the second
argument as a scalar also. It then finds there isn't one, and produces an error. The fact that we passed an
array is not relevant, since an array can be converted to a scalar. However, by passing just one array, we
omitted two mandatory arguments, which is important. To illustrate this, the following actually works
just fine, the array not withstanding:

print volune(@ize, 4, 9); # displays 3 * 4 * 9 == 108

We have not supplied three scalars, but we have supplied three values that can be interpreted as scalars,
and that's what counts to Perl.
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We can also use @and %in prototype definitions, and it is sometimes helpful to consider subroutines
without prototypes as having a default prototype of ( @ ; that is:

sub nmysubroutine (@ {...}

Just like unprototyped subroutines, the single @prototype will absorb all values, flattening any lists or
hashes it finds. It follows from this that a prototype of (@ @ is just as invalid as it was before. However,
if we want to enforce an array variable, as opposed to a mere list, that's a different story, as we will see
shortly.

A @or %prototype matches all parameters in the argument list from the point it is defined to the end of
the list. Indeed, %and @are actually identical in meaning to Perl, since passing a hash turns it into a list.
Recall that there is no such thing as 'hash context'. It cannot check that passed parameters came from a
hash due to flattening, nor that the remaining parameters divide evenly into pairs because that is a run-
time issue. However, this does not mean they are of no use. It means that the only useful place for either
prototype character is at the end of the prototype. As an example, here is a subroutine, which joins
array elements incorporating a prefix and suffix. It takes a minimum of three parameters, but has no
maximum because of the @prototype:

#! [ usr/ bi n/ perl
# join.pl
use war ni ngs;

sub wapjoin ($$$@ {
ny ($join, $left, $right, @trings) = @;
foreach (@trings) {
$_ = $left. $_. $right;

}

return join $join, @trings;

}
print wapjoin("\n", "[","]", "One", "Two", "Three");

Without the @we could only pass three arguments. If we added more $ characters we could allow more,
but then we would be forced to supply that many arguments. The @allows an arbitrary number, so long
as we also supply three scalars to satisfy the initial $$$.

Lists can validly be empty, so the prototype does not ensure that we actually get passed something to
join. We could attempt to fix that by requiring a fourth scalar, like this:

sub wrapjoin ($$$3@ {
($join, $left, $right, @trings) = @;

}

However, a little thought reveals a flaw in this design. A literal list of strings works fine, but if the caller
supplies an actual array variable for the fourth argument it gets converted to a scalar. In effect, we have
introduced a new bug by adding the prototype.

The moral here is that prototypes can be tricky and can even introduce bugs. They are not a universal

band-aid for fixing subroutine calling problems. If we want to detect and flag an error for an empty list,
prototypes cannot help us — we will have to write the subroutine to handle it explicitly at run time.
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Prototyping Code References

Other than $, @(and the synonymous %, we can supply one other basic prototype character: & This
tells Perl that the parameter to be supplied is a code reference to an anonymous subroutine. This is not
as far-fetched as it might seem; the sort function accepts such an argument, for example.

Here is how we could prototype the do_| i St subroutine we introduced when we covered anonymous
subroutines earlier:

sub do_list (&@ {
ny ($subref, @n) = @;

nmy @ut;
foreach (@n) {

push @ut, &S$subref ($_);
}

return @ut;
}

The prototype requires that the first argument be a code reference, since the subroutine cannot perform
any useful function on its own. Either a subroutine reference or an explicit block will satisfy the
prototype; for example:

@words = ("ehT", "terceS', "egasseM);
do_list {print reverse($_[0] =~/./g), "\n"} @wrds;

Note how this syntax is similar to the syntax of Perl's built-in sort, map, and gr ep functions.

Subroutines as Scalar Operators

We mentioned previously that subroutines can be thought of as user-defined list operators, and used
much in the same way as built-in functions (that also work as list operators) like pri nt, chonp, and so
on. However, not all of Perl's functions are list operators. Some, such as abs, only work on scalars, and
interpret their argument in a scalar context (or simply refuse to execute) if we try to supply a list.

Defining subroutines with a prototype of ( $) effectively converts them from being list operators to
scalar operators. Returning to our capi t al i ze example, if we decided that, instead of allowing it to
work on lists, we want to force it to only work on scalars, we would write it like this:

sub capitalize ($) {
$.[0] = ucfirst (Ic $.[0]);
}

However, there is a sting in the tail. Before the prototype was added this subroutine would accept a list
and capitalize the string in the first element, coincidentally returning it at the same time. Another
programmer might be using it in the following way, without our knowledge:

capitalize (@ist);
While adding the prototype prevents multiple strings being passed in a list, an array variable still fits the
prototype, as we saw earlier. Suddenly, the previously functional capi t al i ze turns the passed array

into a scalar number:

@ountries = ("england", "scotland", "wal es");
capitalize (@ountries);
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The result of this is that the number '3' is passed into capi t al i ze. Since this is not a variable, it causes
a syntax error when we try to assign to $_[ O] . If we chose to return a result rather than modifying the
passed argument, then the code would all be perfectly valid, but badly bugged. However, a program
that is used to print 'England' might start printing '3' instead. This is more than a little confusing, and
not intuitively easy to track down.

The key problem here is not that we are passing an array instead of a scalar, but that we are checking
for a scalar value rather than a scalar variable, which is what we actually require. In the next section we
will see how to do that.

Requiring Variables Rather than Values

So far we have seen how to enforce a specific number of arguments and their scope, if not their data
type. We can also use prototypes to require that an actual variable be passed. This is invaluable when
we want to implement a subroutine that modifies its passed parameters, such as the capi tal i ze
example just above.

To require a variable, we again use a $, @ and %character to specify the type, but now we prefix it with
a backslash. This does not, as it might suggest, mean that the subroutine requires a reference to a scalar,
array, or hash variable. Instead, it causes Perl to require a variable instead of merely a value. It also
causes Perl to automatically pass the variable as a reference:

#!/ usr/ bi n/ perl
# varproto. pl
use war ni ngs;
use strict;

sub capitalize (\$) {
${$_[0]} = ucfirst (Ic ${$_[0]});
}

ny $country = "engl and";

capitalize $country;

print $country, "\n";

# capitalize "scotland"; # ERROR conpile-tine syntax error!

If we tried to call capi t al i ze with a literal string value, we would get the error:
Type of arg 1 to main::capitalize must be scalar (not constant item) at ..., near ""england";"

The fact that Per]l automatically passes variables as references is very important, because it provides a
new way to avoid the problem of list flattening. In other words, prototypes allow us to pass arrays and
hashes to a subroutine as-is, without resorting to references in the subroutine call.

A push is an example of a built-in function that works by taking an array as its first argument. We do
not need to treat that variable specially to avoid flattening, and we can replicate that syntax in our own
code by defining a prototype of (\ @@ . The following subroutine uses the list-processing version of
capi t al i ze to produce a capitalizing push subroutine. First it removes the array variable using

shi ft, then capitalizes the rest of the arguments and adds them to the variable with push. Perl, being
versatile, lets us do the whole thing in one line:

sub pushcapitalize (\@ {

push @shift}, capitalize(@);
}
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We can use this subroutine just like we use the push function

pushcapitalize @ountries, "england";
pushcapitalize @ountries, "scotland", "wales";
pushcapitalize @ountries, @l aces; # no flattening here!

Note that we omitted the parentheses, which requires that the subroutine be either already defined or
predeclared.

Hash variables are requested using \ % which unlike %does have a different meaning to its array
counterpart \ @ Here is an example that flips a hash variable around so that the keys become values and
the values become keys. If two keys have the same value one of them will be lost in the transition, but
for the sake of simplicity we'll ignore that here:

sub flip (\% {
@ash = %$_[0]};
%$_[0]} = reverse @ash;

}

This subroutine makes use of the fact that a hash is essentially just a list with an even number of values,
and a little extra cleverness allows quick key access. So, to flip the hash we turn it into a list and reverse
it. This also reverses each key-value pair with respect to each other; we then turn it back into a hash
again.

Although Perl will automatically pass variables as references when a variable prototype is in effect, it
will allow an explicit reference if we dereference it first. The two following calls are both valid uses of
the above subroutines:

For the pushcapi t al i ze subroutine:
pushcapitalize @$countries_ref}, "england";
And for the f | i p subroutine:
flip 9% $hash_ref};

Before we finish with variable prototypes it is worth mentioning, just for completeness, that \ & also has
a meaning subtly different from & It requires that the passed code reference be a reference to an actual
subroutine, that is, a code reference defined using $coderef = sub {...} or $coderef =

\ &nysubr out i ne. A reference to an in line bare block (such as in nysub {...} @i st) will not be
accepted. Another way to look at\ is that it requires that the argument actually starts with the character
it precedes: \ & therefore means that the argument must start & not { .

Optional Parameters

A prototype such as ($$$@ allows us to define a subroutine with three required parameters and any
number of optional ones, but it is something of an all-or-nothing solution. It does not allow us to define
a subroutine that is intended to take at least three, and no more than four, parameters. Instead we use a
semicolon, to separate the mandatory parameters from the optional ones.
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The following subroutine, which calculates mass, is a variation on the vol une subroutine from earlier.
It takes the same three dimensions and a fourth optional parameter of the density. If the density is not
supplied it is assumed to be 1.

sub nmass ($$$;9%) {
return volume(@) * (defined($_[3])? $_[3]: 1);

}

We might be tempted to use &0l une to pass the local version of @ to it directly. However, using &
suppresses the prototype, so instead we pass @ explicitly. Since mass has its own prototype we could
arguably get away with it, but overriding the design of our subroutines for minor increases in efficiency
is rarely a good idea.

Using a semicolon does not preclude the use of @to gobble up any extra parameters. We can for
instance define a prototype of ($$$; $@ , which means three mandatory scalar parameters, followed by
an optional scalar followed by an optional list. That differs from ( $$$; @ in that we don't have to pass
a fourth argument, but if we do it must be scalar.

We can also define optional variables. A prototype of ($$%$; \ $) requires three mandatory scalar
parameters and an optional fourth scalar variable. For instance, we can extend the vol ume subroutine
to place the result in a variable passed as the fourth argument, if one is supplied:

sub volune ($3$%;\%$) {
$volurme = $_[0] * $_[1] * $_[2];
${$_[3]1} = $volune if defined $_[3];
}

And here is how we could call it:

volune(l, 4, 9, $result); # $result ends up hol ding 36

Disabling Prototypes

All aspects of a subroutine's prototype are disabled if we call it using the old-style prefix & This can
occasionally be useful, but is also a potential minefield of confusion. To illustrate, assume that we had
redefined our capitalize subroutine to only accept a single scalar variable:

sub capitalize (\$) {

$[0] = ucfirst (lc $_[0]);
}

Another programmer who had been calling the unprototyped version with a list to capitalize the first
string now encounters a syntax error.

capitalize (@ountries); # ERROR not a scalar variable

One way they could fix this is to pass in just the first element. However, they can also override the
prototype and continue as before by prefixing their subroutine call with an ampersand:

capitalize ($countries[0]); # pass only the first el ement
&capitalize @ountries; # di sabl e the prototype
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Naturally this kind of behavior is somewhat dangerous, so it is not encouraged; that's the whole point of
a prototype. However, the fact that an ampersand disregards a prototype means that we cannot generate
a code reference for a subroutine and still enforce the prototype:

$subref = \&nmysubrouti ne; # prototype not active in $subref

This can be a real problem. For instance, the sort function behaves differently if it is given a
prototyped sor t function (with a prototype of ($$) ), passing the values to be compared rather than
setting the global variables $a and $b. However, defining a named subroutine with a prototype and
then passing a reference to it to sort doesn't work. The only way to retain a prototype on a subroutine
reference is to define it as an anonymous subroutine in the first place:

# capitalize as a anonynous subroutine
$capitalize_sub = sub (\$) {
$[0] = ucfirst (Ic $_[0]);

b
And using r ever se:

# an anonynpus 'sort' subroutine - use as 'sort $in_reverse @ist'
$in_reverse = sub ($$) {
return $_[1] <=> $_[0];

}

Returning Values from Subroutines

Subroutines can return values in one of two ways, either implicitly, by reaching the end of their block,
or explicitly, through the use of the r et ur n statement.

If no explicit r et ur n statement is given, then the return value of a subroutine is the value of the last
statement executed (the same as for ordinary bare blocks). For example, the string 'i nplicit return
val ue' is returned by the following simple subroutine because it is the last (and in this case, only)
statement in the subroutine:

sub inmplicit_return {
ny $string = "inplicit return val ue";

}

Or even just:

sub inmplicit_return {
"inplicit return val ue";

}

To explicitly define the return value we use the r et ur n statement; r et ur n takes an expression as its
argument, and returns its value to the caller:

sub explicit_return {
return "explicit return val ue";

}
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It follows from this that it is never actually necessary to use r et ur n when passing back a value from the
last statement in the subroutine. However, it is good practice, to indicate that we know what we are
doing and are aware of what the return value is. If a subroutine does not have an explicit r et ur n, the
implication is that it does not return a value of use.

There is nothing to stop us putting several r et ur n statements into the same subroutine. Whichever
r et ur n statement is encountered first will cause the subroutine to exit with the value of the supplied
expression, aborting the rest of the subroutine. The following simple subroutine illustrates this:

sub list_files {
$path = shift;
return "" unl ess defined $path; # return an enpty string if no path
return join(', ', glob "$path/ * "); # return commu separated string

}

Here we have used two r et ur n statements. The first returns the undefined value if we fail to supply a
pathname for the subroutine to look at. The second is only reached if a defined (but not necessarily
valid or existent) path is supplied. We could call this subroutine with code that looks like this:

if (ny $files = list_files ("/path/to/files")) {
print "Found $files \n";
}

Multiple r et ur n statements are a convenient way to return values from a subroutine as soon as the
correct value has been computed, but for large subroutines they should be used with caution. Many
programming problems stem from over-complex subroutines that have more than one r et ur n in them,
causing a crucial piece of code to be skipped in some cases and not others. This is often a sign that the
subroutine is too large to be easily maintained and should be split into smaller functional blocks.
Otherwise, it is better to funnel the execution of the subroutine to just one r et ur n statement at the end,
or otherwise make it very clear in the source where all the exits are.

The |I'i st _fil es subroutine above works, but it is a little clumsy. It does not allow us to distinguish
between an undefined path and a path on which no files were found. It also returns the files found as a
string rather than a list, which would have been more useful. The first of these we can fix by using the
undefined value to indicate an error. The second we can fix by returning a list, or more cunningly, by
detecting the calling context and returning a scalar or list value as appropriate. We will cover each of
these in turn.

Returning the Undefined Value

Although it might seem a strange idea, it is quite common for subroutines and many of Perl's built-in
functions to return the undefined value undef instead of a real (that is, defined) value.

The advantage of undef is that it evaluates to 'False' in conditions, but is distinct from a simple zero
because it returns False when given as an argument to def i ned. This makes it ideal for use in
subroutines that want to distinguish a failed call from one that just happens to return no results. This
modified version of | i st _fi | es uses undef to flag the caller when no path is specified:

#!/ usr/ bi n/ perl
# findfiles.pl
use war ni ngs;
use strict;
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ny $files = list _files ($ARGV[O0]);
if (defined $files) {
if ($files) {
print "Found: $files \n";
} else {
print "No files found \n";
}
} else {

print "No path specified\n";
}

sub list_files {
ny $path = shift;

return undef unless defined $path; # return an enpty list if no path
return join(',', glob "$path/*"); # return comma separated string

If no path is supplied, the subroutine returns undef , which evaluates to False in the i f statement. If the
path was supplied but no files were found, the subroutine returns an empty string which would evaluate
to False on its own but is still defined and so tests True in the i f statement. We then test the value of
$f i | es with the ternary operator and print out an appropriate message if the string happens to be
empty. Note that in this particular application checking @ARGV first would be the correct way to handle
a lack of input, but we are concerned with the subroutine here, which cannot know how, where, or why
it is being called.

undef works well in a scalar context, but is not so good for lists. While it is perfectly possible to assign
undef to an array variable, it is confusing because what we end up with is an array of one value, which
is undefined. If we naively tried to convert our subroutine to return a list instead of a scalar string we
might write:

sub list_files {
nmy $path = shift;

return undef unl ess defined $pat h; # return undef if no path
return glob "$path/*"; # return a list of files

Unfortunately if we try to call this function in a list context, and do not specify a defined path, we end
up with anomalous behavior:

foreach (list_files $ARGV[0]) {
print "Found: $_.\n"; # $_ == undef if path was not defined

}

If the path is undefined this will execute the loop once, print 'Found: ' and generate an uninitialized
value warning. The reason for this is that undef is not a list value, so when evaluated in the list context
of the f or each loop, it is converted into a list containing one value, which happens to be undefined. As
a result, when the subroutine is called with an undefined path the loop executes once, with the value of
the loop variable $_ being undefined.
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In order for the loop to behave the way we intended, and not execute even once when no results are
found, we need to return an empty list. Here's another version of | i st _fi | es that does this:

sub list_files {
ny $path = shift;
return () unless defined $path; # return enpty list if no path
return glob "$path/*"; # return list of files.

This fixes the problem we had when returning undef , but at the cost of losing the ability to distinguish
between an undefined path and a path that happens to contain no files. What we would really like to do
is return either undef or the empty list depending on whether a scalar or list result is required. The
want ar r ay function provides exactly this information, and we cover it next.

Determining and Responding to the Calling Context

Sometimes it is useful to know what the calling context is, so we can return different values based on the
caller's requirements. The r et urn statement already knows this implicitly, and makes use of the
context to save time, returning a count of a returned list if the subroutine is called in a scalar context.
This is more efficient than returning all the values in the list and then counting them - passing back one
scalar is simpler when that is all the calling context actually requires.

Perl allows subroutines to directly access this information with the want ar r ay function. Using

want ar r ay allows us to intelligently return different values based on what the caller wants. For
example, we can return a list either as a reference or a list of values, depending on the way in which we
were called:

return wantarray? @iles: \@iles;

We can also use want ar r ay to return undef or an empty list depending on context, avoiding the
problems of assigning undef to an array variable as we discussed above:

return wantarray? (): undef;

Modifying our original subroutine to incorporate both these changes gives us the following improved
version of | i st _fi | es that handles both scalar and list context:

sub list_files {
ny $path = shift;

return wantarray? ():undef unless defined $path;
ny @iles = glob "$path/ *";
return wantarray? @iles: \@iles;

This is an example of Perl's reference counting mechanism in action; @11 es may go out of scope,
but the reference returned in scalar context preserves the values it holds.
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We can now call | i st _fi | es with two different results. In list context we get either a list of files, or an
empty list if either no files were found, or the path is undefined. This allows the return value to be used
in a f or each loop. If we want to distinguish between a defined path with no files and an undefined
path we call | i st _fi | es in scalar context. In return, we get a reference to a list of files, a reference to
an empty list if no files were found, or the undefined value if the path was undefined. By additionally
testing for the undefined value with def i ned, we can now distinguish all three cases:

# list context

@iles = list_files ($ARGV[0]);

die "No path defined or no files found" unless @iles;
print "Found: @iles \n";

# scal ar cont ext

$files = list_files($ARGV[O0]);

die "No path defined! \n" unless defined $files;
die "No files found! \n" unless $files;

print "Found: @$%files} \n";

One final note about want ar r ay: If we want to find the number of files rather than retrieve a list, then
we can no longer call the subroutine in scalar context to achieve it. Instead, we need to call the
subroutine in list context and then convert it into a scalar explicitly:

$count = $#{list_files $ARGV[ 0] }+1;

This is much clearer, because it states that we really do mean to use the result in a scalar context.
Otherwise, it could easily be a bug that we have overlooked. However, be very careful not to use
scal ar here. We often use scal ar to count arrays, but scal ar forces its argument into a scalar
context. $# requires that its argument is a list, and then counts it.

Handling Void Context

So far we have considered list and scalar contexts. If the subroutine is called in a void context that is
undefined. We can use this fact to save time computing a return value, or even to produce an error:

sub list_files {
die "Function called in void context" unless defined wantarray;

Handling Context: an Example

Putting all the above together, here is a final version of | i st _fi | es that handles both scalar, list, and
void contexts, along with a sample program to test it out in each of the three contexts:

#! [ usr/ bi n/ perl
# listfile.pl
use war ni ngs;
use strict;

sub list_files {

die "Function called in void context" unless defined wantarray;
nmy $path = shift;

return wantarray?():undef unless defined $pat h;
chonp $pat h; # renove trailing linefeed, if present

247



Chapter 7

$path.='/*' unless $path =~/\*/; # add wildcard if missing
ny @iles = glob $path;
return wantarray?@iles:\@il es;

}

print "Enter Path: ";
ny $path = <>;

# call subroutine in list context
print "Get files as list:\n";
ny @iles = list_files($path);
foreach (sort @iles) {

print "\t$.\n";
}

# call subroutine in scalar context
print "Get files as scalar:\n";
ny $files = list_files($path);
foreach (sort @%files}) {

print "\t$_ \n";
}

# to get a count we nust now do so explicitly with $#. ..

# note that 'scalar would not work, it forces scal ar context.
ny $count = $#{list_files($path)}+1;

print "Count: $count files\n";

# call subroutine void context - generates an error
list_files($path);

The name want ar r ay is something of a misnomer, since there is no such thing as ‘array context.
A better name for it would have been want 1 i st .

Closures

Closures are subroutines that operate on variables created in the context in which they were defined,
rather than passed in or created locally. This means that they manipulate variables outside their own
definition, but within their scope. Here is a simple example of a closure at work:

$count = O;
sub count {return ++ $count;}
print count, count, count; # print 123

Here the subroutine count uses the variable $count . But the variable is defined outside of the
subroutine, and so is defined for as long as the program runs. Nothing particularly remarkable so far, all
we are doing is defining a global variable. However, what makes closures useful is that they can be used
to implement a form of memory in subroutines where the variable is global inside the subroutine, but is
invisible outside. Consider the following example:

{
$count = O;
sub count {return ++ $count;}
}
print count, count, count; # still print 123
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What makes this interesting is that the variable $count is no longer directly accessible by the time we
get to the pri nt statement. Ordinarily it would have ceased to exist at the end of the block in which it
is defined because it is lexical, and therefore bounded by the block's scope. However, it is referred to in
the subroutine count, which is by nature a global definition. Consequently, Perl still has a reference to
the variable and so it persists. The only place the reference exists is in the subroutine count, so we have
effectively created a persistent and private variable inside count .

Closures get more interesting when we create them in an anonymous subroutine. If we replace the block
with a subroutine definition and count with an anonymous subroutine, we end up with this:

sub nmake_counter ($) {
$count = shift;
return sub {return $count ++;}

}

The outer subroutine make_count er accepts one scalar variable and uses it to initialize the counter
variable. We then create an anonymous subroutine that refers to the variable (thus preserving it) and
returns the code reference of the anonymous subroutine. We can now use make_count er to create and
use any number of persistent counters, each using its own secret counter variable:

$tickl = make_counter(0); #counts from zero
$tick2 = make_counter(100); #counts from 100

$ =""
print &ptickl, &$tick2, &$tickl, &$tick2; # displays 0, 100, 1, 101

Just because the subroutine is anonymous does not mean that it cannot accept parameters — we just
access the @ array as normal. Here is a variation of make_count er that allows us to reset the counter
variable by passing a number to the anonymous subroutine:

#! [ usr/ bi n/ perl
# cl osure. pl
use war ni ngs;
use strict;

sub nmake_counter ($) {
ny $count = @7?shift:O0;

return sub {

$count = $_[0] if @;
return $count ++;

}

ny $counter = meke_counter(0);
foreach (1..10) {
print &$counter, "\n";

}
print "\n"; # displays 0, 1, 2, 3, 4, 5 6, 7, 8 9
$counter -> (1000); #reset the counter
foreach (1..3) {
print &$counter, "\n";

}
print "\n"; # di spl ays 1000, 1001, 1002
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Closures also provide a way to define objects so that their properties cannot be accessed from anywhere
other than the object's own methods. The trick is to define the object's underlying data in terms of an
anonymous subroutine that has access to an otherwise inaccessible hash, in the same way that the
variable $count is hidden here. We will take a look at doing this in Chapter 19, along with tied objects,
which would allow us to disguise a counter like the one above as a read-only scalar variable that
increments each time we access it.

Assignable Subroutines

Some of Perl's built-in functions allow us to assign to them as well as use them in expressions. In
programming parlance, the result of the function is an | val ue, or a value that can appear on the left-
hand side of an assignment. The most common and obvious | val ues are variables, which we assign to
all the time:

$scal ar _val ue = "val ue";

Some Perl functions can also be assigned to in this way, for example the subst r function:

$nystring = "this is sone text";
substr ($nystring, 0, 7) = "Replaced";
print $nystring; # produces "Repl aced sone text";

The subst r function returns part of a string. If the string happens to be held in a variable then this
returned string segment is an | val ue, and can be assigned to. Perl does not even require that the new
text be the same length, as the above example illustrates. It would be wonderful to be able to do this
kind of thing in our own subroutines.

In fact, Perl does allow us to this, albeit only experimentally at the moment. Assignable subroutines
make use of subroutine attributes (an experimental feature of Perl in version 5.6). Since attributes are
likely to evolve, or possibly even disappear entirely, this technique is not guaranteed to work and
should be avoided for production code. However, for the moment, to make a subroutine assignable we
can use the special attribute | val ue, as this simple assignable subroutine script demonstrates:

#!/ usr/ bi n/ perl
# assi gnabl e. pl
use war ni ngs;
use strict;

ny $scalar = "Original String";

sub assi gnabl esub : |val ue {
$scal ar;

}

print $scalar, "\n";
assi gnabl esub = "Repl acenent String";
print $scalar, "\n";

In order for an assignable subroutine to function correctly, it must return a variable. In addition, it must
not use r et ur n, because with an assignable subroutine data can pass in as well as out. Currently (as of
Perl 5.6) only scalar values may be used as assignable return values. This includes an array element or
hash value, however. Future versions of Perl are expected to lift this restriction.
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Attributes do not preclude prototypes. If we want to specify a prototype, we can do so after the
subroutine, before any attributes. The following example shows a prototyped assignable subroutine that
provides an example of assigning to an array via the returned | val ue.

ny @rray = (1, 2, 3);

sub set_elenment (\@) : |value {
@s$_[0]} [$_[1]]; # return el enent of passed array
# @$_[0]} is the array
# [$_[1]] is the $_[1]th element of that array

}

set _element (@rray, 2) = 5;

In itself this is not a particularly useful example, of course, but it may lead to some interesting
possibilities.

Attribute Lists

Attributes are a largely experimental feature, still under development, and only present from Perl
version 5.6 onwards, so accordingly we have left them to the end of the chapter. The use of attributes in
production code is not recommended, but being aware of them is not a bad idea, since they will
ultimately mature into an official part of the language.

In brief, attributes are pieces of information associated with either variables or subroutines that can be
set to modify their behavior in specific ways. The primary users of attributes are subroutines. Perl
recognizes and understands three special attributes, | val ue, | ocked, and met hod, which alter the way
in which the Perl interpreter executes subroutines. It is more than likely other special attributes will
appear as Perl evolves. We have already seen | val ue in this chapter, and cover | ocked and net hod
in brief below.

Currently, we cannot define our own attributes on either variables or subroutines, only those defined
and understood by Perl. However, an experimental package attribute mechanism, which associates user-
defined attributes with packages, is under development. All variables and subroutines that reside in the
package automatically have the package attributes associated with them.

Attributes can be placed on both subroutines and lexical variables. The basic form of a variable
attribute list is one or more variables declared with ny followed by a semicolon and the attribute list.
However, there are no variable attributes currently understood by Perl.

Defining Attributes on Subroutines

The basic form of a subroutine attribute list is a standard subroutine definition (or declaration), followed
by a colon and the attributes to be defined. Attributes are separated by whitespace, and optionally a
colon, these are then followed by the body of the subroutine or (in the case of a declaration) a
semicolon:

sub nysubroutine : attrl : attr2 { # standard subroutine
body of subroutine ...

}

sub nysubroutine : attrl attr2; # subroutine declaration
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ny $subref = sub : attrl : attr2 { # anonynous subroutine
body of subroutine ...

}
sub nysubroutine (\@$%;$) : attr; # declaration with prototype
sub nysubroutine attr (paraneters); # attribute with paraneters

At the time of writing, the attributes | val ue, | ocked, and nmet hod are the only attributes that can be
set. None of these use a parameter list as shown in the last example, but the syntax accepts the
possibility in anticipation of future applications.

Accessing Attributes

Attribute definitions are actually handled by the at t ri but es pragmatic module, which implements the
modified syntax for variables and subroutines that allows them to be defined. The at t ri but es module
also supplies subroutines to access these attributes, which we can use by importing them from the

attri but es module:

use attributes gw(get reftype); # inport 'get' and 'reftype' subroutines

The get subroutine takes a variable, or subroutine reference, and returns a list of attributes defined on
that reference. If there are none, then the list is empty. For example:

sub mysubroutine : | ocked method {

}

ny @ttrlist = get \&mysubroutine; # contains ('locked , 'method')

The r ef t ype subroutine also takes a reference to a variable or subroutine. It returns the underlying
reference type; HASH for a hash variable, CODE for a subroutine reference, and so on. Blessed references
return the underlying data type, which makes r ef t ype a potentially useful subroutine as a replacement
for r ef , even if we are not using attributes.

Special Attributes

Perl currently defines three attributes with special meanings — | ocked, met hod, and | val ue. Of all the
aspects of attributes discussed so far, these are the most immediately useful.

The | val ue attribute allows subroutines to return assignable values, rather like the substr function
does when used on a variable, as we discussed earlier in the chapter.

The | ocked attribute is useful in threaded programming, when more than one thread of execution can
call the same subroutine simultaneously. In many cases, such subroutines need to complete one call
before the next can proceed, such as writing complex information to a file or the screen, or handing a
database transaction. In order to stop simultaneous calls from treading on each other's toes, we can lock
the subroutine so that only one thread can execute it at any time:

sub oneatati mepl ease : | ocked {
# only one thread can execute this subroutine at a tine.

}
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The met hod attribute is used in object classes to indicate that a locked subroutine should lock on a per-
object basis. It modifies the effect of the | ocked attribute to apply itself to the first argument of the
subroutine. In an object method this is the blessed reference representing the object. As a result, the
method block only calls if the object being passed is already busy in that method; other objects of the
same class proceed unhindered:

sub obj ect net hodl ock : |ocked : method {
ny $self = shift;
# only one thread can execute this nmethod on the same object
# but different threads can execute it on different objects

}

Whether or not it is used with | ocked, nmet hod also prevents Perl from confusing it with a built-in
function of the same name. We can therefore create a method called pri nt and be sure that it will only
be used when an object-oriented call to pri nt is made. Only if the subroutine is called as an object
method will Perl call it instead of the built-in function.

We cover the | ocked and et hod attributes in a little more detail when we discuss threaded
programming in Perl in Chapter 22.

Package Attributes

Package attributes are an experimental feature implemented in the at t ri but es module. We will do no
more than take a brief look at what they are supposed to do here, because the mechanism and syntax of
how they are defined and used is likely to change at some point.

The idea of package attributes is that we can implement our own attributes that work on a package-wide
basis. To implement them, we write specially named subroutines within the package that will be called
by the get subroutine mentioned above. Each different type may (or may not) have a distinct set of
attributes associated with it, so a scalar variable has different attributes from an array, but all scalar
variables in the package share the same set of attributes. This is very similar in concept to the way that
tied variables work.

Attributes are stored and returned according to the package implementation. A given attribute data type
is implemented by writing FETCH_X_ATTRiI BUTES and MODI FY_X_ATTRI BUTES subroutines, where X is
the data type — either SCALAR, ARRAY, or HASH. The package may implement the details of storage and
retrieval any way it likes, just as with tied variables. To retrieve attributes on subroutines, we define
FETCH_CODE_ATTRI BUTES, and to allow them to be set as well, we define

MODI FY_CCODE_ATTRI BUTES.

FETCH subroutines are called by get whenever we use it on a reference of the correct type in the same
package. They are passed a single argument, which is a reference to the entity being queried. They
return a list of the attributes defined for that entity.

MODI FY subroutines are called during the import stage of compilation. They take a package name and a
reference as their first two arguments, followed by a list of attributes to define. They return a list of
unrecognized attributes, which may be empty.

The current design also allows for packages that inherit attributes from a parent package by calling
SUPER: : FETCH_X _ATTRI BUTES and SUPER: : MODI FY_X_ATTRI BUTES. The intent is that a child
FETCH or MODI FY subroutine should first call its parent, and then deal with any attributes returned. In
the case of FETCH, it adds its own attributes to the list and returns it. In the case of MODI FY, it deals with
the list of unrecognized attributes passed back from the parent.

253



Chapter 7

Summary

In this chapter we saw how to declare and call subroutines. Specifically we looked at anonymous
subroutines, subroutine references, and the use strict subs pragma. Next we looked at
predeclaring subroutines, and learned how to override built-in functions. After this, we learned about
the internal stack, which Perl uses to hold details of subroutines, and saw an example of a recursive
subroutine.

Several issues concerning the passing of parameters were covered, including:

Passing lists and hashes.
Converting scalar subroutines into list processors

Passing @ directly into subroutines

000 O

Named parameters
Prototypes were discussed in-depth, and the topics covered included the following:

Defining the number of parameters
Prototyping code references
Subroutines as scalar operators

Optional parameters

0000 0o

Disabling prototypes

Following this, we looked at how to return values from subroutines, and saw how to return the
undefined value, and determine and respond to the calling context. Finally, we covered attribute lists,
and looked at defining attributes on subroutines, accessing attributes, special attributes, and package
attributes.
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Scope and Visibility

We touched on the concept of scope briefly in Chapter 2 and mentioned it in following chapters several
times without going into the full details. While it is true that a programmer can often just ensure that all
their scripts start with use stri ct and all their variables are declared with ny without worrying about
scope too much, a better understanding of the subject can unlock many useful features.

The scope of a variable is simply the range of places in code from which the variable can be accessed.
However, there are two fundamentally different types of variable scope in Perl, package scope (also
called dynamic scope) and lexical scope. These work in fundamentally different ways, and are frequently
the source of much confusion among Perl programmers. One useful rule-of-thumb for understanding the
distinction between the two is that package variables have a scope that is determined at run time from
the current contents of the symbol table (for details on the symbol table, see the section entitled 'The
Symbol Table later in the chapter), whereas lexical variables have a scope that is determined at compile
time from the structure of the source code itself. Another rule-of-thumb is to avoid using
package/dynamic scope unless we actually need it.

Package Variables

A package is simply a namespace in which declarations of variables and subroutines are placed,
confining their scope to that particular package. A great deal of the time we can avoid defining package
variables at all by simply declaring all our variables as lexical variables. This lets us define local
variables in the way they are normally understood in other languages. However, we often use package
variables without being aware of it, for example, the variables $_, @, ENV, and @\RGS are all package
variables in the main package.
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Defining Package Variables

Packages are defined by the package keyword. In and of itself, a package declaration does nothing,
but it states that all further declarations of subroutines or package variables will be placed into the
package named by the declaration, until further notice. The notice in this case is either the end of the
file, or less commonly, but perfectly legally, another package declaration. The package keyword takes
one argument; a list of namespaces separated by double colons. For example:

package M:: Package;

Package variables have the scope of the package in which they were declared. A package variable can
be accessed from other packages by specifying the full package name, in the same way that we can refer
to any file on a hard disk from the current directory by starting at the root directory and writing out the
full path of the file. For example:

package My:: Package;

$package_variable = "inplicitly in 'M::Package'";
$My: : Package: : another _variable = "explicitly declared in ' M::Package'";
$Anot her: : Package: : variable = "explicitly declared in 'Anot her:: Package'";

The effect of a package declaration is to cause all unqualified package variables and (more
significantly) subroutines that follow it to be located in the namespace that it defines. We don't have to
use a package declaration though; we can define all our variables and subroutines with an explicit
package name, as we showed in the above example. It just makes writing code a bit simpler if we do.

Package variables are defined simply by using them, as in the above example. No extra syntax or
qualifier is needed. Unfortunately this makes them very easy to define accidentally by misspelling the
name of another variable. Perl prevents us from making this mistake with the use strict vars
pragma, covered later.

A package is not the same as a module, however, and certainly not the same as a file. In simple terms, a
package defines a namespace in which variable names are defined. This namespace is contained by a
table known as the symbol table. Whenever a new variable or subroutine is defined, a new entry is
added to the table for that package. The same variable name in a different package is not confused with
it because the namespaces of the two variables are different and they are defined in different symbol
tables (albeit all contained in the same master symbol table).

Package scope is not the same as file scope. Even though a package is most often defined in a single file
(a module), Perl allows packages to be spread across many files. This is uncommon, but is one approach
we can take if we want to split up subroutines or methods in a package into separate functional files. We
define one main module with the same name as the package, translated into a pathname, and use or
requi r e all the other supporting modules from it:

package My:: Modul e;
require My:: Modul e:: | nput;

require My:: Mdul e:: Qut put;
require My:: Modul e:: Process;
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The modules | nput . pm Qut put . pm and Pr ocess. pmin this scheme would all contain a first line of
package My:: Mdul e;, rather than a package that reflects the actual name of the file. This allows
them to add additional subroutine definitions to the My: : Modul & namespace directly, without the need
to use the Export er module to export all the names explicitly. There is no requirement for a module to
have the same package name as its filename suggests, it is just the usual case.

It follows from this that package variables must be global variables. In practice, what we usually think of
as global variables are package variables that are accessed from within their own package, where the
package prefix is not required. For instance, the variable $package_var i abl e is global within the
package MyPackage. This does not alter the fact that we can access it from anywhere in our code so
long as the contents of MyPackage have been compiled and executed by the interpreter.

New package variables can be created by executing code, and existing variables given local temporary
values. Both of these events modify the contents of the symbol table as the program progresses. As a
result, package scope is ultimately determined at run time and is dependent on the structure of the data
in the symbol tables. This differs from lexical variables, whose scope is determined at compile time
when the source code is parsed.

All subroutines and package variables must have a package, in the same way that all files in a filing
system must have a directory, even if it is the root. In Perl, the 'root' namespace is nai n, so any
subroutine or package variable we define without an explicit package name or prior package declaration
is part of the main package. In effect, the top of every source file is prefixed by an implicit:

package nai n;

Perl's special variables, as well as the filehandles STDI N, STDOUT, and STDERR, are exempt from the
normal rules of package scope visibility. All of these variables are automatically used in the main
package, wherever they are used, irrespective of the package declaration that may be in effect. There is
therefore only one @ array, only one default argument $_, and only one ARGV or @ NC. However,
these variables have a special status in Perl because they are provided directly by the language; for our
own variable declarations and subroutines, the normal rules of packages and namespaces apply.

Using 'strict’ Variables

Since it is easy to accidentally define a new global variable without meaning to, Perl provides the
strict module. With either of use strict oruse strict vars, a compile time syntax check is
enabled that requires variables to either be declared lexically or be declared explicitly as package
variables. This is generally a good idea, because without this check it is very easy to introduce hard-to-
spot bugs, either by forgetting to define a variable before using it, creating a new variable instead of
accessing an existing one, or accessing a global variable when we actually meant to create and use a
local copy.

With strict variables in effect, Perl will no longer allow us to define a variable simply by assigning to it.
For instance:

#!/ usr/ bi n/ perl

# package. pl

use warni ngs;

use strict;
package MyPackage;

$package_variable = "This variable is in ' M/Package'; # ERROR
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If we attempt to run this code fragment Perl will complain with an error:
Global symbol "$package_variable" requires explicit package name at ...

Usually the simplest fix for this problem is to prefix the variable with rmy, turning the variable into a file-
scoped lexical variable. However, if we actually want to define a global package variable, we now need
to say so explicitly.

Declaring Global Package Variables

The traditional meaning of 'global' variable is a variable that can be seen from anywhere - it has global
visibility. In Perl the distinction between package and lexical variables means that there are two
different kinds of global variable, 'package-global' and 'file-global'.

In essence, a package variable is a global variable within the package in which it is defined, as we
discussed above. Any code in the same package can access the variable directly without qualifying it
with a package prefix, except when the variable has been hidden by another variable with the same
name (defined in a lower scope). A lexical variable is a global variable if it is defined at the file level
(that is, not between braces), in which case it is a global variable within the file in which it is defined.
Only package variables are truly global, because they can always be accessed by referring to them via
their full package-prefixed name.

The simplest way to define a package variable is to write it out in full, including the package name, for
example:

$MyPackage: : package_variable = "explicitly defined with package";

However this can be inconvenient to type each time we want to define a new package variable, and also
causes a lot of editing if we happen to change the name of the package. We can avoid having to write
the package name by using either use vars or our. These both define package variables in the current
package, but work in slightly different ways.

Declaring Global Package Variables with 'use vars'

To define a package variable with use var s we pass the list of variables we want to declare as a list, for
example with gw:

use vars gw $package_vari abl e $anot her _var @ackage_array);

This defines the named variables in the symbol table for the current package, and therefore the
variables are directly visible anywhere the package is defined, and can be accessed from anywhere by
specifying the full variable name including the package.

Variables declared with use var s are plugged into the symbol table for the current package at compile
time, because use takes effect at compile time.

As they are simply added to the symbol table, package variables know nothing about lexical scope.

Consequently, the following script defines the variable $package_vari abl e and makes it immediately
visible anywhere within the package, despite the fact the use is in a subroutine:
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#! [/ usr/ bi n/ perl
# gl obpack. pl
use war ni ngs;
use strict;

sub define_gl obal {
use vars gw $package_vari abl e);

$package_variabl e = "defined in subroutine";
}
print $package_vari abl e; # visible here but not yet defined
define_gl obal ;
print $package_vari abl e; # visible here and now defi ned

What we probably intended to do here was create a local package variable with our , which was
introduced into Perl 5.6 for precisely this sort of occasion.

Lexically Declaring Global Package Variables with 'our’

The our keyword is a replacement for use var s. It allows us to defined lexically scoped package
variables in the same manner as Ny does. This can be a little tricky to understand, since the whole point
of lexical and package scope is that they work in different ways.

To explain, our works like use var s in that it adds a new entry to the symbol table for the current
package. However, unlike use var s it does this at compile time, not run time. This means that the
variable can be accessed without a package prefix from any package, but only so long as its lexical
scope exists. This means that a package variable, declared with our at the top of the file, is global
throughout the file even if it contains more than one package, just as we would normally expect a global
variable to be. It exists in the symbol table under the package in which it was defined, but other
packages may still access it without a prefix, so long as they are in its lexical scope. Or, to put it another
way, our makes package variables 'work right' from the point of view of what we normally expect of
global variables.

Another way to look at our is to think of it as causing Perl to rewrite accesses to the variable in other
packages (in the same file) to include the package prefix before it compiles the code. For instance, we
might create a Perl script containing the following four lines:

package MyPackage;
our $scal ar = "val ue"; # defines $M/Package: : scal ar

package Anot her Package;
print $scalar;

When Perl parses this, it sees the lexically scoped variable $scal ar and invisibly rewrites all other
references to it in the same file to include the package, that is, $MyPackage: : scal ar.

Using our also causes variables to disappear at the end of their lexical scope. Used inside a subroutine,
our hides the value of the global variable in the same way that | ocal does (see below), but it does so at
compile time. The new value is therefore not visible from called subroutines; they see the original
global value. The variable is also not required to exist, unlike | ocal , which under stri ct vars will
only localize a variable that exists already. our differs from use var s in that a variable declared with
use var s has package scope even when declared inside a subroutine. With our the variable is removed
when the subroutine exits.
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our behaves exactly like ny in every respect except that it adds an entry to the symbol table and
removes it afterwards (more correctly, it tells Perl to define the symbol in advance, since it happens at
compile time). Like my, the added entry is not visible from subroutine calls since it is lexically scoped.
See the 'Declaring Lexical Variables' section for more details on how my works.

Automatic Localization in Perl

Perl automatically localizes some variables for us. The most obvious example is the @ array in
subroutines. Each time a subroutine is called a fresh local copy of @ is created, temporarily hiding the
existing one until the end of the subroutine. When the subroutine call returns, the old @ reappears.
This allows chains of subroutines to call each other, each with its own local @, without overwriting the
@ of the caller.

Other instances of automatically localized variables include loop variables, including $_ if we do not
specify one explicitly. Although the loop variable might (and with stri ct variables in effect, must)
exist, when it is used for a loop, the existing variable is localized and hidden for the duration of the
loop:

#!/ usr/ bi n/ perl
# aut ol ocal . pl
use war ni ngs;
use strict;

ny $var = 42;

ny $l ast;

print "Before: $var \n";

foreach $var (1..5) {
print "lInside: $var \n"; # print "Inside: 1", "Inside: 2"
$l ast = $var;

}
print "After: $var \n"; # prints '42'
print $last;

It follows from this that we cannot find the last value of a f or each loop variable if we exit the loop on
the | ast statement without first assigning it to something with a scope outside the loop, like we have
done for $| ast in the example above.

Localizing Package Variables with 'local’

Package variables can be temporarily localized inside subroutines and other blocks with the | ocal
keyword. This hides an existing variable by masking it with a temporary value that exists for as long as
the | ocal statement is in lexical scope. As a statement, | ocal takes either a single variable name or a
list enclosed in parentheses, and optionally an assignment to one or more values:

| ocal $hero;

| ocal ($zip, @oing, Watatata);

local @ist = (1, 2, 3, 4);

| ocal ($red, $blue, $green, $yellow) = ("red", "blue", "green");

262



Scope and Visibility

I ocal does not, as its name suggests, create a local variable; that is the job of ny. The | ocal keyword
only operates on an existing variable, which can be either a global, or a variable defined in the calling
context. Most of the time we want to create a local variable we really should be using ny instead.

Having said this, a lot of Perl code uses| ocal to create variables by avoiding the st ri ct
module. This works, but is not sound programming now that our exists.

Localized variables are visible inside subroutine calls, just as the variable they are masking would be if
they had not been defined. They are global from the perspective of the subroutines in the call-chain
below their scope, so they are not visible outside the subroutine call. This is because localization
happens at run time, and persists for the scope of the | ocal statement. In this respect they differ from
lexical variables, which are also limited by the enclosing scope but which are not visible in called
subroutines.

The following demonstration script illustrates how | ocal works, and also the differences and
similarities between my, our, and use var s:

#! [/ usr/ bi n/ perl
# scope-our. pl
use war ni ngs;
use strict;

package MyPackage;

ny $nmy_var = "ny-var"; # file-global |exical variable

our $our_var = "our-var"; # global to be localized with 'our'

our $l ocal var = "gl obal -var"; # global to be localized with 'l ocal'’
use vars gw $use_var); # define ' MyPackage: : use_var' which exists

# only in this package
$use_var = "use-var";

### ERROR the global variable is not deciared
# $package_variable = "eek";

package Anot her Package;

print "Qutside, ny_var is '$ny_var' \n"; # display 'ny-var'
print "Qutside, our_var is '$our_var' \n"; # display 'our-var'
print "Qutside, local _var is '$local_var' \n"; # di splay ' gl obal -var'

### ERROR $use_var doesn't exist in this package
# print "Qutside, use_var is '$use_var' \n";

sub nysub {
ny $ny_var = "ny_i n_nysub";
our $our_var = "our_i n_mysub";
| ocal $local _var = "local _i n_nysub";

### ERROR gl obal $use_var does not exist in this package

# local $use_var = "local _use_i n_nysub";

print "In nysub, ny_var is '$ny_var'\n"; # display 'nmy_i n_nysub'

print "In nysub, our_var is '$our_var'\n"; # display 'our_in_nysub'
print "In nmysub, local var is '$local _var'\n"; # display 'local_in_nysub’'
nmysub2() ;
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sub mysub2 {
print "In nysub2, ny_var is '$ny_var' \n"; # display 'ny-var'
print "In nysub2, our_var is '$our_var' \n"; # display 'our-var'
print "In nysub2, |ocal _var is '$local_var' \n"; # display 'l ocal _i n_nysub'
}
nysub;
print "Again outside, ny_var is '$ny_var' \n"; # display 'ny-var'
print "Again outside, our_var is '$our_var' \n"; # display 'our-var'

print "Again outside, local_var is '$local_var' \n"; # display 'global-var'

Although it is not common, there are a few places where only | ocal will do what we want. One is
where we want to create a local version of one of Perl's built-in variables. For example, if we want to
temporarily alter the output separator in a subroutine, we would do it with | ocal like this:

sub printwith {
($separator, @tuff) = @;
| ocal $, = $separator; # create tenporary $,
print @&tuff;

}

This is also the correct approach for variables such as @GARGY and “ENV. The special variables defined
automatically by Perl are all package variables, so creating a lexical version with ny would certainly
work from the point of view of our own code, but would be totally ignored by built-in functions like
print. To get the desired effect we need to use | ocal to create a temporary version of the global
variable that will be seen by the subroutines and built-in functions we call.

Another use for | ocal is for creating local versions of filehandles. For example, this subroutine replaces
STDQUT with a different filehandle, MY_HANDLE, presumed to be opened and visible before the
subroutine will be called. Because we have used | ocal , both the pri nt statement below and any
print statements called from this subroutine will go to MY_HANDLE. In case MY_HANDLE is not a legal
filehandle, we check the result of pri nt and di e on a failure:

sub print_to_ne {
| ocal *STDOUT = * MY_HANDLE;
die unless print @;
a_sub_that_calls_print ();

}

If we had used our, only the pri nt in the same subroutine would use the new filehandle. At the end of
the subroutine the local definition of STDOUT vanishes. The use of | ocal here is safe since STDOUT
always exists.

Lexical Variables

Lexical variables have the scope of the file, block, or eval statement in which they were defined. Their
scope is determined at compile time, determined by the structure of the source code, and their visibility
is limited by the syntax that surrounds them.
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Unlike package variables, a lexical variable is not added to the symbol table, and so cannot be accessed
through it. It cannot be accessed from anywhere outside its lexical scope, even by subroutines that are
called within the scope of the variable. When the end of the variable's scope is reached, it simply ceases
to exist.

Although Perl now allows us to declare package variables lexically with our, in this section we are
concerned with my. While our also declares variables lexically, it declares variables whose visibility is
greater than their lexical scope. They can be seen anywhere in the chain of subroutine calls beneath the
scope of the declaration, so while their scope is lexical, their visibility is not.

Declaring Lexical Variables

The following is a short summary of all the different ways in which we can declare lexical variables with
ny, most of which should already be familiar:

ny $scal ar; # sinple |exical scalar

ny $assi gnedscal ar = "val ue"; # assi gned scal ar

my @ist = (1, 2, 3, 4); # assigned |exical array

ny ($red, $blue, $green); # list of scalars

ny ($left, $right, $center) = (1, 2, 0); # assigned list of scalars
ny ($paranl, $parank) = @; # inside subroutines

All these statements create lexical variables that exist for the lifetime of their enclosing scope and are
only visible inside it. If placed at the top of a file, the scope of the variable is the file. If defined inside
an eval statement, the scope is that of the evaluated code. If placed in a block or subroutine (or indeed
inside curly braces of any kind), the scope of the variable is from the opening brace to the closing one:

#! [ usr/ bi n/ perl
# scope-ny.p
use war ni ngs;
use strict;

ny $file_scope = "visible anywhere in the file";
print $file_scope, "\n";

sub topsub {
ny $top_scope = "visible in 'topsub'";
if (rand > 0.5) {
nmy $if_scope = "visible inside "if'";
# $file_scope, $top_scope, $if_scope ok here
print "$fil e_scope, $top_scope, $if_scope \n";

}

bot t onsub();
# $file_scope, $top_scope ok here
print "$fil e_scope, $top_scope\n";

}

sub bottonsub {
ny $bottomscope = "visible in 'bottonmsub'";
# $file_scope, $bottomscope ok here
print "$fil e_scope, $bottomscope \n";

}

topsub();

# only $file_scope ok here
print $file_scope, "\n";
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In the above script, we define three lexical variables, each of which is visible only within the enclosing
curly braces. Both subroutines can see $f i | e_scope because it has the scope of the file in which the
subroutines are defined. Likewise, the body of the i f statement can see both $fi | e_scope and

$t op_scope. However, $i f _scope ceases to exist as soon as the i f statement ends and so is not
visible elsewhere in t opsub. Similarly, $t op_scope only exists for the duration of t opsub and

$bot t om scope only exists for the duration of bot t omsub. Once the subroutines exit, the variables
and whatever content they contain cease to exist.

Preserving Lexical Variables Outside Their Scope

Normally a lexically defined variable (either my or our ) ceases to exist when its scope ends. However,
that is not always the case. In the earlier example it happens to be true because there are no references
to the variables other than the one created by the scope itself. Once that ends, the variable is
unreferenced and so is consumed by Perl's garbage collector. The variable $f i | e_scope appears to be
persistent only because it drops out of scope at the end of the script, where issues of scope and
persistence become academic.

However, if we take a reference to a lexically scoped variable and pass that reference back to a higher
scope, the reference keeps the variable alive for as long as the reference exists. In other words, so long
as something, somewhere, is pointing to the variable (or to be more precise, the memory which holds

the value of the variable), it will persist even if its scope ends. The following short script illustrates the

point:

#!/ usr/ bi n/ perl
# persist. pl
use war ni ngs;
use strict;

sub defi nel exi cal {

ny $l exvar = "the original value";
return \ $l exvar; # return reference to variable
}
sub printlexicalref {
ny $lexvar = ${$_[0]}; # dereference the reference
print "The variable still contains $l exvar \n";

}

ny $ref = definelexical();
printlexicalref($ref);

In the subroutine def i nel exi cal , the scope of the variable $I exvar ends once the subroutine ends.
Since we return a reference to the variable, and because that reference is assigned to the variable $r ef ,
the variable remains in existence, even though it can no longer be accessed as $| exvar . We pass this
reference to a second subroutine, pri nt| exi cal r ef , which defines a second, $| exvar, as the value to
which the passed reference points to. It is important to realize that the two $I exvar variables are
entirely different, each existing only in its own scope, but both pointing to the same underlying scalar.
When executed, this script will print out: The variable still contains the original value.

In this particular example there is little point in returning a reference. Passing the string as a value
is simpler and would work just as well. However, complex data structures can also be preserved by
returning a reference to them, rather than making a copy as would happen if we returned them as a
value.
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The fact that a lexical variable exists so long as a reference to it exists can be extended to include
'references to references' and 'references to references to references'. So long as the 'top' reference is
stored somewhere, the lexical variable can be hidden at the bottom of a long chain of references, each
one being kept alive by the one above. This is in essence how lexical array of arrays and hashes of
hashes work. The component arrays and hashes are kept alive by having their reference stored in the
parent array or hash.

The Symbol Table

We have seen that package variables are entered into the symbol table for the package in which they
are defined, but can be accessed from anywhere by their fully qualified name. This works because the
symbol tables of packages are jointly held in a master symbol table, with the mai n:: package at the top
and all other symbol tables arranged hierarchically below. Although for most practical purposes we can
ignore the symbol table most of the time and simply let it do its job, a little understanding of its
workings can be informative and even occasionally useful.

Perl, being Perl, implements its symbol table in a manner that we can easily comprehend with a basic
knowledge of data types; it is really a hash of typeglobs. In fact, the symbol table is the origin of
typeglobs and the reason for their existence. This close relationship between typeglobs and the symbol
table means that we can examine and manipulate the symbol table through the use of typeglobs.

Whenever we create a global (declared with our or use var s but not ny) variable in Perl we cause a
typeglob to be entered into the symbol table and a reference for the data type we just defined to be
placed into the typeglob.

The Perl symbol table is an example of a hash containing globs. Each key is the name of the typeglob,
and therefore the name of the scalar, array, hash, subroutine, filehandle, and report associated with that
typeglob. The value is a typeglob containing the references, or a hash reference to another symbol table,
which is how Perl's hierarchical symbol table is implemented.

Let's take the following example:

our $variable = "This is a global variable";

What we are actually doing here is creating a typeglob called vari abl e in the mai n package, and
filling its scalar reference slot with a reference to the string Thi s i s a gl obal vari abl e. The name of
the typeglob is stored as a key in the symbol table, which is essentially just a hash, with the typeglob
itself as the value, and the scalar reference in the typeglob defines the existence and value of

$vari abl e. Whenever we refer to a global variable, Perl looks up the relevant typeglob in the symbol
table and then looks for the appropriate reference, depending on what kind of variable we asked for.

The only thing other than a typeglob that can exist in a symbol table is another symbol table. This is the
basis of Perl's package hierarchy, and the reason we can access a variable in one package from another.
Regardless of which package our code is in, we can always access a package variable by traversing the
symbol table tree from the top.

The 'main’' Package

The default package is mai n, the root of the symbol table hierarchy, so any package variable declared
without an explicit package prefix or preceding package declaration automatically becomes part of the
'main package':

our $scal ar; # defines $min::scal ar
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Since mai n is the root table for all other symbol tables, the following statements are all equivalent:

package MyPackage;
our $scal ar;

package mai n:: MyPackage;
our $scal ar;

our $MyPackage: : scal ar;
our $main:: MyPackage: : scal ar

Strangely, since every package must have mai n as its root, the main package is defined as an entry in its
own symbol table. The following is also quite legal and equivalent to the above, if somewhat bizarre:

our $main::main::nmain::nain::nain::min::min:: MPackage: : scal ar;

This is more a point of detail than a useful fact, of course, but if we write a script to traverse the symbol
table then this is a special case we need to look out for.

In general we do not need to use the mai n package unless we want to define a package variable
explicitly without placing it into its own package. This is a rare thing to do, so most of the time we can
ignore the mai n package. It does however allow us to make sense of error messages like: Name
"main::a" used only once: possible typo at ....

Typeglobs and the 'main' Package

All global variables are really package variables in the mai n package, so the following two assignments
are the same:

*subgl ob = \ &mysubrouti ne;
*mai n: : subgl ob = \ &mai n: : mysubrouti ne;

We can of course alias to a different package too. This is actually how Perl's import mechanism works
underneath the surface when we say use nodul e and get subroutines that we can call without
qualification in our own programs:

# inmport 'subroutine' into our nanespace
*mai n: : subroutine = \ &W: : Modul e: : subrouti ne;

Be wary of assigning things other than references or other typeglobs, however. For example, assigning a
string does have an interesting but not entirely expected effect. We might suppose the following
statement creates a variable called $hel | o with the value wor | d:

*hello = "worl d";

However, if we try to print $hel | o we find that it does not exist. If we print out *hel | 0 we find that it
has become aliases instead:

print *hello; # produce '*nmin::world'
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In other words, the string has been taken as a symbolic reference to a typeglob name, and the statement
is actually equivalent to:

*hello = *worl d;
This can be very useful, especially since the string can be a scalar variable:
*hello = $nane_to_alias_to;

However, it is also a potential source of confusion, especially as it is easily done by forgetting to include
a backslash to create a reference. Assigning other things to typeglobs has less useful effects. An array or
hash for example will be assigned in scalar context and alias the typeglob to a typeglob whose name is a

number:
@rray = (1, 2, 3);
*hell o = @urray;
print *hell o; # produces 'main::3" since @rray has three el enents

This is unlikely to be what we wanted, and we probably meant to say *hel | 0 = \ @rr ay in this case.
Assigning a subroutine aliases the typeglob to the value returned by the subroutine. If that's a string, it's
useful, otherwise it probably isn't:

*hell 0 = subroutine_that_returns_nane_to_alias_to(@rgs);

The bottom line is that typeglobs can be used for all kinds of interesting effects.

The Symbol Table Hierarchy

Whenever we define a new package variable in a new package, we cause Perl to create symbol tables to
hold the variable. In Perl syntax, package names are separate by double colons : : in much the same
way that directories are separated by / or \, and domain names by a dot. For the same reason the
colons define a location in a hierarchical naming system.

For example, if we declare a package with three package elements we create three symbol tables, each
containing an entry to the one below:

package World:: Country::City;
our $variable = "val ue";

This creates a chain of symbol tables. The Wor | d symbol table created as an entry of mai n contains no
actual variables. However, it does contain an entry for the Count r y symbol table, which therefore has
the fully qualified name Wor | d: : Count ry. In turn Count ry contains an entry for a symbol table
called Gity. G ty does not contain any symbol table entries, but it does contain an entry for a typeglob
called *vari abl e which contains a scalar reference to the value val ue. When all put together as a
whole, this gives us the package variable:

$main::World:: Country::City::variable;
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Since mai n is always the root of the symbol table tree we never need to specify it explicitly, so we can
also just say:

$Worl d:: Country::Gity::variable;

This is the fully qualified name of the package variable. The fact that we can omit the package names
when we are actually in the Wor | d: : Country: : Gi ty package is a convenience extended to us by Perl.
There is no actual variable called $var i abl e, unless we declare it lexically. Even if we were in the
main package the true name of the variable would be $mai n: : vari abl e.

Manipulating the Symbol Table Directly

We can edit the symbol table directly by creating and manipulating typeglobs, since the symbol table
entries are actually typeglobs. This allows us to do some interesting things, particularly in conjunction
with | ocal .

For example, we can alias a global variable with a local name, so that altering the local variable also
affects the global:

#!/ usr/ bi n/ perl

# changegl obal . pl
use war ni ngs;

use strict;

our $gl obal = 'before';

sub changegl obal {
I ocal *local = *gl obal;
our $local = "after';

}

print "$global \n";
changegl obal ;
print "$global \n";

The assignment to $gl obal creates a typeglob in the symbol table, * gl obal , with its scalar reference
pointing to the string bef or e. In the subroutine we make a local copy of this typeglob, which contains
all the same references to its different subtypes as the original typeglob. The only defined reference is
the scalar one, so the assignment to *| ocal creates the local variable $| ocal . Since we are using
strict we declare it with our, but the variable already exists so our just keeps the stri ct module
happy about us using it. Since *| ocal contains the same references as * gl obal , $| ocal is an alias for
$gl obal and altering it also alters the global variable.

Typeglob assignment works for any of the possible types that a typeglob can contain, including
filehandles and code references. So we can create an alias to a filehandle this way too:

| ocal *OUT = *STDOUT,;
print OUT "this goes to standard output";

We can create an alias for a previously defined subroutine with a similar approach. This lets us do
things like choose from a selection of subroutines in:

# choose a subroutine to call and alias it to a |local nane
| ocal *aliassub = $debug? *nydebugsub: *nysubrouti ne;

# call the chosen subroutine via its alias
al i assub("Testing", 1, 2, 3);
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This even works if al i assub already exists as a function, because | ocal creates a local version of the
name that temporarily replaces the original.

All this works because package typeglobs are actually entries in the symbol table itself. Everything else
is held in a typeglob of the same name. Once we know how it all works it is relatively easy to see how
Perl does the same thing itself. For example, when we define a named subroutine we are really causing
Perl to create a code reference, then assign it to a typeglob of that name in the symbol table. To prove
it, here is a roundabout way to define a subroutine:

#! [ usr/ bi n/ perl
# anonsub. pl
use war ni ngs;
use strict;

our $anonsub = sub {print "Hello World"};

*nanmedsub = \ & $anonsub};
namedsub() ;

Here we have done the same job as defining a named subroutine, but in explicit steps. First creating a
code reference, then assigning that code reference to a typeglob. The subroutine is defined in code
rather than as a declaration, but the net effect is the same.

Accessing the Symbol Table

Interestingly, the symbol table itself can be accessed in Perl by referring to the name of the package
with a trailing : : . Since symbol tables are hashes, and the hashes are stored in a typeglob with the same
name, the hash that defines the mai n symbol table can be accessed with % *mai n: : }, or simply

94 *::}, as this short script demonstrates:

#! [/ usr/ bi n/ perl
# dunpmai n. pl
use war ni ngs;
use strict;

foreach my $name (sort keys %*::}) {
next if $nane eq 'main';
print "Synbol '$nane’ => \n";

# extract the glob reference
ny $globref = ${*::} {$nane};

# define |ocal package variables through alias
| ocal *entry = *{$gl obref};

# make sure we can access themin 'strict' node
our ($entry, @ntry, %entry);

# extract scalar, array, and hash via alias

print “\tScalar: $entry \n" if defined $entry;

print "\tArray : [@ntry] \n" if @ntry;

print “\tHash : {", join(" ", {%ntry}), "} \n" if %entry;

# check for subroutine and handl e via gl ob

print "\tSub '$nane’ defined \n" if *entry{CODE};
print “\tHandl e ' $nane’ (", fileno(*entry), ") defined \n"
if *entry{lICQ;
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The Dunpval ue module provides a more convenient interface to the symbol table and forms a core
part of the Perl debugger. It does essentially the same thing as the example above, but more thoroughly
and with a more elegant output. The following script builds a hierarchy of symbol tables and variables
and then uses the Dunpval ue module to print them out:

#! [ usr/ bi n/ perl
# dunpval . pl
use war ni ngs;
use strict;

use Dunpval ue;

# first define sonme variabl es

{
# no warnings to suppress 'usage' nessages
no war ni ngs;
package Worl d:: C i nate;
our $weather = "Variabl e";
package Worl d:: Country:: i nate;
our %weat her = (
Engl and => ' d oudy'
)
package Worl d:: Country:: Currency;
our %urrency = (
England => 'Sterling',
France => 'Franc',
Germany => ' Mark',
USA => 'US Dol l ar',
)
package World:: Country::Gty;
our @ities = ('London', 'Paris', 'Brenmen', 'Phoenix');
package World:: Country::CGty::dimate;
our %ities = (
London => ' Foggy and Col d',
Paris => 'Warm and Breezy',
Bremen => 'Intermttent Showers',
Phoeni x => "Horrifyingly Sunny',
)
package World:: Country::City::Sights;
our %ights = (
London => (' Tower of London','British Miseum),
Paris => ('Eiffel Tower','The Louvre'),
Bremen => (' Town Hall',' Becks Brewery'),
Phoeni x => (' Arcosanti'),
)
}

ny $dunper = new Dunpval ue (gl obPrint => 1);
$dunper - >dunpVal ue(\ *World: :);
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Summary

This chapter began with a discussion of package variables. The topics covered include:

Defining package variables

Using 'strict' variables

Declaring global package variables

Declaring global package variables with use vars
Lexically declaring global package variables with our

Automatic localization in Perl

[ Ny Iy Iy S N SN N

Localizing package variables with | ocal

We then talked briefly about lexical variables before working through the following aspects of the
symbol table:

The mai n package

Typeglobs and the mai n package

The symbol table hierarchy
Manipulating the symbol table directly

[ S Iy Ny I Ay

Accessing the symbol table
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Modules are the basic unit of reusable code in Perl, the equivalent of libraries in other languages. Perl's
standard library is almost entirely made up of modules. When we talk about Perl libraries we usually
mean modules and older library files that are included as part of the standard Perl library — the
collection of files that comes as standard with Perl. The words 'module' and 'library' are frequently used
interchangeably, but they are not equivalent because not all libraries are modules. The exception is the
term 'standard Perl library', which we use to refer to the entire assembly of supporting modules that ship
as standard with Perl.

A library is simply a file supplied either by the standard Perl library or another package that contains
routines that we can use in our own programs. Older Perl libraries were simple collections of routines
collected together into a file, generally with a . p| extension. The do and r equi r e functions can be
used to load this kind of library into our own programs, making the routines and variables they define
available in our own code.

Modern Perl libraries are defined as modules and included into our programs with the use directive,
which requires that the module name ends in . pm The use keyword provides additional complexity
over do and r equi r e, the most notable difference being that the inclusion happens at compile time

rather than run time.

Modules come in two distinct flavors, functional and pragmatic. Functional modules are generally just
called modules or library modules. They provide functionality in the form of routines and variables that
can be used from within our own code. They are what we usually think of as libraries. Conversely,
pragmatic modules implement pragmas that modify the behavior of Perl at compile time, adding to or
constraining Perl's syntax to permit additional constructs or limit existing ones. The use directive is
always used to load them. The stri ct, vars, and war ni ngs modules are all examples of pragmatic
modules that we frequently use in Perl scripts. Some pragmatic modules also provide routines and
variables that can be used at run time, but most do not.
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In this chapter we will examine the different ways of using modules in our scripts. In Chapter 10 we will
look inside modules, that is, examine them from the perspective of how they work as opposed to how to
use them.

Modules and Packages

A package declaration is the naming of a new namespace in which further declarations of variables and
subroutines are placed. A module is simply a library file that defines subroutines and variables in a
given namespace, courtesy of a package declaration. The link between package name and module file
would therefore appear to be a strong one, but this is not necessarily true. The module that is loaded
corresponds to the named package, but this does not imply that the module actually defines anything in
that package. As an example, many of Perl's pragmatic modules are purely concerned with compile
time semantics and do not contribute anything new to the symbol table.

In fact, a module doesn't have to include a package declaration, but it usually does. By including a
package definition we are able to use many different modules without worrying about clashes between
similarly named definitions — namespace collisions, as the technical jargon has it.

Since a module file usually only contains declarations of subroutines and variables, rather than code that
actually does something, executing it has no visible effect. However, subroutines and package variables
are added to the symbol table, under the namespace defined by the package declaration. Most of the
time that will be the same package that the use statement asked for, but it isn't actually required. In
some cases we might use a different package, or define symbols in more than one package at the same
time.

Whatever else it does, in order for a module to be loaded successfully by either r equi r e or use, it
must return a True value. Unless the module actually contains a r et ur n statement outside a subroutine
definition, this must be the last statement in the file. Since a typical module contains mainly subroutine
definitions (which don't return anything), we usually need to add an explicit return value to let Perl
know that the module is happy. We can also add code for initialization that does do something actively,
and have that return a conditional value. This means we can, for example, programmatically have a
module fail compilation if, say, an essential resource like a configuration file that it needs is missing.

Most modules do not have any initialization code to return a value, so in general we satisfy Perl by
simply appending a 1 to the end of the module file. As the last statement in the file, this is returned to
the use or r equi r e that triggered the loading of the module file. Taking all this together, the general
form of a module file is simply:

package My:: Modul e;

use other nodules ...
decl are gl obal variables ...
define subroutines ...

1;

This module would be called Mbdul e. pm placed in a directory called My, which in turn can be located
in a variety of places. The My Directory can be situated under any of the paths in @ NC, in our own
personal location, or in Perl modules that we can use by adding it to @ NC or using the | i b module, as
we shall see shortly.
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Loading Code Using 'do’, 'require’, and 'use’

Perl provides three mechanisms of increasing usefulness for incorporating code (including modules), in
other files into our own programs. These are the do, r equi r e, and use statements. Any code that is
loaded by any of these statements is recorded in the special hash % NC (more on this later on).

The simplest is do, which simply executes the contents of an external file by reading it and then
eval ing the contents. If that file happens to contain subroutine declarations, then those declarations are
evaluated and become part of our program:

do '/hone/ perl /| oadne. pl"';

A more sophisticated version of do is the r equi r e statement. If the filename is defined within quotes it
looks for it as-is, otherwise it appends a . pmextension and translates instances of : : into a directory
separator:

# include the old-style (and obsolete) getopts library
require 'getopts.pl';

# include the nodern and trendy CGetopt::Std library
# (i.e. PATH Getopt/Std. pm
require Getopt:: Std;

This first checks that the file has not already been loaded by looking in the % NC hash. Next it searches
for those files in the paths contained in the special array @ NC, which we will examine later in the
chapter.

More sophisticated still is the use statement. This does exactly the same as r equi r e, but evaluates the
included file at compile time, rather than at run time as r equi r e does. This allows modules to perform
any necessary initializations and to modify the symbol table with subroutine declarations before the
main body of the code is compiled. This in turn allows syntax checks to recognize valid symbols defined
by the module and flag errors on non-existent ones. For example, this is how we can include the

Get opt : : St d module at compile time:

# include Cetopt::Std at conpile tine
use Cetopt::Std;

Like r equi r e, use takes a bare unquoted module name as a parameter, appending a . pmto it and
translating instances of : : or the archaic ~ into directory separators. Unlike r equi r e, use does not
permit any filename to be specified with quotes and will flag a syntax error if we attempt to do so. Only
true library modules may be included via use.

The traditional way to cause code to be executed at compile time is with a BEG Nblock, so this is
(almost) equivalent to:

BEG N {

require Getopt::Std,
}
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However, use also attempts to call the subroutine i mport in the module being included. This provides
the module with the opportunity to define symbols in our namespace, making it simpler to access its
features without prefixing them with the module's package name. use Modul e is therefore actually
equivalent to:

BEG N {
requi re Mdul e;
Modul e- >i nport ; # or 'inport Mdule'

This one simple additional step is the foundation of Perl's entire i mport mechanism. There is no more
additional complexity or built-in support for handling modules or importing variables and subroutine
names. It is all based around a simple function call that happens at compile time.

'import’ Lists

As we just discussed above, the major advantage that use has over r equi r e is the concept of
importing. While it is true that we can import directly by simply calling i nport ourselves, it is simpler
and more convenient with use.

If we execute a use statement with just a module name as an argument we cause the i Mport subroutine
within the module to be called with no argument. This produces a default response from the module.
This may be to do nothing at all, or to import a default set of symbols (subroutines, definitions, and
variables) for our use. Object-oriented modules tend not to import anything, since they expect us to use
them by calling methods.

Function-oriented modules often do import symbols by default, and optionally may import further
symbols if we request them in an import list. An import list is a list of items specified after the module
name. It can be specified as a comma separated list within parentheses, or as a space-separated list
within a qw operator. If we only need to supply one item we can also supply it directly as a string:

# inporting a list of synbols with a comma separated |ist:
use Module ('subl', 'sub2', '$scalar', '@ist', ':tagnanme');

# it is nore legible to use 'qw :
use Modul e gw subl sub2 $scalar @i st :tagnane);

# a single synbol can be specified as a sinple string:
use Modul e 'subl';

Symbols can either be subroutine names, variables, or sometimes tags, prefixed by a :, if the module in
question supports them. These are a feature of the Export er module, which is the source of many
modules' import mechanisms. We discuss it from the module developer's point of view in Chapter 10.

We cannot import any symbol or tag into our code — the module must define it to be able to export it. A
few modules like the CG module have generic importing functions that handle anything we pass to
them. However, most do not, and we will generate a syntax error if we attempt to export symbols from
the module that it does not supply.

278



Using Modules

Suppressing Default Imports

Sometimes we want to be able to use a module without importing anything from it. To do that we can
specify an empty import list, which is subtly different from supplying no import list at all:

use Mbdul e; # import default synbols
use Mdul e(); # suppress all inmports

When used in this way, use is exactly equivalent to a r equi r e, except that it takes place at compilation
time; that is:

BEG N {require Mdule;}

Note that we cannot suppress the default import list and then import a specific symbol — any import will
trigger the default (unless of course the module in question is written to allow special cases to do this).
Remember that the entire import mechanism revolves around a subroutine called i nport in the
module being loaded.

Disabling Features with 'no’

no, which is the opposite of the use directive, attempts to unimport features imported by use. This
concept is entirely module-dependent. In reality it is simply a call to the module's uni nport
subroutine. Different modules support this in different ways, including not supporting it at all. For
modules that do support no, we can unimport a list of symbols with:

no Mdul e gw(synbol 1 synbol 2 :tagnane);
This is equivalent to:

BEG N {
requi re Mdul e;
uni mport (' synbol 1', 'synbol 2', ':tagnane');

Unlike use, a no statement needs the subroutine uni nport to exist. A fatal error is generated if this is
not present.

Whether or not no actually removes the relevant symbols from our namespace, or undoes whatever
initialization was performed by use depends entirely on the module. It also depends on what its

uni mport subroutine actually does. Note that even though it supposedly turns off features, no still
requi r es the module. In general this happens after the module has been used, so the r equi r e has no
effect as the module will already be present in % NC.

Testing for Module Versions and the Version of Perl

Quite separately from their usual usage, both the r equi r e and use directives support an alternative
syntax taking a numeric value as the first or only argument. When specified on its own, this value is
compared to the version of Perl itself. It causes execution to halt if the comparison reveals that the
version of Perl being used is less than that stated by the program. For instance, to r equi r e that only
Perl version 5.6.0 or higher is used to run a script we can write any of the following:

require 5.6.0;
use 5.6.0;
require v5.6.0;
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Older versions of Perl used a version resembling a floating-point number. This is also supported, for
compatibility with older versions of Perl:

require 5.001; # require Perl 5.001 or higher
require 5.005_03; # require Perl 5.005 patch |evel 3 or higher

Note that for patch levels (the final part of the version number), the leading zero is important. The
underscore is just a way of separating the main version from the patch and is a standard part of Perl's
numeric syntax; 5. 005_03 is the same as 5. 00503, but more legible.

A version number may also be specified after a module name (and before the import list, if any is
present), in which case it is compared to the version defined for the module. For example, to require
CA . pmversion 2.36 or higher we can write:

use CAd 2.36 gw :standard);

If the version of CA . pmis less than 2. 36 this will cause a compile time error and abort the program.
Note that there is no comma between the module name, the version, or the import list.

Like the import mechanism, this is not built-in functionality but simply calls a subroutine called
VERSI ON to extract a numeric value. Usually this subroutine is supplied by the UNI VERSAL module,
from which all packages inherit, which in turn returns the value of the variable $<package

nane>: : VERSI ON. This is how most modules define their version number.

Pragmatic Modules

Pragmatic modules alter the behavior of the Perl compiler to expand or constrict the syntax of the Perl
language itself. Unlike functional modules they take effect at compile time, rather than run time. One
pragma that should be familiar to us by now is the stri ct pragma.

It is conventional for pragmatic modules to be defined using all lower case letters, unlike functional
modules, which conventionally use a capitalized or uppercased name.

It sometimes comes as a surprise to programmers new to Perl that all pragmas are defined in terms of
modules, all of which can be found in the standard Perl library. The stri ct pragma is implemented by
strict. pm for example. Although it is not necessary to understand exactly how this comes about, a
short diversion into the workings of pragmatic modules can be educational.

How Pragmatic Modules Work

Many of these modules work their magic by working closely with special variables such as $*H, which
provides a bitmask of compiler 'hints' to the Perl compiler, or $*W which controls warnings. A quick
examination of the st ri ct module (the documentation for which is much longer than the actual code),
illustrates how three different flags within $"Hare tied to the use stri ct pragma:

package strict;
$strict:: VERSION = "1.01";

nmy %itmask = (

refs => 0x00000002,
subs => 0x00000200,
vars => 0x00000400

)
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sub bits {
nmy $bits = 0O;
foreach ny $s (@){ $bits |= $bitnmask{$s} || O; };
$bits;
}
sub inmport {
shift;
$"H |= bits(@ ? @ : gwmrefs subs vars));
}
sub uninmport {
shift;

$"H &~ bits(@ ? @ : gwmrefs subs vars));
}
1

The stri ct module is particularly simple, which is why we have used it here. The entirety of the code
in stri ct. pmis shown above. Of course it is not necessary to understand how this module actually
works, but it does provide an insight into how pragmatic modules, in general, do what they do.

Scope of Pragmatic Modules

Most pragmatic modules have lexical scope, since they control the manner in which Perl compiles code
— this is by nature a lexical process. For example, this short program illustrates how st ri ct references
can be disabled within a subroutine to allow symbolic references:

#!/ usr/ bi n/ perl
# pragmascope. pl
use war ni ngs;
use strict;

# a subroutine to be called by nane
sub ny_sub {

print @;
}

# a subroutine to call other subroutines by nane
sub call _a_sub {

# all ow synbolic references inside this subroutine only
no strict 'refs';

ny $sub = shift;
# call subroutine by name - a synbolic reference
&$sub( @) ;

}

# all strict rules in effect here
call _a_sub(' my_sub', "Hello pragmatic world \n");

> perl pragmascope.pl
Hello pragmatic world
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The exceptions are those pragmas that predeclare symbols, variables, and subroutines in preparation for
the run time phase, or modify the values of special variables, which generally have a file-wide scope.

The Special Hash '%INC’

As mentioned earlier, any file or module that the do, r equi r e, and use statements load is recorded in
the special hash % NC, which we can then examine to see what is loaded in memory. The keys of %4 NC
are the names of the modules requested, converted to a pathname so that : : becomes something like /
or \ instead. The values are the names of the actual files that were loaded as a result, including the path
where they were found. Loading a new module updates the contents of this hash as shown in the
following example:

#!/ usr/ bi n/ perl
# | NC. pl
use strict;

print "\% NC contains: \n";
foreach (keys % NC) {

print " $ING$_}\n";

}

require File:: Copy;
do '/ hone/perl/include.pl"';

print "\'n\% NC now contains: \n";
foreach (keys % NC) {

print " $ING$_}\n";

}

> perl INC.pl
%INC contains:
/usr/local/lib/perl5/5.6.0/strict.pm

%INC now contains:
/usr/local/lib/perl5/5.6.0/Exporter.pm
/usr/local/lib/perl5/5.6.0/Carp.pm
/home/perl/include.pl
/usr/local/lib/perl5/5.6.0/strict.pm
lusr/local/lib/perl5/5.6.0/File/Copy.pm

Note that % NC contains Expor t er . pmand Car p. pmalthough we have not loaded them explicitly in
our example. The reason for this is that the former is r equi r ed and the latter is used by Copy. pm
itself r equi r ed in the example. For instance, the | Omodule is a convenience module that loads all the
members of the | O : family. Each of these loads further modules. The result is that no less than twenty
nine modules are loaded as a consequence of issuing the simple directive use | Q

It should also be noted that that we did not specify in our example the full path to the modules. use and

requi r e, as well as modules like Ext Uti | s:: I nstal | ed (more on this later in the chapter), look for
their modules in the paths specified by the special array @ NC.
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The Special Array '@INC’

This built-in array is calculated when Perl is built and is provided automatically to all programs. To find
the contents of @ NC we can run a one-line Perl script like the following for a Linux terminal:

> perl —e 'foreach (@INC) { print "$_\n";}'

On a Linux Perl 5.6 installation, we get the following listing of the pathnames that are tried by default
for locating modules:

/usr/local/lib/perl5/5.6.0/i686-linux-thread
lusr/local/lib/perl5/5.6.0
{usr/local/lib/perl5/site_perl/5.6.0/i686-linux-thread
/usr/local/lib/perl5/site_perl/5.6.0
lusr/local/lib/perl5/site_perl

Equivalently for Windows the Perl script is:

> perl -e "foreach (@INC) { print \"$_\n\";}"
C:/perl/ActivePerl/lib
C:/perl/ActivePerl/site/lib

When we issue a r equi r e or use to load a module Perl searches this list of directories for a file with
the corresponding name, translating any instances of : : (or the archaic ") into directory separators. The
first file that matches is loaded, so the order of the directories in @ NCis significant.

It is not uncommon to want to change the contents of @ NC, to include additional directories into the
search path or (less commonly) to remove existing directories. We have two basic approaches to doing
this — we can either modify the value of @ NC directly, or use the use | i b pragma to handle it for us.

Modifying '@INC’ directly

One way of modifying @ NCis by using the command line option - | , which takes a directory as an
argument and adds it to the start of @ NC:

> perl -I/home/httpd/perl/lib -e 'print join"\n" ,@INC'

/home/httpd/perl/lib
/usr/local/lib/perl5/5.6.0/i686-linux-thread
lusr/local/lib/perl5/5.6.0
/usr/local/lib/perl5/site_perl/5.6.0/i686-linux-thread
lusr/localllib/perl5/site_perl/5.6.0
lusr/local/lib/perl5/site_perl

We can also modify @ NC programmatically, which allows us to add directories to the end of @ NC
rather than the beginning and also remove directories if we so desire.
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Since @ NCis an array, all of the standard array manipulation functions will work on it:

# add directory to end of @NC
push @NC, "/home/httpd/perl/lib";

# add current directory to start of @NC using the 'getcwd’
# function of the 'Ond' nodul e

use Owd;

unshift @NC, getcwd();

However, since the use directive causes modules to be loaded at compile time rather than run time,
modifying @ NC this way will not work for used modules, only r equi r ed ones. To modify @ NC so
that it takes effect at compile time we must enclose it in a BEG Nblock:

# add directory to start of @NC at conpile tine
BEG N {

unshift @NC, '/honme/httpd/perl/lib';
}

use MyModul e; # a nodule in 'hone/httpd/perl/lib" ...

Modifying @INC with the 'lib' Pragma

Since BEG Nblocks are a little clunky, we can instead use the | i b pragma to add entries to @ NCin a
friendlier manner. As well as managing the contents of @ NC more intelligently, this module provides
both a more legible syntax and a degree of error checking over what we try to add. The use l i b
pragma takes one or more library paths and integrates them into @ NC. This is how we could add the
directory / hore/ ht t pd/ per |/l i b using the | i b pragma:

use lib '/home/httpd/perl/lib";
This is almost but not quite the same as using an unshi ft statement inside a BEG N block, as in the
example above. The difference is that if an architecture-dependent directory exists under the named
path and it contains an aut o directory, then this directory is assumed to contain architecture -pecific

modules and is also added, ahead of the path named in the pragma. In the case of the Linux system
used as an example earlier, this would attempt to add the directories:

/ home/ htt pd/ perl/1ib/i386-1inux/auto
/home/ httpd/perl/lib

Note that the first directory is only added if it exists, but the actual path passed to | i b is added
regardless of whether it exists or not. If it does exist, however, it must be a directory; attempting to add
a file to @ NC will produce an error from the | i b pragma.

We can also remove paths from @ NC with the no directive:

no lib '"home/httpd/perl/lib";

This removes the named library path or paths, and also removes any corresponding aut o directories.

284



Using Modules

The | i b pragma has two other useful properties that make it a superior solution to a BEG Nblock. First,
if we attempt to add the same path twice, the second instance is removed. Since paths are added to the
front of @ NC this effectively allows us to bump a path to the front:

# search for nodules in site_perl directory first
use lib "/usr/lib/perl5/site_perl';

Second, we can restore the original value of @ NC as built in to Perl with the statement:

@NC = @ib:: ORI GINCG

Locating Libraries Relative to the Script

A common application of adding a library to @ NCis to add a directory whose path is related to that of
the script being run. For instance, the script might be in / horre/ ht t pd/ per |/ bi n/ nyscri pt and the
library modules that support it in / horre/ ht t pd/ per| /i b. It is undesirable to have to hard-code this
information into the script however, since then we cannot relocate or install it in a different directory.

One way to solve this problem is to use the get cwd function from Oad. pmto determine the current
directory and calculate the location of the library directory from it. However, we do not need to,
because Perl provides the Fi ndBi n module for exactly this purpose.

Fi ndBi n calculates paths based on the current working directory and generates six variables containing
path information, each of which we can either import into our own code or access directly from the
module. They are:

Variable Path information

$Bi n The path to the directory from which the script was run

$Di r An alias for $Bi n

$Scri pt The name of the script

$Real Bi n The real path to the directory from which the script was run, with all
symbolic links resolved

$Real Di r An alias for $Real Bi n

$Real Scri pt The real name of the script, with all symbolic links resolved.

Using Fi ndBi n we can add a relative library directory by retrieving the $Bi n/ $Di r or
$Real Bi n/ $Real Di r variables and feeding them, suitably modified, to a use | i b pragma:

use FindBin gw($Real Dir); # or $Bin, $Dr, or $RealBin ...
use lib "$Real Dir/../1ib";

Using the Fi ndBi n module has significant advantages over trying to do the same thing ourselves with
get cwd and its relatives. It handles various special cases for Windows and VMS systems, and it deals
with the possibility that the script name was passed to Perl on the command line rather than triggering
Perl via a #! header (of course it's shorter too). Be careful using Fi ndBi n with CGI scripts, however,
since we cannot always be sure what directory we start in when the script is executed. Basing the paths
we feed to use | i b on the CGI environment is a much better idea; see Chapter 23 for a more detailed
explanation.
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Checking for the Availability of a Module

One way to check if a given module is available is to look in the %4 NC hash to see if the module is
present. We can avoid fatal errors by checking for each module and using it only if already loaded. In
the following example, if Modul el is available, then we use it, otherwise we use Modul e2 if loaded:

if ($INK' Modulel'}) {

# use sone functions from Mdul el
} elsif ($INH' Mdul e2'}) {

# use sone functions from Mdul e2

}

However, the simplest way would be to try to load it using r equi r e. Since this ordinarily produces a
fatal error, we use an eval to protect the program from errors:

warn "GD nodul e not avail abl e" unless eval {require GO, 1};

In the event that the GD module, which is a Perl interface to the | i bgd graphics library, is not available,
eval returns undef and the warning is emitted. If it does exist, the 1 at the end of the eval is returned,
suppressing the warning. This gives us a way of optionally loading modules if they are present but
continuing without them otherwise, so we can enable optional functionality if they are present. In this
case, we can generate graphical output if GDis present, or resort to text otherwise. The special variable
$@holds the syntax error message that is generated by the last eval function.

Note that a serious problem arises with the above approach if we replace r equi r e with use. The
reason is that eval is a run time function whereas use is executed at compile time. So, use GD would
be executed before anything else, generating a fatal error if the GD module was not available. To solve
this problem we simply enclose the whole thing in a BEG Nblock, making sure that the whole block is
executed at compile time:

BEG N {
foreach (G, 'Cd', 'Apache::Session') {
warn "$_ not avail able" unless eval "use $_; 1";

}

Finding Out What Modules are Installed

We can find out which library module packages are installed using the Ext Util s::Install ed
module. This works not by scanning @ NC for files ending in . pm but by analyzing the . packl i st files
left by module distributions during the installation process. Not unsurprisingly, this may take the
module a few moments to complete, especially on a large and heavily extended system.

Scanning . packl i st files allows the Ext Uti | s:: I nstal | ed module to produce more detailed
information, for example, the list of files that should be present for a given module package.
Conversely, this means that it does not deal with modules that are not installed but are simply pointed
to by a modified @ NCarray. This is one good reason to create properly installable modules, which we
discuss later in the chapter.
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The resulting list is of installed module packages, not modules, and the standard Perl library is collected
under the name Per |, so on a vanilla Perl installation we may expect to see only Per| returned from
this module.

To use the module we first create an Ext Ut i | s: : I nst al | ed object with the new method:

use ExtUils::Installed;
$inst = ExtUWils::Installed->new);

On a UNIX-based system this creates an installation object that contains the details of all the

. packl i st files on the system, as determined by the contents of @ NC. If we have modules present in a
directory outside the normal directories contained in @ NC, then we can include it by modifying @ NC
before we create the installation object, as shown earlier.

Once the installation object is created, we can list all available modules in alphabetical order with the
nmodul es method. For example, this very short script simply lists all installed modules:

# list all installed nodul es;
print join "\n", $inst->nmodul es();

On a vanilla Perl installation this will produce just Perl, or possibly Perl plus one or two other modules
in vendor-supplied installations. A more established Perl installation with many packages installed
might produce something like this:

Apache::DBI
Apache::Session
Archive::Tar
CGl

CPAN
CPAN:WAIT
Compress::Zlib
Curses
DBI::FAQ
Date::Manip
Devel::Leak
Devel::Symdump
Digest::MD5

Note that for reasons known only to ActiveState, ActivePerl 5.6 will not run this, even though it worked
on ActivePerl 5.005, an earlier version.

The Ext Uti | s:: I nstall ed module does far more than simply list installed module packages,
however. It provides the basics of library package management by providing us with the ability to list
the files and directories that each module distribution created when it was installed, and to verify that
list against what is currently present. In addition to newand nodul es, which we saw in action earlier,
ExtUtils::1nstall ed provides the following six other methods:
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Method

Description

directories

directory_tree

files

packl i st

Returns a list of installed directories for the module. For example:
@lirs = $inst->directories($nodul e);

A second optional parameter of pr og, doc, or al | (the default) may be
given to restrict the returned list to directories containing code, manual
pages, or both:

directories(nmodule, 'prog'|'doc'|'all"');

Further parameters are taken to be a list of directories within which all
returned directories must lie:

directories(nodule, 'prog' |'doc'|'all', @lirs);
For instance, this lists installed directories contained by @ ocat i ons:
@lirs = $inst->directories($nodule, 'prog', @ocations);

Returns a list of installed directories for the module, in the same way as
di rectori es, but also including any intermediate directories between
the actual installed directories and the directories given as the third and
greater parameters:

directory_tree(nodule, 'prog'|'doc'|'all', @lirs);

For instance, the following example lists installed directories and parents
under / USr:

@li st = $inst->directories($nodule, "all', '/usr');
Returns a list of installed files for the module, for example:
@iles = $inst->files($nodul e);

A second optional parameter of pr og, doc, or al | may be given to
restrict the returned list to files containing code, documentation, or both:

files (nodule, 'prog'|'doc'|'all")

Further parameters are taken to be a list of directories within which all
returned files must lie:

files(nodule, '"prog'|'doc'|"all', @lirs)
This is how we list the installed files contained by @i r s:
@iles = $inst->files($nmodule, 'prog', @irs);

Returns an Ext Uti | s:: Packl i st object containing the raw details of
the . packl i st file for the given module:

packl i st (modul e) ;

See the Ext Uti | s:: Packl i st documentation for more information.
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M ethod Description

validate Checks the list of files and directories installed against those currently
present, returning a list of all files and directories missing. If nothing is
missing, an empty list is returned:

val i dat e( nodul e) ;
For instance,
$val id = $inst->validate(S$nodul e)?0: 1;

version Returns the version number of the module, or undef if the module does
not supply one. The CPAN module uses this when the r command is used
to determine which modules need updating, for example.

ver si on( nodul e) ;

The ability to distinguish files types is a feature of the extended . packl i st format in any recent
version of Perl. Note that not every installed module yet provides a packing list that supplies this extra
information, so many modules group all their installed files and directories under pr og (the assumed
default), and nothing under doc. To get a more accurate and reliable split between program and
documentation files, we can use additional paths such as / usr/ i b/ per| 5/ man as the third and
greater parameters.

As a more complete example of how we can use the features of Ext Uti | s:: 1 nstall ed, here is a short
script to run on UNIX that lists every installed module distribution, the files that it contains, and the
version of the package, complete with a verification check:

#! [/ usr/ bi n/ perl

# installedfiles.pl
use war ni ngs;

use strict;

use ExtUtils::Installed,
ny $inst = new ExtUtils::Install ed;
foreach nmy $package ($inst->nodul es) {
ny $valid = $inst->validate($package) ?"Fail ed": " OK";

ny $version = $inst->version($package);
$versi on = ' UNDEFI NED' unl ess defi ned $versi on;

print "\n\n--- $package v$version [$valid] ---\n\n";

if (my @ource = $inst->files($package, 'prog')) {
print "\t", join "\n\t", @ource;

}

if (my @ocs = $inst->fil es($package, 'doc')) {
print "\n\n\t", join "\n\t", @locs;

}
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Postponing Module Loading Until Use

Modules can be very large, frequently because they themselves use other large modules. It can,
therefore, be convenient to postpone loading them until they are actually needed. This allows a program
to start faster, and it also allows us to avoid loading a module at all if none of its features are actually
used.

We can achieve this objective with the aut ouse pragmatic module, which we can use in place of a
conventional use statement to delay loading the module. To use it we need to specify the name of the
module, followed by a => (since that is more legible than a comma) and a list of functions:

use autouse 'Mdul e' => gw(subl sub2 Mdul e::sub3);

This will predeclare the named functions, in the current package if not qualified with a package name,
and trigger the loading of the module when any of the named functions are called:

subl("This causes the nodul e to be | oaded");

We can also supply a prototype for the subroutine declaration, as in:

use autouse 'Mdule' =>"'sub3($$Q@"';

However, there is no way for this prototype to be checked against the real subroutine since it has not
been loaded, so if it is wrong we will not find out until we attempt to run the program.

There are two important caveats to bear in mind when using the aut ouse pragma. First, the module
will only be loaded when one of the functions named on the aut ouse line is seen. Attempting to call
another function in the module, even if it is explicitly called with a package name, will cause a run time
error unless the module has already been loaded. For instance, this does not delay loading the

Get opt : : Long module:

use autouse 'CGetopt::Long';
# ERROR ''Cetopt::Long' is not |oaded, so 'GetOptions' is unavail able
Get Opti ons(opti on =>\ $ver bose);

But this does:

use autouse 'Getopt::Long' => 'GetOptions';
# OK 'GetOptions' triggers |load of 'Getopt::Long'
Get Opti ons(opti on =>\$ver bose);

For this reason aut ouse works particularly well with object-oriented modules. We need only list class
methods and constructors to ensure that the module is loaded at the right time.

Second, aut ouse only works for modules that use the default i nport method provided by the
Export er module (see Chapter 10). Modules that provide their own i nport method such as the CA
module cannot be used this way. Any module that defines an export tag like : t agname falls into this
category. Such modules frequently provide their own specialized loading techniques instead, CA . pm
being one good example.
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A significant problem when using aut ouse is that initialization of modules that have been aut oused
does not take place until run time; BEG Nblocks are not executed, nor are symbols imported. This can
cause significant problems, as well as hiding syntax errors that would otherwise be found at compile
time. For this reason it is smart to include modules directly for development and testing purposes, and
to only use aut ouse in the production version (though we must still test that, we can eliminate

aut ouse as a cause of problems in the debugging phase). Alternatively, use a debug flag to switch
between the two:

if ($debug) {
use 'Cetopt::Long';
...other nodules...
} else {
use autouse 'Getopt::Long' => 'GCetOptions';
...other nodules...

If a module is already present when an aut ouse declaration is seen, it is translated directly into the
equivalent use statement. For example:

use Mbdul e;
use autouse 'Mdule' => gw(subl sub2);

Is the same as:

use Modul e gw(subl sub2);

This means that it does no harm to attempt to aut ouse a module that is already loaded (something that
might commonly happen inside a module, which has no idea what is already loaded), but conversely the
aut ouse provides no benefit.

The aut ouse module is an attempt to provide load-on-demand based on the requirements of the user.
The AUTOLOAD subroutine, and the Aut oLoader and Sel f | oader modules also provide us with the
ability to load modules and parts of modules on demand, but as part of the module's design. See
Chapter 10 for more details.
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Summary

Over the course of this chapter we examined what Perl modules are. Throughout the chapter we have
covered the following:
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Loading code into our scripts, using the do, r equi r e and use statements, and the differences
between them

Manipulating the importing of subroutines definitions and variables from modules
Pragmatic modules, how they work and their scope

The special variables % NCand @ NC and how to manipulate them

Checking for the availability of modules

Finding out which modules are installed

Postponing module loading until use
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Inside Modules and Packages

We have already seen how modules work from the user's perspective through the do, r equi r e, and
use statements. In this chapter we take a look at modules from the perspective of implementing them
ourselves.

Perl provides a number of special features that can be used in any Perl code but which are particularly
useful for packages. The BEG N, END, | NI T, and (from Perl 5.6) CHECK blocks allow a module to define
initialization and cleanup code to be automatically executed at key points during the lifetime of the
module. They allow us to utilize features such as write packages (class constructors and destructors in
object-oriented terms).

The Aut ol oad subroutines permit a package to react to unknown subroutine calls and stand in for
them. This allows us to:

0 Emulate the existence of a subroutine without actually defining it.
0 Define it on the fly at the moment it is used.

O Delay the compilation of a subroutine until it is needed
None of these features are restricted to packages, but it is in packages that they come into their own.

In order for modules to be easily reusable, they need to be well behaved. That means not defining
variables and subroutines outside their own package unless explicitly asked to do so. It also means not
allowing external definitions to be made unless the design of the module permits it. Exporting
definitions from one package into another allows them to be used directly, without prefixing the name
of the original package, but it also runs the risk of a namespace collision, so both the module and the
application need to be able to cooperate, to control what happens. They can do this through the import
mechanism, which defines the interface between the module and the application that uses it.
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At the application end, we specify our requirements with the use or r equi r e statements, with which
we can pass a list of symbols (often, but not necessarily, subroutine names). Conversely, at the module
end, we define an i mpor t subroutine to control how we respond to i nport (or, from our point of view,
expor t) requests. The Expor t er module provides one such i nport subroutine that handles most
common cases for us. Either way, the interface defined through the import mechanism abstracts the
actual module code, making it easier to reuse the module, and minimizing the chances of an application
breaking if we made changes to the module.

'BEGIN' blocks, 'END' blocks and Other Animals

Perl defines four different kinds of special block that are executed at different points during the compile
or run phases. The most useful of these is BEG N, which allows us to compile and execute code placed
in a file before the main compilation phase is entered. At the other end of the application's life, the END
block is called just as the program exits. We can also define CHECK (from Perl 5.6 on) and | NI T blocks,
though these are considerably less common.

All four blocks look and behave like subroutines, only without the leading sub. Like signal handlers,
they are never called directly by code (in the case of BEG Nit isn't even possible), but directly by Perl
whenever it passes from one state to another. The distinction between the block types is simply that
each is executed at a different transition. The precise order is:

BEG N

(conpi | e phase)
CHECK

INIT

(run phase)

END

Here is a short program that demonstrates all four blocks in use, and also shows how they relate to the
main code and a __DI E__ signal handler:

#!/ usr/ bi n/ perl
# bl ocks. pl

use war ni ngs;
use strict;

$SIG_DE_} = sub {
print "Et tu Brute?\n";

print "lIt's alivel\n";
di e "Sudden death!\n";

BEG N {
print "BEG N\ n";

END {
print "END\n";

INIT {
print "I NI T\n"

CHECK {
print " CHECK\n"
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When run, this program prints out:

BEGIN
CHECK

INIT

It's alive!

Et tu Brute?
Sudden death!
END

Note that in Perl versions before 5.6, CHECK blocks are ignored entirely, so we would not see the CHECK
line. Apart from this, the program would run perfectly. Of course if the CHECK block needs to perform
vital functions we may have a problem, so CHECK blocks are best used for checks that are better made
after compilation but which can also be made, less efficiently perhaps, at run time too.

We can define multiple instances of each block; each one is executed in order, with BEG Nand I NI T
blocks executing in the order in which they are defined (top to bottom) and CHECK and END blocks
executed in reverse order of definition (bottom to top). The logic for END and CHECK blocks executing
in reverse is clearer once their purpose is understood. BEG Nblocks allow modules to initialize
themselves, and may be potentially dependent upon the initialization of prior modules. Therefore, when
the program exits, END blocks are executed in the reverse order to allow dependent modules to free
their resources before earlier modules free the resources on which they rely. As an example, consider a
network connection to a remote application — we might open a connection and 'start' a new session in
the BEG Nblocks of different modules. When the application ends, we need to stop the session then
close the connection — the reverse order. This will be done by the END blocks automatically. The new
CHECK block has a similar symmetry with BEG N, but around the compilation phase only, not the whole
lifetime of the application.

Additional blocks read in by do, use, or r equi r e are simply added to the respective list at the time
they are defined. Then, if we have a BEG Nand END block and we r equi r € a module that also has a
BEA Nand END block, our BEG Nblock is executed first, followed by the module's BEG Nblock. At the
end of the script, the module's END block is called first, then ours. If we include a module with use
rather than r equi r e, however, the order of BEG Nblocks is determined by the order of the use
relative to our BEG Nblock and any other use statements. This is because use creates a BEG Nblock of
it's own, as we have already seen.

'BEGIN' Blocks

If we need to perform initialization within a module before it is used, we can place code inside the
source file to perform whatever tasks we need to do, for example loading a configuration file:

package M:: Mdul e;
return initialize();
sub initialize {

ot her sub and var declarations ...
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This module doesn't need a 1 at the end because its success or failure is returned explicitly. However,
the problem with this is that our initialization only takes place once the module starts to execute; we
can't set anything up to be present before we define critical subroutines. Fortunately there is a solution.
We can make use of a BEG Nblock to force execution of a module's initialization code before the rest of
it compiles. This is essential, for example, if we want to be able to export subroutine names so that their
use can be recognized as valid subroutine calls during Perl's compile time syntax checking.

As an example of the kind of thing we can do with a BEG Nblock, here is a module that computes a list
of variables to export at compile time, and exports them before the code that uses the module compiles.
For simplicity we have used a local hash to store the variable definitions, and kept it to scalars, but it is
easily extensible:

# My/ Synbol Exporter. pm
package My:: Synbol Exporter;
use strict;

BEG N {
use vars ' @GBYMBOLS' ;
# tenporary |ocal configuration - we could read froma file too
my %onf = (
e => 'nc2',
time => 'noney',
party => 'a good tine',

)

sub initialize {
no strict 'refs';
foreach (keys %onf) {
# define variable w
*{ _PACKACE .'::'.$

th typegl ob
_} = \S$conf{$_};

# add variable (with leading '$') to export list
push @YMBOLS, "\$$_";

return 1,

}

return undef unless initialize;

}

use Exporter;
our @ SA = gwW Exporter);
our @XPORT = (' @YMBOLS' , @GYMBOLS) ;

Ordinarily we'd use the Export er module, or an i nport method to deal with this sort of problem, but
these are really just extensions to the basic BEG Nblock. Just to prove it works, here is a script that uses
this module and prints out the variables it defines:
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#!/ usr/ bi n/ perl

# synbol exportertest. pl
use war ni ngs;

use strict;

use My:: Synbol Exporter;

print "Defined: @YMBOLS\n\n";
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print "e = $e\n";
print “tinme = $tine\n";
print "party = 'S$party'\n";

This example also shows how we can use the _ PACKAGE__ token to represent the current package,
something we'll return to later when we come to writing import methods. Another use of BEG N blocks
is to pre-configure a module before we use it. For example, the AnyDBM Fi | e module allows us to
reconfigure its @ SA array by writing something like the following:

BEG N {
@nyDBMFil e::1SA = qw( GDBM Fil e SDBMFil e);

}

use AnyDBMFil e;

Inside the module, the code simply checks to see if the variable is defined before supplying a default
definition:

our @SA = gM NDBMFile DB File GDBMFile SDBMFile COBMFile) unless @ SA;

It is vital that we put our definition in a BEG Nblock so that it is executed and takes effect before the
use statement is processed. Without this, the implicit BEG N block of the use statement would cause
the module to be loaded before our definition is established; the BEG Nblock ensures that we prevail, as
long as we place it before the use statement.

'END’ Blocks

The opposite of BEG Nblocks are END blocks. These are called just as Perl is about to exit (even after a
__DI E__handler), and allow a module to perform closing duties like cleaning up temporary files or
shutting down network connections cleanly:

END {
unlink $tenpfile;
shut down $socket, 2;

}

The value that the program is going to exit with is already set in the special variable $? when the END
blocks are processed by Perl, so we can modify it at this point if we choose. To make sure it is passed
back to the caller, if required, we also need to preserve it if an external program is called during the
course of the block. END blocks are also not caught if we terminate on a signal, and (obviously) not if we
use exec to replace the application with a new one.

'"CHECK' and 'INIT'

The CHECK and | NI T blocks are considerably rarer than BEG Nand END, but are occasionally useful.
The CHECK blocks execute in reverse order just after the compilation phase ends and correspond to the
END blocks, which run at the end of the run phase. Their purpose is to perform any kind of checking of

the compiled source that might be required before proceeding with the run phase. Note, however, that
unlike | NI T, CHECK is new to Perl 5.6.
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# Perl > = 5.6.0 for CHECK bl ocks
use 5.6.0;

# check that conditional conpilation found at |east one inplenmentation
CHECK {

die "No platformrecogni zed" unless

defined &uni xsub or

defined &wi n32sub or

defined &racsub or

defined &os2sub;

}

This block will be called as soon as Perl has finished compiling all the main code (and after all BEG N
blocks have been executed), so it is the ideal point to check for the existence of required entities before
progressing to the execution stage. By placing the code in a CHECK block rather than in the module's
main source we give it a chance to object before other modules, which may be used before it, get a
chance to run.

The I NI T blocks execute just before the run phase and just after the compile phase — CHECK blocks are
also included if any are defined. They execute in order of definition and correspond to BEG Nblocks,
which run just before the compile phase. Their purpose is to initialize variables and data structures
before the main run phase starts:

# establish a package variable for all nodul es
INIT {

$My:: Modul e: :start_time = ting;
}

Both blocks types have little effect over simply placing code at the top of a file when only one of either
type exists. However, if several modules define their own CHECK and | NI T blocks, Perl will queue them
up and run through them all before commencing execution of the main application code.

Manipulating Packages

The package directive changes the default namespace for variables and subroutine declarations, but we
are still free to define our own fully qualified definitions if we choose. For instance, rather than creating
a module file containing:

package M:: Modul e;

sub nysub {

return "Eep!\n";
}
1;

We could, with equal effect (but losing some maintainability), declare the subroutine to be in the
package explicitly:

sub My:: Modul e:: nysub {
return "Eep!\n";
}

1;
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It isn't very likely that we would do this in reality - if we copied the subroutine to a different source file
we would need to rename it. It has possibilities if we are generating subroutines on the fly, a subject we
will cover in more detail later in the chapter, but otherwise, a package declaration is far more
convenient. The same goes for our and use var s declarations, which are simply shorthand that uses
the package declaration to omit the full variable name.

We sometimes want to handle package names programmatically. One simple way to get the name of the
current package is the _ PACKAGE__ token, which we return to later. Otherwise, the Synbol module
provides subroutines for creating and manipulating variable names with respect to packages without
dealing with the package name directly, notably the gensymand qual i f y subroutines.

The gensymsubroutine generates and returns a reference to a fully anonymous typeglob - that is, a
typeglob that does not have an entry anywhere in any symbol table. We can use the anonymous
typeglob as we like, for example as a filehandle (though | O : Handl e does this better in these more
enlightened days, and, as a point of fact, uses gensymunderneath). It takes no arguments and just
returns the reference:

use Synbol ;

nmy $gl obref = gensym
open ($gl obref, $filenane);

More useful is the qual i f y subroutine, which provides a quick and convenient way to generate fully
qualified names (and therefore symbolic references) for variables from unqualified ones. It operates on
strings only, and with one argument generates a name in the current package. For example:

#!/ usr/ bi n/ perl
# synbol 1. pl
use war ni ngs;

use Synbol ;

ny $fgnane = qualify('scalar');
$$f gname = "Hello Worl d\n";
print $scal ar; # produces 'Hello Wrld

Since this is a simple script without a package declaration, the variable created here is actually called
$mai n: : scal ar. If we supply a package name as a second argument to qual i fy, it places the variable
into that package instead.

#!/ usr/ bi n/ perl
# synbol 2. pl
use war ni ngs;

use Synbol ;
ny $fgnane = qualify('scalar','My/::Mdule');

$$f gname = "Hello Worl d\n";
print $My:: Mdul e:: scal ar;

301



Chapter 10

In both cases, qual i fy will only modify the name of the variable passed to it if it is not already
qualified. It will correctly qualify special variables and the standard filehandles like STDI Ninto the main
package, since these variables always exist in mai n, wherever they are used. This makes it a safer and
simpler way than trying to make sure our symbolic references are correct and in order when we are
assembling them from strings.

Unfortunately qual i fy is not very useful if we have strict references enabled via use stri ct, since
these are symbolic references. Instead, we can use qual i fy_t o_r ef , which takes a symbolic name and
turns it into a reference for us, using the same rules as qual i f y to determine the package name:

#!/ usr/ bi n/ perl
# synbol 3. pl
use war ni ngs;
use strict;

use Synbol ;

ny $fgref = qualify to ref('scalar','My::Mdule');
$sfgref =\"Hello World\n";
print $M:: Mdul e::scal ar;

All three of these examples work but produce a warning from Perl that the variable mai n: : scal ar (or
My: : Mbdul e: : scal ar) is only used once, which is true. Perl doesn't see that we defined the variable
name through a reference, so it (correctly) points out that we appear to have used a variable we haven't
defined. The correct thing to do would be to declare the variable so we can use it without complaint, as
this modified example, complete with embedded package, illustrates:

#!/ usr/ bi n/ perl
# synbol 4. pl
use war ni ngs;
use strict;

use Synbol ;

ny $fqref = qualify to ref('scalar',' My::Mdule');
$sfgref =\"Hello World\n";

print My::Mdul e::get_scalar();

package My:: Modul g;

our $scal ar; # provide access to scal ar defined above

sub get_scal ar {
return $scal ar;
}

Removing a Package

It is very rare that we would want to remove a package during the course of a program's execution, but
if we want to we can by removing all traces of the package's namespace from the symbol table
hierarchy. For example, to delete the My: : Modul e package we could write:

ny $table = *{" My::Modul e::"}{" HASH };
undef %t abl e;

ny $parent = *{'M::'}{' HASH };

ny $success = del ete $parent->{' Module::'};
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This is more than a little hairy, but basically boils down to deleting the entries of the symbol table for
My: : Mbdul e and removing the Modul e namespace entry from the My namespace. We delete the hash
explicitly because we store the result of the del et e in a variable, and thus the symbol table too. This is
because Perl cannot reuse the memory allocated by it, or the references contained in it, while something
still holds a reference to it. Deleting the actual table means that del et e returns an empty hash on
success, which is still good for a Boolean test but avoids trailing a complete and unrecycled symbol table
along with it.

Fortunately the Synbol module provides a del et e_package function that does much the same thing
but hides the gory details. It also allows us more freedom as to how we specify the package name (we
don't need the trailing colons, for instance, and it works on any package). To use it we need to import it
specifically, since it is not imported by default:

use Synbol qw(del ete_package);

print "Deleted!'\n" if del ete_package(' My:: Nodule');

The return value from del et e_package is undefined if the delete failed, or a reference is made to the
(now empty) namespace.

If we wanted to create a package that we could remove programmatically, we could do so by combining
del et e_package with an uni nmport subroutine; see 'Importing and Exporting' later in the chapter for
an example.

Forbidding Package Variables

It is often good programming practice to make variables lexical rather than package variables wherever
possible. This is because the more restrictive scope of variables makes them harder to misuse. The use
strict pragma enforces the use of ny, our, or use vars for unqualified variable names so we must
be explicit about what kind of variable we are defining.

However, if we want to prevent the use of unqualified package symbols at all, we can do so by using a
package declaration with no namespace:

package; # no package here

The effect of this statement is to forbid the use of any package symbol that is not fully qualified, since
there is no local package name to prefix to unqualified names. This affects not only regular variables but
filehandles and subroutines as well, so we have to refer to STDI Nas mai n: : STDI N, for example.

Finding a Package Name Programmatically

It can be occasionally useful for a subroutine to know the name of the package in which it is defined.
Since this is a compile time issue (remembering that package declarations are lexical even though they
affect run time scope) we can simply copy the package name from the top of the module (or whichever
package declaration the subroutine falls under if we have more than one).
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However, this is prone to failure if we happen to change the name of the package at any point. This is a
more serious problem than it might at first appear because it will not necessarily lead to a syntax error.
For instance, if we are declaring a variable or subroutine in a lower package this operation will still
succeed, since we are simply declaring something in a different package, but the package name will no
longer reflect the name of the parent package.

To avoid this kind of problem we should avoid ever naming the package explicitly except in the
package declaration itself. Within the code, we can instead use the special bareword token
_ PACKAGE__ thus:

sub sel f_aware_sub {
print "I amin the ",_PACKAGE ," package.\n";

}

As a more expressive but less functional example, the following series of package declarations shows
how the value produced by _ PACKAGE__ changes if more than one package is present in a given file:

package M:: Modul e;

print _ PACKAGE ,"\n";

package My:: Modul e: : Heavy;

print _ PACKAGE , "\n";

package M:: Modul e:: Li ght;

print _ PACKAGE , "\n";

package A::Conpletely::Different:: Package;
print _ PACKAGE ,"\n";

When Perl loads and compiles a file containing this token the interpreter first scans and substitutes the
real package name for any instances of _ PACKAGE__ it finds, before proceeding to the compilation
stage. This avoids any potential breakages if the package name should change.

Autoloading

Normally when we try to call a non-existent subroutine (or method, since in Perl they are the same
thing) Perl generates a syntax error, if possible at compile time. However, by defining an aut ol oad
subroutine, we can intercept non-existent calls and deal with them in our own way at run time, if we
wish.

Autoloading is a very powerful aspect of Perl, and conversely one that is also prone to abuse. However,
when used wisely it provides us with some very handy techniques, such as the ability to write one
subroutine to handle many different cases and masquerade it as many subroutines that handle a specific
case. We can also, with deft usage of the eval and sub keywords, generate subroutines on the fly, as
they are needed. This is a great technique for allowing a module to be powerful and flexible but at the
same time minimizing the amount of memory that it takes up with code.

Perl provides several modules in the standard library that take advantage of autoloading to make library
modules more memory-efficient by delaying the compilation of subroutines until the moment they are
required. This allows modules to both take up less memory and also load much faster. The compromise
is that calling a subroutine not yet compiled will incur a speed penalty at that point, as well as
sidestepping the compile time syntax check, so errors will not be caught until it is called. The

Aut oSpl i t module carves up a module file into separate subroutines, which the Aut oLoader module
can read and compile at the moment each routine is required; it is typically used during the installation
of installable packages, but we can use it independently if we wish to. The Sel f Loader module
provides a similar solution, but allows us to store code as text inside the module file, compiling it at the
time it is needed; this is simpler for code that we don't want to install before we can use it.
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Autoloading Subroutines

To use autoloading we only need to define a subroutine called AUTOLOAD. This will automatically
intercept all calls to non-existent subroutines in the package in which it is defined, receiving the same
arguments as the original (non-existent) subroutine would have. The name of the subroutine that was
not found is placed by Perl in the special variable Packagenarne: : $AUTOLOAD. Here's a short example
that intercepts non-existent calls and prints out their names and arguments:

#! [/ usr/ bi n/ perl
# aut ol oad. pl
use war ni ngs;
use strict;

sub AUTOLOAD {
our $AUTOLOAD; # "use vars ' $SAUTOLOAD " for Perl < 5.6
$" =",
print "You called ' SAUTOLOAD( @) '\ n";

}

fee('fie' ,'foe','fum);
testing(l,2,3);

When run, this script should produce:

You called 'main::fee(fie,foe,fum)’
You called 'main::testing(1,2,3)'

We use our to get a version of the $AUTOLOAD variable (Perl prior to version 5.6 needs to use use
var s instead) that doesn't involve a package prefix. Since only the AUTOLOAD subroutine needs to know
the value of $AUTCLOAD, we place the our declaration inside the subroutine to define a temporary alias.

Using an AUTOLOAD subroutine has one significant disadvantage — it thwarts Perl's ability to check for
legal subroutine calls at compile time. Since an AUTOLQAD subroutine accepts any otherwise invalid
subroutine call at run time, it is not possible for Perl to tell the difference between a call intended for the
autoloader, and a misnamed though perfectly ordinary subroutine call. Defining a prototype for the
autoloader can help if the calls it is intended to intercept have a similar calling convention, but this is
only a partial solution.

We can use AUTOLOAD subroutines in a variety of ways that break down into one of two general
approaches: use the AUTOLOAD subroutine as a substitute for a collection of subroutines, or use the
AUTOLQOAD subroutine to define missing subroutines on the fly.

Using an 'AUTOLOAD' Subroutine as a Substitute

The first and simplest use of the autoloader is simply to stand in for another subroutine or collection of
similar subroutines. We can define the interface to a module in terms of these other calls, but actually
implement them in the AUTOLOAD subroutine. The disadvantage of this is that it takes Perl slightly
longer to carry out the redirection to the autoloader subroutine (although conversely the compile time is
also slower, possibly relevant if the code forms part of a command line tool or utility script). The
advantage is that we can replace potentially hundreds of subroutine definitions with just one. Here is a
simple example that performs just a few simple statistical calculations, but illustrates the technique:
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#! [ usr/ bi n/ perl
# autostat. pl
use war ni ngs;
use strict;

use Carp;

sub AUTOLOAD {
our $AUTOLOAD;

ny $result;
SWTCH foreach ($AUTOLQAD) {
/sum and do {
$result = 0;
map { $result+=$_} @;
| ast ;
b
[ average/ and do {
$result = 0;
map { $result+= $_} @;
$result/=scalar(@);
| ast ;
}s
/ bi ggest/ and do {
$result = shift;
map { $result = ($_ > $result)?$_:$result } @;
| ast ;
b
/smal | est/ and do {
$result = shift;
map { $result = ($_ < $result)?$_:$result } @;
| ast;
}
}
croak "Undefined subroutine $AUTOLOAD cal | ed" unl ess defined $result;
return $result;

}
my @alues = (1,4,9, 16, 25, 36);

print "Sum ", sum @al ues),"\n";

print "Average: ",average(@al ues),"\n";
print "Biggest: ", biggest(@alues),"\n";
print “"Smallest: ",smallest(@alues),"\n";

print "COddest: ", oddest(@al ues),"\n";

This AUTOLOAD subroutine supports four different statistical operations and masquerades under four
different names. If we call any of these names then the autoloader performs the requested calculation
and returns the result. If we call any other name, it cr oaks and exits. We use cr oak from the Car p
module because we want to return an error for the place from which the AUTOLOAD subroutine was
called (since that is where the error really is).

This script also illustrates the problem with autoloading — errors in subroutine names are not caught

until run time. With real subroutines, the call to oddest would be caught at compile time. With this
script, it isn't caught until the autoloader is actually called and sees that it isn't a name that it recognizes.
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The above example demonstrates the general principle of substituting for a collection of other
subroutines, but it doesn't really provide any benefit; it would be as easy to define the subroutines
individually, since each one requires its own special case anyway. However, we can be more creative
with how we name subroutines. For example, we can use an autoloader to recognize and support the
prefix pri nt _ for each operation. Here is a modified version of the previous example that handles both
the original four operations and four new variants that print out the result as well:

#! [/ usr/ bi n/ perl
# printstat. pl
use war ni ngs;
use strict;

use Carp;

sub AUTOLOAD {
our $AUTOLQOAD;

ny $subnane;
$AUTOLOAD =~/ ([~:]1+)$/ and $subnane = $1;

nmy $print;
$subname =~s/”print_// and $print = 1;

ny $result;
SW TCH foreach ($subnanme) {
/"sun/ and do {

$result = 0;
map { $result+=$_ 1} @;
| ast;

e

/ ~aver age$/ and do {
$result = 0;

map { $result+=$_1} @;
$result/= scalar(@);
| ast;

IE
/ ~bi ggest $/ and do {
$result = shift;
map { $result = ($ >$result)?$_:$result } @;
| ast;
hé
/~smal | est$/ and do {
$result = shift;
map { $result = ($_<$Presult)?$_:$result } @;

| ast;
}
croak "Undefined subroutine $subname call ed" unl ess defined $result;
print ucfirst($subnane),": $result\n" if $print;

return $result;

}

ny @alues = (1,4,09, 16, 25, 36);
print _sum @al ues);

print_aver age( @al ues);

print_bi ggest (@al ues);
print_smal | est (@al ues);
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The subroutine name actually passed in the $AUTOLOAD variable contains the package prefix, mai n: :
as well. In the previous example we didn't check from the start of the name, so it did not matter. In this
case we strip it off so that we can in turn detect and remove the pri nt _ prefix. We take advantage of
the fact that we are left with just the subroutine name to anchor them at the start and end for a little
extra efficiency - the first example worked only because we didn't use anchors and none of our
subroutine names contained another. If we wanted to be even more inventive we could remove the
trailing $ anchors and use the suffix of the subroutine name to further adapt each function if we chose.

Defining Subroutines On the Fly

Using an aut ol oad subroutine as a substitute for defining real subroutines can have significant
advantages in terms of reducing code size — the example above replaces eight definitions with just one,
and the benefits increase the more permutations we add. However, implementing functionality via the
autoloader also incurs a performance loss. Perl must check for the original definition, find that it is not
there, check for the autoloader, find that it is there, preset the $AUTOLOAD variable and finally call the
autoloader. If the function being implemented is complex and time consuming this is not a problem, but
for simple operations we expect to call often we can sometimes do better by actually defining a new
subroutine so that future calls are passed to it and not the autoloader.

As an example of this approach, here is a simple autoloader that defines subroutines to return HTML
syntax, much in the way that the CG module can if asked nicely enough. It isn't nearly as feature-rich
as that module, but it serves for demonstration purposes (and is a lot smaller too):

#!/ usr/ bi n/ perl
# autofly. pl
use war ni ngs;
use strict;

sub AUTOLOAD {
our $AUTOLOAD;

ny $t ag;
$AUTOLOAD =~ /([*:]1+)$/ and $tag = $1;

SWTCH foreach ($tag) {
/"start _(.*)/ and do {
eval "sub $tag { return \"<$1>\@\" }";
| ast;

b

/"end_(.*)/ and do {
eval "sub $tag { return \"</$1>\" }";
| ast;

b
eval "sub $tag { return \"<$tag>\ @</ $tag>\" }";
}
no strict 'refs';
&$t ag;
}

# generate a qui ck HTML docunent
print htm(
head(title(' Autol oadi ng Denp')),
body(ul (
start_li('"First"),
start_li (' Second'),
start_li('Third"),
))
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This autoloader supports automatic tag completion, as well as generating the start and end of tags if
start_ or end_ is prefixed to the subroutine name. It works by defining a subroutine to generate the
new tag, then calling it. The first time start _| i is called, the autoloader generates a new subroutine
called start _| i, then calls it. The second time start _| i is called the subroutine already exists, so
Perl calls it directly and the autoloader is not involved.

A little deftness with interpolation is required for the subroutines to be defined correctly. We want the
tag name itself interpolated, both as the subroutine name and inside the returned string, but we want
interpolation of the passed arguments delayed until the subroutine is actually called. To achieve that we
put double quotes around the returned string but escape both them and @ so that they are not
interpreted when the subroutine is defined - instead they become active when it is actually called.

Self-Defining Instead of Autoloading Subroutines

A variation on the theme of delaying the definition of subroutines and methods when they are first
called, is to retrieve their definition from somewhere else and compile it when they are first called. For
instance, we may have a large and complex module with many features, of which we may only actually
use some. In order to avoid compiling all the subroutines redundantly, we can put aside compiling them
until they are called. If they are never called, we never need to define them.

The essence of this approach is to define a subroutine as a stub only. This doesn't contain much code, so
it is quick to compile and does not occupy much memory. When the stub is actually called, it defines
and replaces itself with the real subroutine. Here is a short program that shows one way to do this:

#!/ usr/ bi n/ perl
# aut odefi ne. pl
use war ni ngs;
use strict;

sub ny_subroutine {
print "Defining sub...\n";

# uncoment next |ine and renobve 'no warnings' for Perl < 5.6
# | ocal $"W= 0;
eval 'no warnings; sub ny_subroutine { print "Autodefined!'\n"; }'

&my_subrouti ne;
}

ny_subrouti ne;
ny_subrouti ne;

Running this program produces:

Defining sub...
Autodefined!
Autodefined!

A variant of this approach would be to store all the subroutine definitions in a different file, or after a

__DATA__ token, and read the subroutine code from there. Alternatively, we can create a typeglob alias
to an evaluated anonymous subroutine, with equal effect to the above:
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#!/ usr/ bi n/ perl
# gl obdefi ne. pl
use war ni ngs;
use strict;

sub ny_subroutine {
print "Defining sub...\n";
no war ni ngs;
# renmove above and add the following for Perl < 5.6
# local $"W= 0;

*nmy_subroutine = eval {

sub {
print "Autodefined!'\n";
}

bE

&ny_subrout i ne;
}

my_subrouti ne;
my_subrouti ne;

In both cases we suppress the redefinition warning by switching off warnings locally with no
war ni ngs, or by locally clearing $*W In this case we know we want to redefine the subroutine, so we
don't need Perl telling us about it.

The drawback of this approach compared to defining an AUTOLOAD subroutine is that we need to define
a stub for each subroutine we want to delay the compilation of. The advantage is that because a stub is
present we don't lose the ability to syntax-check subroutine names at compile time. This is particularly
useful if we are also providing prototypes for our subroutines since they clearly cannot be checked at
compile time if they are only created at run time. Note however that the contents of the subroutines are
only checked at run time; an unavoidable compromise if we wish to avoid parsing them until we use
them.

Autoloading Modules

The Perl standard library provides two modules that implement the strategy of delayed loading of
subroutines in two different ways. The more complex one is the Aut oLoader module, which loads in
additional files containing subroutine definitions generated previously by the Aut 0Spl i t module using
an AUTOLOAD subroutine. This implies that the module is split into separate pieces prior to being used,
that is, at installation time.

The Sel f Loader module operates along broadly similar lines, but keeps all the subroutines to be
loaded later inside the source file. The advantage of this is that we do not need to remember to use the
Aut oSpl i t module, so it will always work and does not require that the module be reprocessed each
time it changes. Conversely, however, we must load all the source code into memory in an uncompiled
form so that it can be compiled on demand.

Before we discuss these two approaches in more detail it is worth mentioning another approach — the
aut ouse pragma. While not as powerful as either of the two approaches mentioned here it has the
advantage of being considerably simpler to use. Rather than being used within the module to be
handled, it modifies the use statement of the code that uses the module — see Chapter 9 for details on
this matter.
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Using the 'AutoLoader' Module

The Aut oLoader module allows us to split out individual subroutines into separate files and then load
them on demand. It works in conjunction with the Aut oSpl i t module, which parses a module source
file to generate the separate files, each containing one individual subroutine. It is not terribly convenient
during development because the process of splitting the module must be repeated each time the source
is changed, but when it comes to creating installable packages (which we cover later in the chapter) it is
highly effective. Indeed, the build files generated by the h2xs utility, which we will encounter later in
this chapter and in Chapter 21, automatically invokes the Aut oSpl i t module for us, so that this step is
taken care of when we create our own installable packages.

In order to use the Aut oLoader module, we place the subroutines we want to delay the loading of after
an __END__ token. To put it another way, we put an _ END__ token somewhere in the module source
between the subroutines we always want compiled and the subroutines we want to load later,
conditionally. This may require a little reorganization of the source, of course.

We then add a use statement to include the Aut oLoader module and import its AUTOLOAD subroutine,
which does the work of retrieving the subroutines that were split out. Note that importing the subroutine
is important — the Aut oLoader will not work without it:

use AutoLoader gw( AUTOLQAD);

The __END__ token causes the Perl interpreter to stop reading the file at this point, so it never sees the
subroutines placed after it. To make them available again, we use the Aut oSpl i t module to carve out
the subroutines after the __END__ token into separate files placed in an aut o directory relative to the
module file. This often takes place in installation scripts and typically takes the form of a one line Perl
program. For example, to autosplit a module from the directory in which it is placed:

> perl -MAutoSplit -e 'autosplit "My/AutoModule.pm","./auto"’
Again there are slight modifications required for the Windows version of this one line program:
> perl -MAutoSplit -e "autosplit\"My/AutoModule.pm\" \"./auto\""

This takes a module called My: : Aut oMbdul e contained in a file called Aut oModul e. pmin a directory
called My in the current directory and splits it into parts inside an aut o directory (which is created at
the time if it doesn't exist). Inside are the directories My/ Aut oMbdul e, inside which we find an index
file aut osplit. i x and one file for each subroutine split out of the module, named for the subroutine
followed by . al (for aut ol oad).

As an example of how the AutoLoader is used, take this simple module file that implements a package
called My: : Aut oMbdul e:

# My/ Aut oMbdul e. pm
package My:: Aut oMbdul e;
use strict;

use Exporter;

use Aut oLoader gw AUTOLQAD);

our @ SA = gw Exporter);
our @EXPORT = gw zero one two three);
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sub one {
print "This is always conpiled\n";
}
__END__
sub two {
print "This is sub two\n";
}

sub three {
print "This is sub three\n";
}

il

The file, which in this case is named Aut oMbdul e. pm and contained in a directory called My, to match
the package name, has three subroutines. The first, one, is a regular subroutine - it is always compiled.
The other two, t wo and t hr ee, are actually just text at the end of the file — the __END__ ensures that
Perl never sees them, and never even reads them in. Note that the only changes from a normal module
are the use Aut oLoader line and the __END__ token. The trailing 1 is not actually needed any longer,
but we retain it in case we ever convert the module back into an unsplit one.

However, when we run aut ospl i t over the file, it creates three files aut osplit.i x, two. al , and
t hree. al , all in the aut o/ My/ Aut oMbdul e directory. Since we specified . as the installation
directory, this new directory is immediately adjacent to the original Aut oModul e. pmfile. If we had
wanted to split a module that was installed into the Perl standard library tree we would have used a
different path here, according to the position of the file we wanted to split.

The aut osplit.ix file contains the essential information about the subroutines that have been split
out:

# I ndex created by AutoSplit for M/ Aut oMdul e. pm
# (file acts as timestanp)

package M: : Aut oMobdul e;

sub two

sub three ;

1;

Close inspection of this file reveals that it is in fact a snippet of Perl code that pre-declares two
subroutines, the two that were split out, in the package My: : Aut oMbdul e. When the module is used in
an application, the line use Aut oLoader causes the Aut oLoader module to be read in and initialized
for that module. This has the effect of loading this index file, and thus declaring the subroutines.

The point of this file may seem obscure, since the AUTOLOAD subroutine will seek the split out files
regardless, but it carries out the important function of allowing us to declare prototypes for subroutines
and have them active within the application even before the subroutine is called — without this the
prototype would not be seen until the subroutine is called, which is clearly far too late. It also allows us
to call subroutines without parentheses, in the list operator style, as we discussed in Chapter 9. Here is a
short test script that calls the subroutines defined by this module:

#!/ usr/ bi n/ perl

# aut onodul et est . pl
use war ni ngs;

use strict;
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use lib '.";
use My:: Aut oMbdul e;

one;
t wo;
t hree;

The . al files contain the subroutines that were split out — here is one of them, for illustrative purposes.
Note that due to varying locations, slightly different scripts used, and so on we may have small
variations in the actual contents of the . al files obtained. This provides a rough idea of what can be
expected:

# NOTE: Derived from My/ Aut oModul e. pm

# Changes nmade here will be |ost when autosplit again.
# See AutoSplit.pm

package My:: Aut oMbdul e;

#line 18 "M/ Aut oModul e. pm (autosplit into ./auto/ My/ Aut oModul e/two. al )"
sub two {
print "This is sub two\n";

}

# end of M:: AutoModul e::two
1;

The Aut 0Spl i t module is smart enough to check that the Aut oLoader module is actually used by a
file before it attempts to split it. We can disable this check (if we insist) as well as determine whether old
subroutine . al files are removed if they no longer exist and check to see if the module has actually
changed before splitting it again (this is the reason for the (fil e acts as timestanp) comment in
the aut ospl i t. i x file). This is achieved by adding one or more of three optional Boolean arguments
to the aut ospl i t subroutine:

> perl -MAutoSplit -e 'autosplit "My/AutoModule.pm","./auto", $keep, $check, $changed'
Or for Windows it is:

> perl -MAutoSplit -e "autosplit\"My/AutoModule.pm\" \"./auto\", $keep, $check, $changed"
If any of these Boolean arguments is True then the following actions occur:

O keep - deletes any . al files for subroutines that no longer exist in the module (ones that do
still exist are overwritten anyway). The default is 0, so . al files are automatically preserved.

O check — causes the aut ospl it subroutine to verify that the file it is about to split actually
contains a use Aut oLoader directive before proceeding. The default is 1.

0 changed — suppresses the split if the timestamp of the original file is not newer than the
timestamp of the aut ospl i t. i x file in the directory into which the split files are going to be
placed. The default is 1.

For example, the explicit version of the two-argument call above would be:
> perl -MAutoSplit -e 'autosplit "My/AutoModule.pm"”,"./auto", 0, 1, 1'
Again the equivalent for Windows is:
> perl -MAutoSplit -e "autosplit\"My/AutoModule.pm\" \"./auto\", O, 1, 1"
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Be aware that lexical variables declared globally (that is, declared with my in the file but outside a
subroutine) are not visible to autoloaded subroutines because they are stored in separate files and
therefore do not have the same lexical scope. However, variables declared with our (or use vars) are
fine.

We are not obliged to use the AutoLoader's AUTOLOAD subroutine directly, but we need to use it if we
want to load in split files. If we already have an AUTOLOAD subroutine and we want to use Aut oLoader
too, we must not import the AUTOLOADER subroutine from Aut oLoader but instead call it from our
own AUTOLQOAD subroutine:

use Aut oLoader;

sub AUTOLOAD {
handl e our own special cases ...

# pass up to AutolLoader
$Aut oLoader : : AUTOLOAD = $AUTOLOAD;
got o &Aut oLoader: : AUTOLOAD;

}

Note the got 0 — this is needed so that the call stack reflects the correct package names in the right
place, or more specifically, doesn't include our own AUTOLOAD subroutine in the stack which will
otherwise confuse the AutoLoader's AUTOLQOAD subroutine. Of course if we have our own AUTOLOAD
subroutine we might not need the AutoLoader at all - multiple autoloading strategies in the same
module or application is probably getting a little over-complex.

Using the 'SelfLoader' Module

The Sel f Loader module is very similar in use to the Aut oLoader module, but avoids the need to split
the module into files as a separate step. To use it, we use the Sel f Loader module and place the
subroutines we want to delay the loading of after a _ DATA__ token. Here is a module called

My: : Sel f Mbdul e that is modified from the My: : Aut oMbdul e module given earlier to use

Sel f Loader instead:

# My/ Sel f Modul e. pm
package My:: Sel f Modul e;
use strict;

use Exporter;

use Sel f Loader;

our @ SA = gwW Exporter);
our @EXPORT = gw zero one two three);

sub one {

print “"This is always conpiled\n";
}

DATA _

sub two {
print "This is sub two\n";

sub three {
print "This is sub three\n";
}

1;
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This module is identical to the Aut oLoader version except for the two alterations. We replace use
Aut oLoader gqw( AUTOLOAD) with use Sel f Loader and __END__ with __DATA__. If we also want to
place actual data in the module file we can do so as long as we make sure to read it before loading the
Sel f Loader module, i.e. in a BEG Nblock prior to the use Sel f St ubber statement.

The Sel f Loader module exports its AUTOLOAD subroutine by default however, so if we want to define
our own and call Sel f Loader from it, we need to specify an explicit empty list:

use Sel f Loader ();

sub AUTOLOAD {
# ... handl e cases to be processed here

# pass up to Sel f Loader
$Sel f Loader : : AUTOLOAD = $AUTOLQAD,
goto &Sel f Loader : : AUTOLOAD;

}

To test this module we can use a script similar to the one we used for My: : Aut oModul e, except that we
need to use My: : Sel f Modul e instead. We also need to add parentheses to the subroutine calls because
Sel f Loader does not provide declarations (as we discover if we try to run it). To solve this problem we
can make use of the Devel : : Sel f St ubber module to generate the declaration stubs we need to add:

> perl -MDevel::SelfStubber -e 'Devel::SelfStubber->stub("My::SelfModule",".")'
As ever here is the Windows version for your use and abuse:
> perl -MDevel::SelfStubber -e "Devel::SelfStubber->stub (\"My::SelfModule\" \" .\")"

This generates the following declarations for our example module, which we can add to the module to
solve the problem:

sub My::SelfModule::two ;
sub My::SelfModule::three ;

We can also regenerate the entire module, stubs included, if we first set the variable
$Devel :: Sel f St ubber:: JUST_STUBS = 0. This gets a little unwieldy for a command line, but is
possible:

> perl -MDevel::SelfStubber -e '$Devel::SelfStubber::JUST_STUBS = 0; Devel::SelfStubber-
>stub("My::SelfModule",".")' > My/SelfModule-stubbed.pm

For Windows it is:

> perl -MDevel::SelfStubber -e "$Devel::SelfStubber::JUST_STUBS = 0; Devel::SelfStubber-
>stub (\"My::SelfModule\" \" .\")" > My/SelfModule-stubbed.pm

This generates a new module, Sel f Modul e- st ubbed. pm which we have named differently just for
safety; it is still My: : Sel f Modul e inside. If all looks well, we can move or copy Sel f Mbdul e-

st ubbed. pmover Sel f nodul e. pm Note that running this command more than once can generate
extra sets of stubs, which may cause problems, or at least confusion, and may even end up with an
empty file if we forget to put the _ DATA__ token in. For this reason it is not advisable to attempt to
replace a file with a stubbed version in one step.
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Importing and Exporting

We have already looked at how to import symbols from one package into our own using the use and
requi r e statements. In this section we look at importing and exporting from the other side of the fence
— from the perspective of the module.

The term 'importing' is used for the process of taking symbols from another package and adding them to
our own. From the perspective of the module being imported from, it is 'exporting', of course. Either
way, the process consists of taking a symbol visible in the namespace of one package and making it
visible, without qualification, in another. For instance, even if we can see it we would rather not refer to
a variable called:

$My: : Package: : Wt h:: A : Long: : Nane: : scal ar

It would be much better if we could refer to this variable simply as $scal ar in our own code. From
Chapter 5, we know that we can do this explicitly using typeglobs to create aliases, since that is one of
the things we can do with them:

ny *scal ar =\$M:: Package: : Wth:: A : Long: : Nane: : scal ar;
Likewise, to create an alias for a subroutine:
my *local sub =\ &W: : Package: : Wth:: A :Long:: Name:: packagesub;

This is a simple case of symbol table manipulation, and isn't all that tricky once we understand it.
However, it is clumsy, since we have to create an alias for every variable or subroutine we want to use
without the prefix. It is also prone to problems in later life, since we are defining the interface between
this package and our own code in our own code, and not in the package. This is very bad - if the
package is updated, there is a high chance our code will break.

Good programming practice suggests that all packages should have a well-defined interface and that all
code that uses it should use that interface. The package, not the user of the package, should dictate what
the interface is. Therefore, we need a way to ask the package to create appropriate aliases for us; this is
the import mechanism that the use and no statements (but not r equi r €) do automatically.

If our requirements for importing subroutines and variables from our module into other packages are
simple, we can for the most part ignore the technicalities of Perl's import mechanism, and use the
Export er module to define our interface. For the majority of packages, the Export er can handle all
the necessary details. If we just want to export a few subroutines, we can skip part of the next section of
this chapter and head straight to the section titled 'The Exporter Module'. However, the import
mechanism isn't actually all that hard to understand (because it isn't all that complex) and a basic
understanding of it can help with implementing more complex modules with more involved export
requirements. It is also applicable to simpler import mechanisms that, rather than actually exporting
symbols, allow us to configure a package using the import list as initialization data. This is a perfectly
legal use for the list supplied to use or r equi r e, as well as being a very useful one.

The 'import' Mechanism

Perl's mechanism for importing symbols is simple, elegant, and shockingly ad hoc, all at the same time.
In a nutshell, we call a subroutine called i nport in the package that we want to import symbols from.
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The import stage is a secondary stage beyond actually reading and compiling a module file, so it is not
handled by the r equi r e directive; instead, it is a separate explicit step:

require My:: Mdul e; # load in the nodul e
My: : Modul e- >i nport; # call the '"inport' subroutine

Perl allows us to invert the package and subroutine names (a syntax trick mostly aimed at object-
oriented programming), so we can also say:

i nport My:: Modul e;

This fools many programmers into thinking that i nport is actually a Perl keyword, since it looks
exactly like r equi r e, but in fact it is only a subroutine. This becomes clearer when it becomes apparent
that we can pass i mport a list of arguments describing the symbols we want to import. For example, a
typical i nport statement looks like this:

i nport M:: Mdul e gw(subone subtwo $scal ar);

This appears to be a core Perl feature for importing symbols, but in fact all it does is call the subroutine
i mport in the package My: : Mbdul e and pass the arguments subone, subt wo, and $scal ar to it.

The name of the import subroutine is not entirely a matter of convention. The use directive binds up a
require and a call to i nport inside a BEG Nblock. Then use My: : Modul e is therefore (almost)
equivalent to:

BEG N {
require My:: Mdul e;
i mport My:: Modul e;
}

Note that the i nport has no parentheses; any arguments passed to use therefore get automatically
passed through to the import subroutine as the @ array, without being copied, as covered in Chapter 9.
If there is no i npor t subroutine, however, use will not complain; a more correct i nport statement
would be:

inport My::Mdule if M::Mdule->can('inport');
# 'can' is a universal nmethod (see Chapter 19)

Similarly, the no directive calls a function called uni npor t . The sense of no is to be the opposite of
use, but this is a matter purely of convention and implementation, since the uni npor t subroutine is
just another subroutine. In this case though, Perl will issue an error message if there is no uni nport
method defined by the module. The no My: : Modul e code is (roughly, with the same proviso as above)
equivalent to:

BEG N {
requi re My:: Mdul e;
uni mport My: : Modul e;
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It may seem strange that no incorporates a r equi r e within it, but there is no actual requirement that
we use a module before we no parts of it. Having said that, the module may not work correctly if the

i npor t subroutine is not called initially. If use has already pulled in the module, the r equi r e inside
no will see that the module is already in % NC, and so won't load it again. This means that in most cases
no is just a way of calling uni nport in the module package at compile time.

In the same way that aliasing can be done with typeglobs, removing aliases can be done by editing an
entry out of the symbol table. Here is an example that does just that, using the del et e_package
subroutine of the Synbol module that we introduced previously:

# Uni nstal |l abl e. pm
package Uninstall abl e;

use Symbol gw( del et e_package);
$message = "I1'm here\n";

sub uni nport {
del et e_package(__PACKAGE_);

}
il

This module, which for the purposes of testing we shall call Uni nst al | abl e. pm defines one variable
simply so we can prove whether or not it is present by testing it, as this short test script does:

#!/ usr/ bi n/ perl
# uninstall . pl
use strict;

print "Now you see ne:
use Uninstall abl e;
print $Uninstall abl e:: nessage;

print "Now you don't!\n";
no Uni nstal | abl e;
print $Uninstall abl e: : nessage;

As interesting as this is, it is rare (though not impossible) that we would actually want to delete a
package programmatically. Where they are implemented, most uni npor t subroutines simply clear
flags that an i nport sets. Many of Perl's pragmatic modules like St ri ¢t and war ni ngs work this way,
for example, and are actually very small modules in themselves.

The use and no directives incorporate one extra trick: If we pass them an explicit empty parameter list,
they don't call the i nport function at all. This means that we can suppress a module's default import if
we only want to use some of its features. Take the CGI module as an example:

use CG3; # parse environnent, set up variables
use CA gw :standard); # inmport a specific set of features
use C3 (); # just load Cd, don't parse anything.
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Suppressing the default i nport by passing an empty list is more useful than it might seem. The CQ
module in the above examples does rather a lot more than simply importing a few symbols by default; it
examines the environment and generates a default CGI object for functional programming, as well as
automatically generating a number of methods. If we just want to use the CG@ module's HTML
generation features, we don't need all that, so we can stop the module initializing itself by explicitly
passing nothing to it.

Exporting

Having examined the import mechanism from the side of the importer, we can take a look at how
modules handle import requests. From the module's perspective of course, this is exporting. As we
mentioned earlier, most modules make use of the Export er module covered a little later in the chapter
to do the work for them, but we are not compelled to. Here is a simple exporting subroutine that
illustrates how a module can implement a simple i nport subroutine:

# default inport

sub import {
ny $caller = caller(1); # get calling package
*{"$caller\:\:mysub"} =\&nmysub;
*{"$caller\:\:scalar"} =\$scal ar
*{"$cal l er\:\:hash"} =\%ash;

}

The principal technique is that we find the caller's package by inspecting the subroutine stack with

cal I er. It so happens that when called in a scalar context, cal | er returns just the package name, so
cal I er (1) returns the package of the caller — in other words, the place from which the use was issued.
Once we know this, we simply use it to define typeglobs in the calling package filled with references to
the variables we want to export.

This import subroutine doesn't pay any attention to the arguments passed to it (the first one of which is

the package name). Here is a more versatile import subroutine that exports any subroutine requested, if
it exists:

# export if defined

sub import {
ny $caller = caller(1); # get calling package
ny $package = shift; # renmove package from argunents
no strict refs; # we need synbolic references for this

foreach (@) {
if (defined & "$package\:\:$_"}) {
*{"$caller\:\:$ "} =\& "$package\:\:3$ "}
} else {
die "Unable to export $_ from $package\n";
}

}
}

The use of the variable $package here is strictly optional, since in this example the package passed in
is the package we are in anyway — we could as easily have said \ & $_} to generate the reference.
However, it is good practice to use the package name if there is any possibility that we might be
inherited from by another package — by using the passed package name, our i nport will also serve for
any packages that inherit from it (via @ SA). This is exactly how the Expor t er module works, and we'll
cover it in more detail shortly.
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The above example only works for subroutines, so it only constructs subroutine references. A more
versatile version would examine (and remove if appropriate) the first character of the symbol and
construct a scalar, array, hash, code, or typeglob reference accordingly. Here is an example that does
that, though we have removed the check for whether the symbol actually exists for brevity:

# export arbitrary

sub inmport {
ny $caller = caller(1); # get calling package
ny $package = shift; # renove package from argunents
no strict refs; # we need synbolic references for this

foreach (@) {
ny $prefix;
sIN[&B@])// and $prefix = $1;

$prefix eq '$ and *{"$caller\:\:
$prefix eq "% and *{"$caller\:\:
$prefix eq '@ and *{"$caller\:\:
$prefix eq '*' and *{"$caller\:\:
*{"$caller\:\:$ "} =\& "$package\:\:$ "}, |ast;

"
"

*hH PP

}
}

"} =\'${"$package\:
} =\ % " $package\:
} =\ @" $package\ :
} =*{"$package\:\:$_ "},

| ast;
| ast;
| ast ;

| ast;

It is up to the i nport subroutine whether or not to carry out additional default imports when an
explicit list is passed. In general the answer is no but it is usual to define a special symbol like
: DEFAULT that imports all the default symbols explicitly. This allows the module user maximum

flexibility in what to allow into their namespace:

sub inmport {
ny $package = shift;

# if an enpty inport list, use defaults
return _default_inport() unless @;

foreach (@) {
[ : DEFAULT/ and _defaul t_inport(), |ast;
_export _i f_present ($package, $_);

}
}
sub _defaul t_i nport {
# ... as above ...
}

sub _export_if_present {
ny ($package, $synbol) = @;
ny $prefix;
$symbol = s/AN([&B@])// and $prefix = $1;

if ($prefix and $prefix ne '& ) {
SWTCH foreach ($prefix) {
m$' and do {
if (defined ${"$package\:\:$_"}) {
*{"$cal ler\:\:$_"}=\${"$package\:\:$_"};
return;
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Mm@ and do {

# ... ditto for arrays ...
¥
m % and do {

# ... ditto for hashes ...

b
m*" and do {

# ... ditto for typeglobs ...
h

} el}sif (defined & "$package\:\:$_"}) {
*{"$caller\:\:$ "}=\& "$package\:\:$_ "}

} else {
die "Unable to export $_ from $package\n”;

}
}

As a final example, and an indication of what else we can do with import lists, here is an import
subroutine that invents generators for HTML tags by defining a subroutine for any symbol passed to it
that it doesn't recognize (The C@ module uses exactly this approach, though its HTML methods are a
good deal more advanced):

sub inmport {
ny $package = shift;

foreach (@) {
# for each passed synbol, generate a tag subroutine in the
# caller's package.
*{"$package\:\:$_"} = sub {
"<$tag>\n".join("\n",@)."</ $tag>\n";
b

}

This is frequently a better way to handle automatic generation of subroutines than autoloading is,

since it is more controlled and precise. Also we have to declare the subroutines we want to use at
compile time (as use executes the i mpor t subroutine during this phase) where they can be subjected to
syntax checking. With autoloading, we can only check at run time, and then only if we take extra steps
to do so.

Setting Flags with Exports

Just because the use directive calls i nport in our package to import symbols, it does not mean that we
actually have to import symbols of the same name, or even import symbols at all — we can use the
import list to trigger any kind of behavior we like, for instance to enable or disable debugging, or to
pass a list of initial keys and values to configure a package.

When to Export, When not to Export

Having shown how to export symbols, it is worth taking a moment to consider whether we should or
not. The point of packages is to restrain the scope of variables by placing them into different
namespaces; we can write application code in the mai n package free from worry about name clashes
because modules place their variables and subroutines into their own packages. Importing symbols goes
against this strategy, and uncontrolled importing of lots of symbols is always a bad idea, polluting the
application code with unnecessary variables and subroutine definitions that consume memory at best
and cause unexpected bugs at worst.
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In general we should take time to consider:

O  What should and should not be exported by default from a module (as little as possible)
O  What should be allowed to be exported
0  What should be denied export

Object-oriented modules should usually not export anything at all; the entire point of object orientation
is to work through the objects themselves, not to bypass them by importing parts of the module class
into our own code. Additionally, exporting symbols directly bypasses the inheritance mechanism, which
makes code that uses the exported symbols hard to reuse and likely to break.

In summary, the export list of a module is far more than just a list of symbols that will/may be imported
into another package; it is the functional interface to the module's features, and as such should be
designed, not accreted. The Export er module helps with this by allowing us to define lists of
conditionally exported symbols.

The 'Exporter' Module

The Expor t er module provides a generic i npor t subroutine for modules to configure to their own
particular tastes. It handles almost all the possible issues that a module needs to consider, and for many
modules it is all they need - they do not actually need to define their own import subroutine.

Using the 'Exporter’

To use the Export er, a module needs to do three things; use the Export er, inherit from it, and
define the symbols to export. Here is a very short module that demonstrates the basic technique, using
fully qualified names for the package variables @ SA and @EXPORT:

# My/ Modul e. pm
package My:: Modul g;
use strict;

# use Exporter
use Exporter;

# inherit fromit
@w: : Modul e: : 1 SA = gw Exporter);

# define export synbols
@4 : : Modul e: : EXPORT = qw( greet _pl anet);

sub greet_pl anet {
return "Hell o Worl d\n";
}

The @ SA array is the basis of Perl's object inheritance mechanism - it tells the interpreter that we are a
subclass of the Export er class, and to refer to it for any methods we don't support. The only ones of
importance here are the i nport and uni nport methods, of course. We don't need to worry too much
about the object-oriented nature of inheriting from Export er, unless we want to define our own import
subroutine and still use the Export er, which we come on to later in the chapter. Otherwise, we can
ignore the object nature of the Expor t er and leave the subject of object-oriented programming to
Chapter 19, where we cover it in full.
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The @EXPORT array defines the actual symbols we want to export; when i nport is called on our
module it passes that call up to the Expor t er module, which provides its own generic i nport method.
It in turn examines the definition of @XPORT in our module, @/4: : Modul e: : EXPORT and satisfies or
denies the requested import list accordingly.

For completeness, here's a short script that uses the above module, assuming it is in a file named
Modul e. pmin a directory called My in the same directory as the script:

#! [ usr/ bi n/ perl

# i mport. pl
use war ni ngs;
use strict;

use lib ".";
use My:: Modul e;

print greet_planet;

Importing from the 'Exporter’

One advantage of the Export er module is that the i mport method it provides is well developed and
handles many different situations for us. Even if we decide to provide our own i nport subroutine we
may want to use Exporter too, just for the richness of the features it provides (and if we don't we
probably ought to document it). For example, it accepts regular expressions as well as literal symbol
names, which means that we can define a collection of symbols with similar prefixes and then allow
them to be imported together rather than individually. Here is how we can import a collection of
symbols all starting with pr ef i X_ from a module that uses the Export er module:

use My::Module gw(/*prefix_/);

The Export er also understands negations, so we can import all symbols that do not match a given
name or regular expression:

# inport everything except the subroutine 'greet_planet'
use My::Module gw(!greet_planet);

# inmport anything not beginning with 'prefix_'
use My:: Mdule gw(!/prefix_/);

We can also collect symbols together into groups and then import the groups by prefixing the group

name with a colon. Again, this isn't a core Perl feature, it is just something that the Export er's i nport
method does. For example:

use My::Modul e gw(: mygroup);
We'll see how to actually define a group for Export er in a moment.

Default and Conditional Exports

The @EXPORT variable defines a list of default exports that will be imported into our code if we use the
module with no arguments, that is:

use My:: Modul e;
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But not:
use My::Module ();

Nor:

use My:: Modul e gw(synbol a synbol b synbol c);

If we give an explicit list of symbols to import, even if it is an empty list, Expor t er will export only
those symbols. Otherwise, we get them all.

Since exporting symbols automatically is not actually all that desirable (the application didn't ask for
them, so we shouldn't spray it with symbols), Export er also allows us to define conditional exports in
the @EXPORT_OK array. Any symbol in this array may be exported if named explicitly, but will not be
exported by default:

...in My: : Modul e (Modul e. pn) ...
# change sub to be exported only on request
@XPORT_OK = gw greet _pl anet);

... in application (i mport. pl) ...
# now we nust inport the sub explicitly
use My::Modul e gw(greet_planet);

The contents of the @EXPORT array are also checked when an explicit list is given, so any name or
regular expression passed to i nport will be imported if it matches a name in either the @EXPORT or
@EXPORT_(K list. However, any explicit list suppresses the exporting of the default list — which is the
point, of course.

We can regain the default symbols if we use the special export tag : DEFAULT. For example, this
statement imports all the default symbols, and additionally imports two more (presumably on the
@EXPORT_OK list; they could also be in the @EXPORT list, but then they would be redundant as

: DEFAULT would have imported them already).

use My:: Mdul e gw(: DEFAULT synbol a synbol b);

Alternatively, we can import the default list but remove symbols from it:
use My::Modul e gw(: DEFAULT ! synbol a ! synmbol b);

Since this is a common case, we can also omit the : DEFAULT tag and simply put:
use My:: Modul e gw(!synbol a !synbol b);

If fact this is the same as the example of negation we gave earlier; in effect, an implicit : DEFAULT is
placed at the front of the list if the first item in the list is negated.

As a working example of the different ways that import lists can be defined, here is a short

demonstration module, called Test Export. pm and a test script that we can use to import symbols
from it in different ways. First the module, which exports two subroutines by default and two if asked:
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# Test Export.pm
package Test Export;

use strict;
use Exporter;

our @SA = gwm Exporter);
our @EXPORT = gw(syml synR);
our @EXPORT_OK = gw(synB symi);

sub syml {print "syml\n";}
sub syn2 {print "syn2\n";}
sub synB8 {print "synB\n";}
sub symd {print "symd\n";}

1;

The following script contains a number of different use statements that import different symbols from
the module, depending on their argument. To use it, uncomment one (and only one) use statement and
the script will print out the subroutines that were imported as a result. It also demonstrates a simple way
of scanning the symbol table and the use of %4 NCto check for a loaded module.

#! [/ usr/ bi n/ perl
# testexport. pl
use war ni ngs;
use strict;

# : DEFAULT i nport
#use Test Export;

# no inports
#use Test Export();

# just 'syml
#use Test Export gw(synil);

# everything but 'synil'
#use Test Export gw(!synl);

# just 'synB'
#use Test Export gwsynB);

# everything but 'synB'
#use Test Export gw(!synB);

# inplicit : DEFAULT
#use Test Export gw(!syml synB);

# no inplicit :DEFAULT
#use Test Export gw(syn8 !syml);

unl ess (exists $I NC[' Test Export.pm}) {
die "Uncomment a 'use' to see its effect\n";
}

foreach (keys %:) {
print "Inported: $\n" if /~synl;
}
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Note that in these examples we have concentrated on subroutines, since these are the symbols we most
commonly export, though we are equally free to export variables too.

Export Lists

In addition to adding symbol names to @EXPORT and @EXPORT_CK we can define collections of symbols
as values in the hash variable “EXPORT_TAGS. The key is a tag name that refers to the collection. For
example:

our (@EXPORT @EXPORT_OK %EXPORT_TAGS) ;

$EXPORT_TAGS{' subs' } [ gw( nmysub nyot her sub subt hree yel | owsub)];
SEXPORT_TAGS{' vars'} = [gw $scal ar @rray %ash)];

Or, more succinctly:

our YEXPORT_TAGS = (
subs => ['nysub',' nmyot hersub, 'subthree','yellowsub'],
vars => [gwW($scal ar @rray %ash)],

)

Note that in accordance with the principles of nested data structures, we need to assign a reference to an
anonymous array to each tag name key — otherwise we just count the list.

However, defining a list and assigning it to a tag does not automatically add the names in the list to
either @XPORT or @EXPORT_OK; in order for the tag to be imported successfully, the names have to be
in one or other of the arrays too. Fortunately, Export er makes this simple for us by providing a pair of
subroutines to add the symbols associated with a tag to either list automatically. To add a tag to the
default export list:

Exporter::export_tags('subs');

To add a tag to the conditional export list:
Exporter::export_ok_tags('vars');

We can now import various permutations of tags and symbol names:

# inmport two tags
use My::Modul e gw(:subs :vars);

# inmport the default list excepting the itenms in ':subs'
use My::Modul e gw(: DEFAULT !: subs);

# inmport ':subs' excepting the subroutine 'myothersub’
use My:: Modul e gw(: subs ! nyothersub);

To show tags in action, here is a modified example of the Test Export module we gave above,

rewritten to use tags instead. We define the default and on-request export lists using the export _t ags
and export _ok_t ags subroutines:
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# Test TagExport. pm
package Test TagExport;

use strict;
use Exporter;

our @ SA = gw Exporter);

our Y%EXPORT_TAGS = (
onetwo => ['synl','syn2'],
threefour => ['synB','symd'],
onetwot hree => [gw(syml syn? synB)],
all => [gWmsynl syn2 synB symd)],

DE

Exporter::export_tags('onetwo');
Exporter::export_ok_tags('threefour');

sub syml {print "syml\n";}
sub syn2 {print "syn2\n";}
sub symB8 {print "synB\n";}
sub symd {print "symi\n";}

1;

Here is a script that tests out the export properties of the new module, concentrating on tags rather than
symbols, though all the tests that applied to the first module will work with the same effect with this
one:

#!/ usr/ bi n/ perl

# testtagexport. pl
use war ni ngs;

use strict;

# inmport tag
#use Test TagExport;

# import synbol plus tag
#use Test TagExport qw(:threefour synR);

# inmport tag minus synbol
#use Test TagExport qw(:onetwot hree !synR);

# inmport one tag m nus anot her
#use Test TagExport qw(:onetwot hree !: DEFAULT);

unl ess (exists $I NG{' Test TagExport.pm}) {
die "Uncomment a 'use' to see its effect\n”;

}

foreach (keys %:) {
print "lInported: $\n" if /~synl;

}
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Versions

The use and r equi r e directives support a version number syntax in addition to their regular use in
module loading. The Export er module also allows us to handle this usage by defining a

requi re_ver si on method that is passed the package name (because it is a method), and the version
number requested:

our $VERSION = "1.23";

sub require_version {
ny ($pkg, $request ed_version) = @;
return $requested_version ge $VERSI ON,
}

If we do not supply a r equi r e_ver si on method then a default definition provided by Exporter is
used instead; this also tests the requested version against the value of $VERS| ON defined in the local
package (if any is defined), but uses a numeric comparison. This works well for version number string
comparison (containing at least two points or prefixed with a v). The version above works better if
versions resemble ordinary floating-point numbers because it uses a numeric comparison — see version
strings in Chapter 3 for more on this issue.

Handling Failed Exports

The Expor t er module automatically causes an application to di e if it attempts to import a symbol that
is not legal. However, by defining another array, @EXPORT_FAI L, we can define a list of symbols to
handle specially in the event that Export er does not recognize them. For example, to handle cross-
platform special cases we might define three different subroutines:

our (@XPORT_FAIL);

@XPORT_FAI L = gw(wi n32sub nacsub uni xsub) ;

In order to handle symbols named in the failure list, we need to define a subroutine, or rather a method,
called export _f ai | . The input to this method is a list of the symbols that the Expor t er did not
recognize, and the return value should be any symbols that the module was unable to process:

sub export_fail {
ny $pkg = shift;

my @ails;

foreach (@) {
# test each synbol to see if we want to define it
push @ails,$_if supported($.);

}

# return list of failed exports (none if success)
return @ails;

}

sub supported {
ny $synbol = shift;
test for special cases ...
return $ok_on_this_platform
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If we do not define an expor t _f ai | method then Export er supplies its own, which returns all the
symbols, causing them all to fail as if the @EXPORT_FAI L array was not defined at all. Note that we
cannot have Exporter call export _fail for any unrecognized symbol, only those listed in the
@EXPORT_FAI L array. However, if we wanted to handle situations like this ourselves we can always
define our own i nport method, which we discuss next.

Using 'Exporter' with a Local 'import' Method
If we don't want to do any special handling ourselves then we can simply provide definitions for the
@EXPORT or @XPORT_OK arrays and have the Expor t er module deal with everything for us. If,
however, a module needs to do its own initialization we need to define our own i mport method. Since
this will override the i nport method defined by Export er, we will need to take the steps to call it
explicitly if we still want to take advantage of it as well. Fortunately the Export er module has been
written with this in mind.

Assuming we're familiar with object-oriented programming, we might guess that calling

SUPER: : i nport from our own import subroutine would do the trick, since SUPER: : is the named
method in the parent package or packages, as covered in Chapter 19. The parent package is the

Expor t er module since it is in our @ SA array, so this calls Export er's @ SA from our own.
Unfortunately, although this works, this imports symbols to the wrong package, because Exporter's
import method examines the package name of the caller to determine where to export symbols. Since
that is the module, and not the user of the module, the export doesn't place anything in the package that
issues the use statement. Instead, we use the export _t o_| evel method, which traces back up the
calling stack and supplies the correct package name to Exporter's i nport method. Here's how we can
use it:

our @ SA = gw Exporter);
our @EXPORT_OK = gw( mysub myot her sub subt hree yel | owsub);

sub i mport {
ny $package = $_[0];
do_our_own_t hi ng( @) ;
$package- >export _to_level (1, @);

}

The first argument to export _t o_| evel is a call-stack index (identical to that passed to the cal | er
function). This is used to determine the package to export symbols to, thereby allowing

export_to_| evel to be completely package-independent. Note that because the package information
needs to be preserved intact, it is important that we do not remove the package name passed as the first
argument, which is why we used $_[ O] and not shi ft in the above example.

Debugging Exports
The Export er module also has a special verbose mode we can use when we are debugging particularly
complex import problems. To enable it, define the variable $Expor t er : : Ver bose before using the
module, and note that for this to be successful it needs to be in a BEG N block:

BEGA N {
$Exporter::Verbose = 1;
}

Note also that this will produce debug traces for all modules that use Expor t er. Since a very large
number of modules use Expor t er, this may produce a lot of output. However, since BEG Nblocks
(including the implicit ones in use statements) are executed in order, we can plant BEG Nblocks in
between the use statements to restrain the reporting to just those modules we are interested in:
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use Exporter;
use A:: Modul e:: Needed: : First;

BEG N { $Exporter:: Verbose = 1;}
use My::Problematic::Exporting:: Mdule;

BEG N { $Exporter:: Verbose = 0;}
use Anot her: : Modul e;

Creating Installable Modules

An installable package is one that we can bundle up, take somewhere else, and then install by
unpacking it and executing an installation script (obviously, the term "package’ in this section doesn't
mean a Perl namespace which is created using the keyword package). A Perl module is best installed as
part of an installable package.

If we want to make our scripts and modules easily portable between systems, it is far better to automate
the process of installation than manually copy files into a library directory. In addition, if we want to
distribute the module more widely, or upload it to CPAN for the enjoyment of all, we need to make
sure that the module is well behaved and has all the right pieces in all the right places. Fortunately, the
h2xs utility supplied with Perl automates a great deal of this process for us, allowing us to concentrate
on the actual code.

Different platforms have different requirements for building installable packages. Most UNIX platforms
will build any package created with h2xs without difficulty, but Windows systems will need a make tool
like dmake installed, for instance. However, packages consisting purely of Perl (as opposed to a mixture
of Perl and C) should be easily installed on most platforms given some minimal supporting tools.

Chapter 24 covers installing packages on different systems and the tools required for different platforms.

Well-Written Modules

When we are writing modules for our own personal use, we can be fairly lax about how they are
structured; a package declaration at the top and a 1 at the bottom are all we really need. However, a
well-written and well-behaved module for general consumption should have some essential attributes.

Its own unique package name: In the case of modules designed for wider distribution this should not
only be chosen wisely but also checked against other modules already available from CPAN to see if it
fits well with existing nomenclature. For modules destined for CPAN, consult the module list document
and the advice therein at: http://www.cpan.org/modules/00modlist.long.html.

A version number: All module files (that is, files ending in . pn destined for distribution should have a
version number defined inside them, either in the package variable $VERSI ON, or in a VERSI ON
subroutine that returns a version number.

Strict mode: No Perl code should really be without the st ri ct pragma. It must be said that there are
several examples of modules in the Perl standard library that do not adhere to these standards. Mostly
these are tried and tested modules from early in the development of the standard library that are known
to work. For new modules, strict mode is a good idea.
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Documentation: All subroutine calls, exported and exportable symbols, and configuration details
should be written up and distributed along with the module, preferably in the form of Plain Old
Documentation (pod) within the main module file (see Chapter 18 for more on pod documents). It is not
necessary for every module to be documented if some modules are only support modules and not
intended to be used directly, but all salient features should be there. To be properly structured, the pod
document should contain at least the following sections:

NAVME: The package name and brief description

SYNCPSI S: Code example of how the module is used

DESCRI PTI ON: A description of what the module does

EXPORT: What the module exports

SEE ALSO: Any related modules or Perl documentation

HI STORY: Optionally, a history of changes

O o oo g o

Tools that are written to look for these sections, such as the podsel ect utility and the translators that

are based on it, can use properly constructed documentation to extract information selectively.
Additional optional sections include BUGS, CHANGES, AUTHOR, COPYRI GHT, and SUPPORTED
PLATFORMS, some of which h2xs will also generate in particular circumstances.

Conveniently, the h2xs tool creates a basic module file with all of the above already defined and in
place.

Creating a Working Directory

The first and main step to use h2Xs to create an installable module is to create a working directory tree
where the module source code will reside. This resembles a local library directory (and indeed we can
use the module directly if we add it to @ NCvia Perl's - | option or the use | i b pragma). In its most
basic usage, h2Xs creates a directory tree based on the package name we give it, and creates an initial
module file with all the basic attributes in place. For example:

> h2xs -n Installable::Module

This creates a directory | nst al | abl e inside which is a directory called Mbdul e within which is a file
called Modul e. pm In addition, h2xs also creates the following files:

File Description

Mekefile. PL This is a Perl script that generates a makef i | e script for the module. The
mekef i | e is generated by simply running Perl on this file, for example:

> perl Makefile.PL

In turn, the makef i | e defines various targets, notably di st, which creates a
distribution file and i nst al | , which carries out the building, testing, and
installation of the module.

test. pl A test script to test the module's functionality which is compatible with the
Test : : Har ness module and which is executed (using Test : : Har ness) by
the t est makefil e target. We can create our own tests using the Test
module and add them to this script.

Table continued on following page
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File Description

Changes A Changes file that documents the module's history. This file is suppressed by
the - C option; see later.

MANI FEST A list of the files in the distribution. By adding files to this list we can add them
to the distribution that is created by the di st target.

The actual donkeywork of creating the makef i | e is done by a collection of modules in the Ext Uti | s
family, the principal one being Ext Uti | s: : MakeMaker . A single call to this module actually takes up
the bulk of the Makef i | e. PL script:

use ExtUtils:: MakeMaker;
# See lib/ExtUils/ MakeMaker. pm for details of how to influence
# the contents of the Makefile that is witten.
WiteMakefil e(
"NAME' => 'Installable:: Mdule',
' VERSI ON_FROM => ' Modul e. pni , # finds $VERSI ON
' PREREQ PM => {}, # e.g., Mdule::Name => 1.1

)

If we already have a module and we want to convert it into an installable one, the best option is
probably to create a new module source file and then copy the existing source code from the old
module file into it. This way we get the extra files correctly generated by h2xs for us.

Either way, once we have the directory set up and the appropriate files created within it we can create a
functional and (preferably) fully documented module.

Building an Installable Package

To create an installable package file from our module source we only need to create the makefi | e and
then use make di st (or nmake or dmake if that is what we have installed, for example, on a Windows
system) to create the distribution file:

> perl Makefile.PL
> make dist

If we have added other modules to our source code, or additional files we want to include with the
distribution, we add them to the MANI FEST file. At the start, this file contains just the files generated by
h2xs, that is Changes, MANI FEST, Makefi | e. PL, Modul e. pm and t est . pl .

Assuming the make di st executes successfully we should end up with an archived installation file
comprising the package name (with colons replaced by hyphens) and the version number. On a UNIX
system, our example module gets turned into | nst al | abl e- Modul e-0. 01. tar. gz.

We can now take this package to another system and install it with (again on a UNIX system):

> gunzip Installable-Module-0.01.tar.gz
> tar -xvf Installable-Module-0.01.tar
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Once the source is unpacked, we create the makefi | e and run the i nstal | target from it:

> cd Installable-Module-0.01
> perl Makefile.PL

> make

> su

Password:

# make install

Or, for the more cautious who prefer to test first:

> make

> make test

> su
Password:

# make install

This will install files into a directory called bl i b in the current directory. To use a module in this
directory we can make use of the bl i b module to seek out a corresponding directory somewhere
nearby and (if it finds one) add appropriate paths to @ NC automatically. For example, if we have a
script called nodul euser . pl that makes use of our module, we can have the use statement in the
script find our locally installed version with:

> perl -Mblib moduleuser.pl

Or, if the bl i b directory is not local to the application:

> perl -Mblib=startdirectory moduleuser.pl

Alternatively, to install the package into the si t e_per| directory under Perl's main installation tree,
use the i nstal | _si t e target:

>su
Password:
# make install_site

We can have i nst al | install the module into the si t e_per| directory automatically by adding the a
definition for | NSTALLDI RS to the key-value pairs of Wi t eMakefi | e:

use Ext Uil s:: MakeMaker;

WiteMakefil e(
"INSTALLDIRS' => 'site',
"NAME' => 'Installable::Mdule',
' VERS| ON_FROM => ' Modul e. pmi , # finds $VERSI ON
' PREREQ PM => {}, # e.g., Mdule::Name => 1.1

)
Note that on a platform with a decent privilege system we will need to have permission to actually

install the file anywhere under the standard Perl library root. Once the installation is complete we
should be able to see details of it by running per | doc perl | ocal .
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Alternatively, to install a module into our own separate location we can supply a LI B parameter when
we create the makef i | e. For example, to install modules into a master library directory | i b/ per| in
our home directory on a UNIX system we could type:

> cd Installable-Module-0.01

> perl Makefile.PL LIB=~/lib/perl
> su

Password:

# make install

The LI B parameter causes the Makef i | e. PL script to create a makef i | e that installs into that
directory rather than the main or site installation locations. We could produce the same effect by setting
both | NSTALLSI TELI B and | NSTALLPRI VLI B to this same value in Makef i | e. PL, though it is
unlikely that we would be creating an installable package that installed into a non-standard location.
Hence LI Bis a command line feature only.

Adding a Test Script

The makef i | e generated by Ext Uti | s: : MakeMaker contains an impressively larger number of
different make targets. Among them is the t est target, which executes the test script t est . pl
generated by h2xs. To add a test stage to our package we only have to edit this file to add the tests we
want to carry out.

Tests are carried out under the aegis of the Test : : Har ness module, which we will cover in Chapter
17, but which is particularly aimed at testing installable packages. The Test : : Har ness module expects
a particular kind of output, which the pre-generated t est . pl satisfies with a redundant automatically
succeeding test. To create a useful test we need to replace this pre-generated script with one that
actually carries out tests and produces an output that complies with what the Test : : Har ness module
expects to see.

Once we have a real test script that carries out genuine tests in place, we can use it by invoking the
t est target, as we saw in the installation examples above:

> make test

By default the i nst al | target does not include t est as a dependent target, so we do need to run it
separately if we want to be sure the module works. The CPAN module automatically carries out the test
stage before the install stage, however, so when we install modules using it we don't have to remember
the test stage.

Uploading Modules to CPAN

Once a module has been successfully turned into a package (and preferably reinstalled, tested, and
generally proven) it is potentially a candidate for CPAN. Uploading a module to CPAN allows it to be
shared among other Perl programmers, commented on and improved, and made part of the library of
Perl modules available to all within the Perl community.

This is just the functional stage of creating a module for general distribution, however. Packages cannot
be uploaded to CPAN arbitrarily. First we need to get registered so we have an upload directory to
upload things into. It also helps to discuss modules with other programmers and see what else is already
available that might do a similar job. It definitely helps to choose a good package name and to discuss
the choice first. Remember that Perl is a community as well as a language; for contributions to be
accepted (and indeed, noticed at all) it helps to talk about them.
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Information on registration and other aspects of contribution to CPAN are detailed on the Perl Authors
Upload Server (PAUSE) page at http://www.cpan.org/modules/O4pause.html (or our favorite local
mirror). The modules list, which contains details of all the modules currently held by CPAN and its
many mirrors, is at: http://www.cpan.org/modules/00modlist.long.html.

Summary

In this chapter, we explored the insides of modules and packages. We began by looking at blocks,
specifically the BE@ N, END, CHECK, and | NI T blocks. Following this we saw how to manipulate
packages, and among other things we learned how to remove a package namespace from the symbol
table hierarchy and how to find a package name programmatically.

The next main topic discussed was autoloading of subroutines and modules. From here we looked at
importing and exporting, and covered the following areas:

The i nport mechanism
Setting flags with export

When to export, and when not to export

Iy Ny

The Export er module

Finally, we went through the process of creating installable module packages, and talked about the
following:

Well-written modules

Creating a working directory
Building an installable package
Adding a test script

Uploading modules to CPAN

[ Ny I W
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Regular Expressions

Regular expressions are one of Perl's most powerful features, providing the abilities to match,
substitute, and generally mangle text in almost any way we choose. To the uninitiated, they can look
nonsensical, but we will talk you through them. In this chapter, we look in detail at how Perl handles
regular expressions.

However, in order to understand Perl's handling of regular expressions we need to learn about its
underlying mechanism of interpolation. This is the means by which Perl evaluates the contents of text
and replaces marked areas with specified characters or the contents of variables. While this is not in the
same league as regular expressions, there is more to interpolation than first meets the eye.

String Interpolation

The literary definition of inter polation is the process of inserting additional words or characters into a
block of text (the mathematical definition is quite different but not pertinent here). In Perl, interpolation
is just the process of substituting variables and special characters in strings. We have already seen quite
a lot of interpolated strings, for instance, the answer to this tricky calculation:

$result =6 * 7;
print "The answer is $result \n";

In this section we are going to take a closer look at what interpolation is and where it happens (and how
to prevent it). We'll then look briefly at interpolation in combination with regular expressions before the
full exposition.

Perl's Interpolation Syntax

When Perl encounters a string that can be interpolated, it scans it for three significant characters, $, @
and \ . If any of these are present and not escaped (prefixed with a backslash) they trigger interpolation
of the text immediately following. What actually happens depends on the character:
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Character Action

\ Interpolate a metacharacter or character code

$ Interpolate a scalar variable or evaluate an expression in scalar context
@ Interpolate an array variable or evaluate an expression in list context

If a string does not contain any of these then there is nothing to interpolate and Perl will use the string
as it is. Furthermore, Perl first checks for strings that can be interpolated at compile-time, weeding out
all those that are either already constant and do not require interpolation, or can be interpolated to a

constant value. Consequently it does not matter much if we use double quotes for our constant strings or

not; Perl will detect and optimize them before execution starts.

Interpolating Metacharacters and Character Codes

The backslash character \ allows us to insert characters into strings that would, otherwise, be
problematic to type, not to mention display. The most obvious of these is \ n, which we have used a
great deal to produce a newline. Other common examples include \ t for a tab character, \ r for a
return, and \ e for escape. Here is a brief list of them:

Character Description

\ 000. .\ 377 An ASCII code in octal

\a Alarm (ASCI | 7)

\b Backspace (ASCI | 8)

\c<chr> A control character (e.g.\cgisctrl-g, ASCl| 7,same as\ a)

\e Escape character (ASCl | 27)

\E End effect of \ L, \ Q or \ U.

\f Form Feed (New Page) character (ASCI | 12)

\ Lowercase next character

\L Lowercase all following characters to end of string or \ E

\'n Newline character (ASCI | 10 on UNIX, 13+10 on Windows, etc.)

\ N{ nane} A named character

\Q Escape (backslash) all non-alphanumeric characters to end of string or \ E

\r Return character (usually ASCl | 13)

\t Tab character (ASCI | 8)

\u Uppercase next character

\uU Uppercase all following characters to end of string or \ E

\ x<code> An ASCII code 00 to ff in hexadecimal

\ x{ <code>} A UTF8 Unicode character code in hexadecimal

W\, \$, \@ \" A literal backslash, dollar sign, at sign or double quote. The backslash
disables the usual metacharacter meaning. These are actually just the
specific cases of general escapes that are most likely to cause trouble as
unescaped characters.
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Some metacharacters are specific and generate a simple and consistent character. Others, like \ 0. .\ 7,
\c,\ x, and \ N take values that produce characters based on the immediately following text. The \ |
and \ u metacharacters lower the case of, or capitalize, the immediately following character,
respectively. Finally, the \ L, \ Q and \ Umetacharacters affect all characters after them until the string
ends or a \ E is encountered.

Common Special Characters

Metacharacters that produce direct codes like \ e,\ n, and \ r simply evaluate to the appropriate
character. We have used \ n many times so far to produce a new line, for example.

However, it is not quite that simple. There is no standard definition of a 'new line'. Under UNIX, it is a
linefeed (character 10), under Windows it is a carriage return followed by a linefeed (character 13 +
character 10), on Macintosh systems it is reversed (a linefeed followed by a return). This can cause a lot
of confusion when sending data between different systems. In practice, the values of \ n and \ r are
defined by the underlying platform to 'do the right thing', but for networking applications we are
sometimes better off specifying new lines explicitly using either an octal notation or control characters:

# Newl i nes on a Maci ntosh
print "This is a newline in octal \012\015";
print "This is a newline in control characters \cJ\cM;

Special Effects

Perl provides five metacharacters, \ | ,\ u,\ L, \ Q and \ U, which affect the text following them. The
lowercase characters affect the next character in the string, whereas the upper case versions affect all
characters until they are switched off again with \ E or reach the end of the string.

The \ | and \ u characters modify the case of the immediately following character, if it has a case to
change. Note that the definition of lower and upper case is locale dependent and varies between
character sets. If placed at the beginning of a string they are equivalent to the | cfirst and ucfirst

functions:
print "\l Polish"; # produce 'polish'
print "\uperl"; # produce 'Perl"'

The \ L and \ U characters by contrast are equivalent to the | ower and upper functions, changing the
case of all cased characters until an \ E or the end of the string is encountered:

print "This is \Uupper\E case\n"; # produces UPPER
print "This is \LLOAER\E case\n"; # produces | ower

We can also combine both types of metacharacter. Putting \ | or\uinsidea\L...\Eor\U...\E

would produce no useful effect, but we can immediately precede such a section to reverse the effect on
the first character:

$surname = "r OBOTHAM';
print "\u\L$surnane\ E"; # produces ' Robot hani

This is equivalent to using pri nt ucfirst (I ower $surname) but avoids two function calls.
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The \ Qmetacharacter is similar to \ L and \ U, and like them affects all following characters until
stopped by \ E or the end of the string. The \ Qmetacharacter escapes all non-alphanumeric characters
in the string following it, and is equivalent to the quot enmet a function. We discuss it in more detail in
'Protecting Strings Against Interpolation’ below. Note that there is no \ g metacharacter, since a single
backslash performs this function on non-alphanumeric characters, and alphanumeric characters do not
need escaping.

Interpolating Variables

Other than embedding otherwise hard-to-type characters into strings, the most common use of
interpolation is to insert the values of variables, and in particular scalars. This is the familiar use of
interpolation that we have seen so far:

$var = 'Hello World';
print "Geetings, $var \n";

There is no reason why we cannot chain several interpolated strings together, as in:

$var = 'Hello';

$message = "$var World";
$ful | _message = "$nmessage \n";
print "Geetings, $full_nessage"; # print 'Geetings, Hello Wrld'

Arrays interpolate similarly, but not quite in the way that we might expect. One of Perl's many 'smart'
tweaks is that it notices arrays and automatically separates their values when interpolating them into a
string. This is different from simply printing an array outside of interpolation where the values usually
run together, as shown below:

@rray = (1, 2, 3, 4);

$\ = "\n";

print @rray,; # display '1234'

print "@rray"; # display '1 2 3 4

$, =" # change the output field separator
print @rray,; # display '1, 2, 3, 4

print "@rray"; # still display '1 2 3 4'
$"="y # change the interpolated |ist separator
print "@rray"; # display '1:2:3: 4

Whereas printing an array explicitly uses the output field separator $, , just as an explicit list of scalars
does, arrays and lists evaluated in an interpolative context use the interpolated list separator $", which
is by default set to a space (hence the result of the first interpolation above).

If we try to interpolate a variable name and immediately follow it with text, we run into a problem. Perl
will think that the text is part of the variable name because it has no reason to assume otherwise. It will
end the variable name at the first character that is not legal in variable names. For instance, the
following does not work (or at least, does not do what we expect):

$var = "Hello "
print "Geetings, $varWrld \n"; # try to interpolate $varWrld
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We can fix this by splitting the string into two after $var, but this rather defeats the point of
interpolation. We can instead keep the string together by placing the variable name within curly braces.

print "Geetings, ${var}Wrld \n"; # interpol ate $var

Note that although this looks reminiscent of dereferencing a scalar reference, it actually has nothing to
do with it. However, a related trick allows us to embed code into interpolated strings; see the next
section.

Variable interpolation works on any valid variable name, including punctuation. This includes array
indices, hash keys, and even the maximum-array-index notation $#:

@ry = (1, 2, 3, 4);

print "S$#ary"; # display 3 (nunmber of el enents)
print "$ary[2]"; # display 3 (the value of the third el enent)

Interpolating Code

Perl allows us to embed not just literal characters and variables but code too. How we embed code
depends on whether we want the result to be a scalar or a list, that is, we must define the execution
context for the code to run in. To embed and evaluate code in a scalar context we use the delimiters
${\ and }, that is, a dereference of a scalar reference. The additional reference constructors (backslash
and square brackets) are what distinguish embedded code from an explicitly defined variable name. For
example:

# print out the data fromfirst 10 characters of scalar 'gnting'
print "Today is ${\ substr(scalar(gntine), 0, 10)} \n";

To embed and evaluate in list context we use @[ and ]}, that is, a dereference of an anonymous array
reference. For example:

# print out the keys of a hash
print "Keys: @][keys %ash]}";

# print out the tine, hns
print "The tine is @[reverse((gntine)[0..2])]} exactly \n";

Note that the interpolated list separator $" also affects lists generated through code, though the origin of
the list is not important.

In order for code to embed properly it has to return a value. That means that we cannot use things like
f or each loops to build lists, or execute an i f statement. However, we can use versions of these
constructs that do return an expression. In the case of a condition, the ternary

condi ti on?doi ftrue?doi f f al se operator will do just fine. In the case of a loop, the map or gr ep
functions can do the same work as a f or each loop, but also return the value:

# subtract each array element fromits nmaxi num i ndex
print "Mapping \@ry: @[ map{$_ = S#ary-$_}@ry]}\n";
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Embedding code into strings is certainly possible, but before embarking, it is worth considering whether
it is practical; for a start it is not naturally inclined to legibility. It also bypasses Perl's compile-time
syntax checking, since the code is not evaluated until Perl tries to interpolate the string at run time. In
this sense it is (slightly) similar to an eval , except that it is evaluated in the current context rather than
defining its own.

Interpolative Context

Interpolation happens in a number of different places. The most obvious and common are double
quotes and the double quote operator qq:

print "@ry";
print qq(@ry);

Backtick quoted strings also interpolate their contents, as does the qx operator which is their equivalent:

$files
$files

“I's $directory’; # O 'dir' for a Wndows system
gx(ls $directory);

The gx operator can be prevented from interpolating if its delimiters are changed to a single quote. This
is a mnemonic special case:

$ttytype = gx' echo $TERM ; # getting it from%ENV is sinpler!

Note that eval statements will interpolate quotes inside the strings that they evaluate. This is not the
same as simply giving eval a double-quoted string — that is just regular double-quoted interpolation,
which is then passed to eval . What we mean is that double quotes inside string variables cause eval to
interpolate the strings. We will see how useful that is in a moment.

While we are on the subject of quotes and quoting operators, the qw operator does not interpolate, and
neither of course does ¢, which wouldn't be expected to since it is the equivalent of a single quote.

Interpolation in Regular Expressions

The final place where interpolation occurs is in regular expressions, and these are the focusing points of
this chapter. In the following example, $pat t er n is given a single-quoted value, yet it is interpolated
when used as a regular expression:

$i nput = <>;

# match any pair of al phanuneric characters separated by space
$pattern = "\ws\w ;

# $pattern is interpolated when treated as a regul ar expression
print "Yes, got a match \n" if $input =~ /$pattern/;

Since the variable value may change, interpolation happens each time the regular expression is
evaluated, unless we use the / 0 flag. This can be an important time saver, since interpolation can be an
involved process, but has its own caveats, as we shall see later in the chapter.

Interpolation does not just include regular expressions in match and substitution operations. It also
includes functions like spl i t, which (as many programmers forget and thereby end up being
considerably confused) takes a regular expression as its first argument, and the qr operator.
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Unfortunately the syntax of regular expressions collides with ordinary variable names as seen in an
interpolated string. In particular, an array index looks like a regular expression character class (which is
denoted by a pair of square brackets):

$mat ch = / $var[ $i ndex]/;

This could either mean the value of $var followed by one of the characters $, i , n, d, e, or X, or it
could mean the $i ndex element of the array variable @ar . To resolve this, Perl tries to 'do the right
thing' by looking for @ar, and if it finds it will try to return an element if $i ndex looks at all
reasonable (the number 3 would be reasonable, a string value would not). If there is no @ar, or

$i ndex does not look like an index value, then Perl will look for $var and treat the contents of the
square brackets as a character class instead. Clearly this is prone to breaking as the program evolves, so
we are better off rewriting the expression to avoid this guesswork if possible.

Substitutions also carry out interpolation in the replacement text, but only on a successful match, so
embedded code in the replacement text will only be executed if a match is found.

$text =~ s/ ($this|$that|$other)/$spare/;

Interpolating Text Inside String Variables

So far we have only looked at interpolation in literal strings. However, it is sometimes useful to cause
Perl to interpolate over text in a string variable. Unfortunately the trick to doing this is not immediately
obvious - if we interpolate the variable name we get the text that it contains as its value, but the text
itself remains uninterpolated:

@rray = (1, 2, 3, 4);
$text = '@rray'; # note the single quotes!
print "$text"; # produce ' @rray

In fact the solution is simple once we see it; use eval and supply the variable to be interpolated directly
to it:

print eval $text; # produce 1234

This is not actually interpolation, but it points the way toward it. This particular example works because
the content of $t ext is a valid Perl expression, that is, we could replace $t ext with its contents, sans
quotes, and the resulting statement would still be legal. We can see that no quotes (and therefore no
interpolation) are involved because the output is 1234, not 1 2 3 4 as it would be if $" had taken effect.

To produce interpolation inside string variables we combine eval with double quotes inside the string,
that is, around the string value:

$text = 'The array contains: @rray';

print eval '"'. $text.'""; # produce 'The array contains: 1 2 3 4
print eval "\"$text\""; # an alternative way to do the sane thing
print eval gq("$text"); # and anot her

Adding literal double quotes to the string without causing a syntax error, disabling interpolation, or
otherwise going wrong takes a little thought. Simply enclosing the whole string in single quotes stops the
eval seeing double quotes as anything other than literal quote symbols. The correct way to interpolate
is either to concatenate double quotes, as in the first example above, or use literal double quotes inside
regular ones, as in the second and third examples.
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Protecting Strings Against Interpolation

Sometimes we may want to protect part or all of a body of text against interpolation. The most obvious
way to do that is to just use single quotes and combine variables into the string through concatenation:

$contents = '@rray contains'. join(', ',@rray). "\n";

It is easy to accidentally put characters that can be interpolated into a string. One common mistake is to
forget the @in e-mail addresses, for instance:

$emai | = "ny@rysel f.cont;

This can be a little inconvenient if we have a lot of at signs, dollar signs, or real backslashes (that are
actually meant to be backslashes, not metacharacter prefixes). Instead we can use a backslash to escape
the punctuation we want to keep. (This is not in fact confusing because only alphanumeric characters go
together with backlashes to make metacharacters or ASCII codes):

print "\@rray"; # produce ' @rray'

This is inconvenient, however, and prone to errors. It also does not take into account the fact that the
text might have been generated dynamically. A better solution is to get Perl to do the job for us. One
simple way of completely protecting a string is to pass it through a regular expression:

# escape all backl ashes, at signs and dollar characters

$text = 'A $scalar, an @rray and a \backsl ash';
$text =~ s/ ([\$\@\])/\\$1/ny;
print $text; # produce 'A \$scalar, an \@rray, and a \\backsl ash’

Unfortunately this regular expression requires many backslashes to make sure the literal characters
remain literal, since this makes it hard to read. Even in the character class we need extra backslashes
because both $@and @ have meanings that can be interpolated. The \ in front of the @symbol is the
only one that is not actually required, but we have added it for consistency anyway. A better way to do
the same thing is with Perl's built-in quot enmet a function. This runs through a string using backslashes
to escape all non-alphanumeric characters, so it also escapes quotes, punctuation and spaces. While this
might not be important for interpolation, it makes strings safe for passing to shells with reasonable
quoting rules (which is to say most UNIX shells, but not the various standard Windows shells). It also
makes it safe to use user-inputted strings in a regular expression:

$text = '"$" denotes a scalar variable';

$text = quotemeta $text;

print $text; # display "\"\$\"\ denotes\ a\ scalar\ variable'
print eval qg("$text"); # display '"$" denotes a scal ar variable'

The quot enet a function uses $_ if no explicit variable is passed, making it possible to write loops like
this:

foreach (@nescaped_|lines) {
print "Interpolating \"", quoteneta, "\" produces '$_' \n";

}
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The quot enet a function can also be triggered in every part of a string by inserting the metacharacters
\ Qand \ E around the text to be protected. This use of quot enet a is primarily intended for use in
regular expressions. Although it also works on literal strings as well, the effects can be counter-intuitive,
since the special interpolation characters, \ , @ and $ will not be escaped - they are interpreted literally
and the contents escaped instead:

$variable = "contains an @character";
# produce 'This\ string\ contains\ an\ \@ character'
print "\Qlhis string $variable\E";

In a regular expression this behavior becomes useful. It allows us to protect sensitive characters in
interpolated variables used in the search pattern from being interpreted as regexp syntax, as this
example illustrates:

$text = "That's doubl e+ good";
$pattern = "doubl e+";
print "Matched" if S$text =~ /\Bpattern/; # return ' Matched'
$text = "That's doubl e plus good";
print "Matched" if S$text =~ /$pattern/; # (incorrectly) return 'Matched
print "Matched" if $text =~ /\pattern/; # do not match, return nothing.
$pattern = quoteneta($pattern);
print "Matched" if $text =~ /$pattern/; # now pattern don't match,
# returns not hing.

Without the \ Qthe pattern would match doubl e (and doubl ee, and so on), which is not what we
intended. As the last example shows, it is as easy to use quot enet a as it is to use \ Qwhen we want to
protect the entire string.

Regular Expressions

Regular expressions, now commonly abbreviated to regexps, are a very powerful tool for finding and
extracting patterns within text, and Perl just happens to be graced with a particularly powerful engine to
process them. Regexps have a long history, and Perl's implementation was inspired a great deal by the
regexp engine of the UNIX utility awk. A good understanding of how to use it is an invaluable skill for
the practicing Perl programmer. Here is a simple example that uses . to match any character, just for
illustration:

print "Matched!" if $nmatchtext =~ /b.11/;
# match "ball', "bell', "bill', "boll", "bull",

A regexp is, in simple terms, a search pattern applied to text in the hope of finding a match. The phrase
'search pattern' is however, laden with hidden details. Regexps may consist of a simple sequence of
literal characters to be found in the text, or a much more complex set of criteria. These can possibly
involve repetitions, alternative characters or words, and re-matching sequences of previously found text.
The role of a regexp engine is to take a search pattern and apply it to the supplied text (or possibly
apply the supplied text to it, depending on our point of view), exhausting all possibilities in an attempt
to find a part of the text that satisfies the criteria of the search pattern.

Regexps may match more than once if we so choose, and we can write loops to handle each match or
extract them all as strings into a list. We can control case sensitivity and the position from which
subsequent match attempts start, and find multiple matches allowing or disallowing overlapping. We
also have the choice to use variables to define part or all of the pattern, because Perl interpolates the
search pattern before using it. This interpolation can be an expensive process, so we also have means to
optimize it.

345



Chapter 11

A key to writing regexps successfully is to understand how they are matched. Perl's regexp engine works
on three basic principles in this order:

O Eagerness: it will try to match as soon as possible
O  Greediness: it will try to match as much as possible

0 Relentlessness: it will try every possible combination before giving up

Programmers new to regexps are often surprised when their patterns do not produce the desired effects.
Regexps are not sensible and do not follow 'common sense' - they will always match the first set of
criteria that satisfies the pattern, irrespective of whether or not a 'better' match might occur later. This is
perfectly correct behavior, but to make use of regexps effectively we need to think carefully about what
we want to achieve.

During the course of this chapter we will cover all the various aspects of regexps, from simple literal
patterns to more complex ones. First we will take a brief look at how and where regexps are used.

Where Regular Expressions Occur

Regexps occur in a number of places within Perl. The most obvious are the match and substitution
operators, and indeed the bulk of regexps are used this way. However, a fact sometimes overlooked is
that the spl i t function also uses a regexp.

Additionally, we can pre-compile regexps with the qr quoting operator. This operator does not actually
trigger the regexp engine, but carries out the interpolation and compilation of a regexp so that it need

not be repeated later. This allows us to prepare a potentially long and complex regxp ahead of time, and
then refer to it through a variable, which can provide an advantage in terms of both speed and legibility.

Finally, the transliteration operators t r and y closely resemble the match and substitution operators, but
in fact do not use regexps at all. However they do have some aspects in common other than syntax,
which are also covered here.

Matching and Substitution

The match operator N1/ and substitution operator s/ // are the main interfaces to Perl's regexp engine.
Both operators attempt to match supplied text to a pattern. Note that the preceding mcan be dropped
from nf /. In the case below we are looking for the text 'proton':

# true if $atom contains the text 'proton'
if ($atom =~ /proton/) {

}

# replace first occurrence of 'proton' with 'neutron’
$at om =~ s/ proton/ neutron/;

The search text is bound to the regexp operator with the =~ and ! ~ operators and in the examples
above we have used the former. The difference between the two is that ! ~ logically negates the result,
so it returns True for a failed match. For example, to check that $at omdoes not in fact contain a

pr ot on, we could write:

if ($atom!~ /proton/) {
print "No protons here!";
}
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This is more useful than it might seem, since it is very hard to test for non-matches within a regexp. This
is due to the regexp engine's relentless checking of all possible matches before giving up. We will come
back to this later as we progress.

It is important to realize that =~ is not a relative of the assignment operator = even though it might look
a little like one. Novice Perl programmers in particular sometimes write ~= by mistake, thinking that it
follows the same pattern as combined operators, like +=. It is also important not to place a space
between the = and ~. This would mean an assignment and a bitwise NOT, legal Perl but not what we
intended.

If neither binding operator is used, both the match and substitution operators default to using $_ as their
input. This allows us to write very concise Perl scripts when used in combination with functions that set
$_. For instance, this whi | e loop uses a regexp to skip past lines that look like comments, that is, the
first non-whitespace character is a #:

while (<>) {
next if /”M\s*#/; # test $_ and reject comments
print $_;

}

Similarly, this f or each loop applies the regular expressions to $_ in the absence of an explicit iterator:

foreach (@articles) {
/proton/ and print ("A positive match \n"), last;
/electron/ and print ("Negative influence \n"), last;
/neutron/ and print ("Anbivalent \n"), last;

}

We can use regexps inside the blocks of map and gr ep in a similar way.

The mof the match operator is optional if forward slashes are used to encapsulate the pattern, so Perl
programs are frequently sprinkled with sights like this:

# match $_ agai nst pattern and execute bl ock on success
/pattern/ and do { ... };

# a Perl-style multiple-if statenent
foreach ($command) {
/ hel p/ and usage(), |ast;
/run/ and execute($command), |ast;
/exit/ and exit;
print "Sorry, command '$command' unknown \n";

}

As an aside, both the match and substitution operators, as well as the spl i t function and qr operator
allow other delimiters to be used. We shall see this demonstrated under 'Regular Expression Delimiters'.
A more detail