


[Editorial]

3CHIPFOTO • VIDEO digital

q Löschen wir zu viele Fotos? Im Internet fand ich einen spannenden Artikel über all
die Veränderungen, die die digitale Fototechnik mit sich bringt. Die Autorin vertritt
die unkonventionelle Auffassung, dass eine Gefahr bei Digitalkameras gerade darin
bestehe, dass Auslöse- und Löschtaste viel zu dicht beieinander liegen. Bislang hatte
ich das als großen Vorzug empfunden, jetzt bin ich verunsichert. 

Ein Blick in die Geschichte der Fotografie. Wie viele Bilder, die von der Nachwelt ver-
göttert wurden, haben ihrem Schöpfer wohl zum Zeitpunkt der Aufnahme nichts
bedeutet? Wie viele Bilder haben erst in einem veränderten Kontext an Kraft und
Bedeutung gewonnen? Porträts von Che Guevara oder Jim Morrison, Robert Capas
ŒFalling Soldier• aus dem Spanischen Bürgerkrieg … berühmt gemacht hat sie nicht die
Einschätzung der Fotografen. Das entscheidet die Geschichte.

Dazu eine Anekdote: Ein Zeitdokument wäre garantiert in den digitalen Mülleimer
gewandert, wenn Fotograf Dirck Halstead schon 1996 digitale Bilder geschossen hät-
te. Es zeigt, wie Monica Lewinsky mit geschlossenen Augen Bill Clinton bei einer
Wohltätigkeitsveranstaltung innig umarmt. Ein Digitalfotograf hätte es wohl gelöscht,
meint Halstead in seinem Aufsatz ŒThe Monica Lesson•. Ein Jahr später wühlt er hek-
tisch im Archiv, weil das Gerede über Clintons Affäre mit einer Praktikantin beginnt.
Das Bild schaffte es bis auf den Titel von Time Magazine.

Wie, werden Sie jetzt denken, was habe ich mit Time Magazine zu tun? Gar nichts …
und doch sehr viel. Wühlen Sie doch einfach mal in den Kartons mit alten Bildern, die
noch auf dem Dachboden stehen. Und beobachten Sie sich, bei welchen Bildern Sie
wirklich verweilen. Meiner Erfahrung nach sind es sehr oft die scheinbar missglückten,
die damals unwichtigen, die, wo alle geschrien haben: ŒAuf der Stelle zerreißen!•
Wenn das aber so ist, dann sollten wir alle vorsichtiger mit der Löschtaste umgehen.
Gute Fotos, schlechte Fotos … lassen Sie der Geschichte auch eine Chance. In ein paar
Jahren freuen Sie sich vielleicht über Ihre unzensierte Archiv-CD.

Was ist Ihre Meinung zu diesem Thema? Schreiben Sie mir!

thomas.pyczak@chip.de

GUTE FOTOS
SCHLECHTE FOTOS

Thomas Pyczak,
Chefredakteur 
CHIP FOTO-VIDEO digital
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Bei unserem ersten Vorabtest bot die
D70 eine beeindruckende Vorstellung.
Das Gehäuse vermittelt einen profes-

sionellen Eindruck und liegt ausgezeichnet
in der Hand. Trotz Kunststoff-Konstruktion
wirkt die Verarbeitung … auch der Objekti-
ve … sehr hochwertig. Die digitale Spiegelre-
flexkamera wird in verschiedenen Bundles
erhältlich sein: Das Gehäuse für knapp 1.100
Euro und ein Kit mit dem Objektiv AF-S 

DX 18-70 mm/3.5-4.5 IF-ED für um die
1.400 Euro. Zudem soll es ein zweites Kit
mit der Optik AF 28-80 mm/3.3-5.6 G für
knappe 1.200 Euro zu kaufen geben.

Serienbilder bis der Speicher voll ist

Die Einschaltzeit und die Auslöseverzöge-
rung sind so kurz, dass sie praktisch nicht
spürbar sind: Die Kamera ist sofort startklar.

Auch sonst glänzt sie mit Geschwindigkeit:
Sie schafft drei Bilder pro Sekunde und min-
destens zwölf Bildern in Folge. Abhängig
von der eingestellten Auflösung, Kompres-
sion sowie Bildgröße, und je nach Geschwin-
digkeit der verwendeten Speicherkarte, sind
auch endlose Bildfolgen möglich … bis die
Speicherkarte voll ist. Im Labor gelangen
uns endlose Serienbilder bei höchster Auflö-
sung und mittlerer Kompression mit einer

INFO www.nikon.de
PREIS (BODY) ca. 1.100 Euro

Auflösung maximal: 3.008 x 2.000 Pixel
Pixelzahl: 6,3 Millionen
CCD-Größe: 23,7 x 15,6 mm
Bilder pro Sekunde: 3 / mind. 12 in Folge
Display-Größe: 1,8 Zoll; 130.000 Punkte
Speichermedium: CompactFlash, Micro Drive
ISO-Bereich: 200 - 1.600
Verschlusszeit: 30 - 1/8.000 s
Dateiformate: JPEG, RAW

TECHNISCHE DATEN

VORABTEST:CHIP FOTO-VIDEO digital hatte die Gelegenheit, 
einen Blick auf ein Vorserien-Modell der brandneuen DSLR
Nikon D70 zu werfen, die ab März in die Geschäfte kommt.

HARTE KONKURRENZ
FÜR DIE CANON 300D



Self-signed certificates are fine for tests and for services not available to the 
public (i.e., inside a company intranet). For public access, however, use a 
certificate from a well-known CA. To use a standalone certificate properly, you 
are somewhat at the mercy of your users, who must be diligent about reading 
security warnings, verifying the certificate with you, and so forth. They will be 
tempted to bypass these steps, which is bad for your security and theirs.

4.8.4 See Also

openssl(1).

file:///I|/Docs/~~Oreilly-Linux%20Security%20Cookbook/Oreilly-Linux%20Security%20Cookbook/0596003919_15011533.html


Recipe 5.1 Running a root Login Shell

5.1.1 Problem

While logged in as a normal user, you need to run programs with root privileges as if root had logged in.

5.1.2 Solution

$ su -

5.1.3 Discussion

This recipe might seem trivial, but some Linux users don't realize that su alone does not create a full root 
environment. Rather, it runs a root shell but leaves the original user's environment largely intact. 
Important environment variables such as USER, MAIL, and PWD can remain unchanged.

su - (or equivalently, su -l or su —login) runs a login shell, clearing the original user's environment and 
running all the startup scripts in ~root that would be run on login (e.g., .bash_profile).

Look what changes in your environment when you run su:

$ env > /tmp/env.user
$ su
# env > /tmp/env.rootshell
# diff  /tmp/env.user /tmp/env.rootshell
# exit

Now compare the environment of a root shell and a root login shell:

$ su -
# env > /tmp/env.rootlogin
# diff /tmp/env.rootshell /tmp/env.rootlogin
# exit

Or do a quick three-way diff:

$ diff3 /tmp/env.user /tmp/env.rootshell /tmp/env.rootlogin

5.1.4 See Also

su(1), env(1), environ(5). Your shell's manpage explains environment variables.

file:///I|/Docs/~~Oreilly-Linux%20Security%20Cookbook/Oreilly-Linux%20Security%20Cookbook/0596003919_15011533.html


[Praxis� Konzerte fotografieren]

AUFNAHME-INFO
Brennweite: 16-35 mm
Blende: 2.8
Belichtung: 1/60
ISO: 400
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Fast 20.000 CHIP FOTO-VIDEO 
digital-Leser haben sich als Tester 
für Canons digitale Spiegelreflex-

kamera beworben. Das Los wählte 
20 Leser aus, die die EOS 300D 

ein halbes Jahr lang intensiv testen. 

Canons digitale Spiegelreflexkamera ist
sehr beliebt. Das zeigen nicht nur die
hohen Bewerber-Zahlen für den Dau-

ertest, sondern auch die ersten Befragungen
der 20 ausgewählten Tester: Alle hatten 
einen guten ersten Eindruck von der 300D,
74 Prozent sogar einen sehr guten. Aus-
nahmslos einig waren sich die Tester, dass

die EOS 300D gutes Design mit hoher Funk-
tionalität verbindet. Gleich 80 Prozent der
EOS-Fotografen lobten die sehr gute Ergo-
nomie des Kameragehäuses: ŒDie Kamera
liegt ausgezeichnet in der Hand. Der Funk-
tionsumfang ist hervorragend, die Verarbei-
tungsqualität entspricht dem Preisniveau•,
so Dauertester Hans-Joachim Kaiser. Meh-

rere Tester kritisierten
allerdings, dass dem Ka-
mera-Paket keine Spei-
cherkarte beilag und 
sie sich diese selbst 
anschaffen mussten. 

Spannend die ersten
Praxiserfahrungen: Hier
konnten vor allem die
klare Menüstruktur und
die Menüführung punk-
ten. 84 Prozent der tes-
tenden Leser beurteilen
die Bildqualität als sehr
gut; das bestätigt das
Ergebnis aus unserem
Testlabor. Auch mit der
Qualität der Belich-
tungsmessung sind die
20 Canon-Tester rund-
um zufrieden. Positv

bewertet wurden außerdem die intuitive
Bedienbarkeit des Geräts sowie der funktio-
nelle Aufbau aller Bedienelemente. 

Die EOS 300D kostet inklusive Objektiv
rund 1.200 Euro … ein für digitale Spiegelre-
flexkameras sehr günstiger Preis. Das sehen
auch unsere Tester so: Nur 16 Prozent von
ihnen findet das Preis-Leistungs-Verhältnis
weniger gut. Insgesamt scheinen die 20
Tester bislang mit der Canon EOS 300D
sehr zufrieden zu sein. Das zeigt sich auch
daran, dass alle die Kamera ihren Freunden
und Bekannten empfehlen würden. Dauer-
tester Dietmar Tepper: ŒBisher hatte ich nur
auf analogem Wege fotografiert, in der 
Regel Diapositive oder auf Schwarz-Weiß-
Film. Die Auswahl in den Kreis der Tester
gibt mir die Möglichkeit, den Einstieg in 
die digitale Welt mit einem hochwertigen
Produkt zu beginnen."

LESER-GALERIE

CANON 
EOS 300D

A. Fränken C. Acker E. Samson G. Probenberger G. Reber H. Bauermeister H.J. Dittrich H. Lupper J. Anzenhofer J. Paul P. Eisenbacher S. Freiberg T. PrautzschD. Tepper H. J. KaiserS. TriantafilldisA. Blank S. Trommer

Wenn das Haupt-Motiv nicht in der Bildmitte liegt
oder aus gestalterischen Gründen nicht dort lie-
gen soll, ist per Autofokus oft schwer scharf zu
stellen. Mit Druck auf die Stern-Taste und gleich-
zeitiger Betätigung des Drehrades kann man den
rot umrandeten Fokus-Messpunkt aber schnell an
die passende Stelle verlagern.

Folge 1

K. Kostyrka

EOS 300D   PRAXIS-TIPP

SONNENSTRAHLEN:Auch Gegenlicht-Situationen wie hier im Gebirge
meistert die Canon EOS 300D ohne Probleme. FOTO: G. REBER

DAUERTEST
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time elapsed from the start of the algorithm. In the second case, the algorithm
was stopped before finishing because it would be running too long.

Figure 1. The badness and the number of rejections as a function of the elapsed time process-
ing a network with 500 nodes, 100 servers, 400 possible proxies and 300 clients (above) and
with 1000 nodes, 200 servers, 800 possible proxies and 600 clients (below)

As we can see, first the cost starts falling quickly and later only slight im-
provements are achieved. If the quick response is a crucial point, this fact
makes worth realising intermediate solutions while the algorithm is running.
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Thus we can instantly start to deliver media to several clients and then gradu-
ally increase both the number of the served clients and the quality of the media
stream. In this way, we can give recommendation for problems even if the
running time for the optimal solution would be extremely long.

We tested how the program is able to manage clients groups. The initial
network consists of 50 nodes, 10 servers, 40 possible proxies and 300 clients.
In this case, each client group contains only a single client. Further networks
are created with 3000 and 30000 clients by increasing the size of the client
groups to 10 and 100, respectively, while the size of the network and the num-
ber of server components do not change. There is no significant change in the
running time as the size of the client groups increases, see Table 3.

At last, let us examine the quality of the solution. Using linear program-
ming, we can find a lower bound for the cost. The algorithm accepts each of
the requests in the network with 50 nodes. We find a lower bound of 7 for the
number of rejections in the case of 100 nodes and the incremental algorithm
generates a solution with 9 rejections. The exponential badnesses are 360 and
1152 in the two cases instead of the lower bound of 215 and 902, respectively.

6. Conclusions and Further Work
We examined an incremental algorithm for the configuration recommenda-

tion in a large-scale adaptive distributed multimedia server with huge number
of clients. The speed of the incremental algorithm, the continuous decrease
of the solution cost and the introduction of client groups enabled us to solve
large problems. Further development is needed to improve the quality of the
solution in order to decrease the number of the rejections and to improve the
quality of the delivered video.
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Abstract Distributed interactive simulation constitutes an interesting class of information
systems, which combine several areas of computer science enabling each in-
dividual simulation object to visualize dynamic states of all distributed objects
participating in the simulation. Objects are unpredictable and must exchange
state information in order to correctly visualize a dynamic 3D scene from their
local perspectives. In the paper, a component based approach developed in the
ongoing project at GUT1, has been described; it can reduce the volume of state
information being exchanged without losing messages essential for reliable ex-
ecution of simulation scenarios.

Keywords: Distributed objects, remote state monitoring

Introduction

Distributed Interactive Simulation (DIS) systems form an important appli-
cation class of collaborative computing environments, in which many indepen-
dent and autonomous simulation objects, real objects and human operators are
connected to one computational framework. In may be for example a local
cluster of helicopter flight simulators in a lab with a group of real tanks oper-
ating in a remote shooting range, a city traffic simulation system where cars
and traffic lights are simulated but some intersections are operated by real po-
licemen, or a complex building on a simulated fire seen on computer screens
at the command center, and real firemen on a drill. Any such system performs
specific computations, which are unpredictable, have no algorithmic represen-
tation, and because of participating real objects, all events must be handled in
real-time despite of the system geographical distribution.

Objects participating in a simulation exercise are sending updates on their
local state to other objects in irregular intervals. If the updates were sent just
in periodic samples, a network supporting any realistic DIS system with many
objects would soon be overloaded. Moreover, increasing dynamics of reporting



174 DISTRIBUTED AND PARALLEL SYSTEMS

objects would imply higher sampling rate and would make the performance
problems even worse. Delayed (or lost) messages would certainly make any
visualization unrealistic. However, if a simulated object dynamics could be
estimated with some function of time, the number of messages to be sent would
be limited, since “new” states would be calculated by a receiving object instead
of sending them out by the reporting object.

This paper reports on the project started at TUG in 2002 and aimed at devel-
oping a DIS system with time-critical constraints, involving simulated flying
objects (helicopters) and ground vehicles (tanks) in a 3D space.

1. DIS system architecture
Any DIS system consists of simulators (called simulation objects), each one

designed to model a specific human operated device or vehicle. Any partic-
ular simulator may be operating in a distinct geographical location, and its
underlying operating system, software and hardware are usually incompatible
to other simulators, preventing direct interaction between them. In order to
create a collaborative computing environment a system architecture must en-
able integration of such objects (called active participants), and also provide
access for observers (called passive participants) with logging and monitoring
capabilities. Active participants exchange information to update one another
on their states as soon as they change. State updates sent by reporting objects
are needed by receiving objects to model a 3D global dynamic virtual scene
from their local perspectives. Passive observers usually limit their actions to
on-line state tracing and logging for future replay, evaluation of active partic-
ipants progress in a particular training scenario, as well as collecting data for
new training scenarios. A generic architecture of a DIS system is outlined in
Figure 1; it involves communication, service, and interaction layers, with dis-
tinct functionality and interfaces, marked with vertical arrows described further
on.

Figure 1. Distributed interactive system architecture
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Interaction layer. Human operator provides an external stimulus affecting
the internal state of a simulator. According to the semantics of the latter and its
current state a new state is determined, reported to the lower layer simulation
services, and broadcasted via the communication layer. State updates are re-
ceived at irregular intervals by simulation services of an interested participant
and passed to the visualizer component, which generates (modifies) its local
perspective of a global dynamic scene. Based on the view of moving objects
outside the cabin and a local state indicated by flight instruments inside the
cabin, a decision is made by the human operator (pilot) on the next stimulus
(maneuver).

Service layer. Simulation services provided by the service layer enable re-
duction of the volume of state update messages being sent over the system by
active participants. If the simulation object movement (state trajectory) can be
described with kinesthetic parameters like acceleration, speed, position, mass,
force, moment, etc., state prediction can be based on Newtonian rules of dy-
namics, using a technique known as dead reckoning [Lee2000]. States that can
be calculated based on the current reported state do not have to be sent out,
as the receiving participant can calculate them anyway. Further reduction of
the volume of state updates can be achieved by relevance filtering of messages
that are redundant with regard to some specific context of the scene, e.g. a
reporting object is far away and its movement will result in a pixel-size change
at a remote display.

Communication layer. The main job of the bottom layer shown in Figure 1
is to make the underlying network transparent to upper layers. Objects may
want to join and leave the simulation at any time, require reliable sending of
messages, and need time synchronization. This layer has no knowledge on the
semantics of data being sent by simulation objects but has knowledge about the
location of participants over the network. Two models of communication have
been implemented in the project reported in this paper: one with a dedicated
server and another with multicast [MKKK2003]. The former (server based)
enables lossless communication and make data filtering easier, but the cost is
that each message has to go through the server and a network load increases
when many participants work in the same local area network. The latter is
scalable, but requires implementation of dedicated transmission protocols on
top of the existing unreliable UDP protocol.

2. Component interaction model
Since simulation objects have to invoke specialized services of the com-

munication layer, rather then to communicate directly with each other. The
communication layer must implement a standard, system-wide functionality.
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For example, High Level Architecture (HLA) standard [HLA] requires de-
livery of such services as: federation management for creating, connecting,
disconnecting and destroying simulation objects in the system, time manage-
ment for controlling logical time advance and time-stamping of messages, and
declaration management for data posting and subscribing by simulation ob-
jects.

Reduction of the volume of data being sent by objects is achieved by a dead
reckoning technique, which basically extrapolates new position of an object
using its previous position and state parameters such as velocity or accelera-
tion. If object movements are not too complex, the amount of messages to be
sent can be significantly reduced [Lee2000] However, the method developed
in the reported project utilizes a notion of a semantics driven approach to mes-
sage filtering, based on maneuver detection, allowing for further reduction of
the space of states to be reported. This has been made possible by introducing
operational limits characterizing real (physical) objects (vehicles) [OW2003].
We will refer to this method briefly when presenting below another important
concept introduced in the reported project, which is component based simula-
tion.

In order to build and run a simulation system, the reported project required
simulators of various physical objects of interest. They had to be realistic in the
sense of their physical models, but allowing for easy configuration and scala-
bility of simulated vehicles. This has been achieved by adopting the concept
of a physical component shown in Figure 2a.

A component has its local state set initially to some predefined value.
Upon the external stimulus coming from the operator or other component its
new (resultant) state is calculated as where G represents a
state trajectory of the simulated component, given explicitly by a state func-
tion or implicitly by a state equation. Subvector of the resultant state is
reported outside to other components (locally) or other simulators (externally),
where F is a filtering function, selecting state vector elements relevant to other
components or simulators.

With such a generic representation a component may range from the body
with a mass, airfoil objects, like a wing, rotor or propeller, through various
types of engines generating power and momentum, up to undercarriage inter-
acting with a ground.

Simulation object

The main idea behind the component based approach is to divide a sim-
ulated object into most significant units, and then to simulate each one sep-
arately.  This approach allows for flexibility, since simulators can be readily
reconfigured by changing parameters of a particular component (or by replac-
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Figure 2. Simulation object: (a) generic component (b) view of components (c) remote view

ing one with another), as well as parallelization, since components may run on
clusters if more detailed calculations are required.

With the external stimulus, the user can influence behavior of the compo-
nent work by changing some of its parameters. Reported state vector
can affect the state of other components of the simulation object. Based on all
states, control parameters and the semantics of a component, it is possible to
calculate the external state vector as an influence of the component on simu-
lated object. After combining all state vectors reported by components of the
simulation object, it is possible to define its resultant behavior.

Consider for example two cooperating components, an engine and a pro-
peller. In order to simulate correctly each component, local state vectors
of an engine and a propeller have over 10 elements, and over 15 elements re-
spectively. However, interaction between them can be modeled with just a
2-element vector consisting of a rotation velocity and torque. Similarly, a two
element state vector is sufficient to represent cooperation between a helicopter
rotor and an engine, despite that simulation of a rotor requires over 25-element
state vectors.

The general modeling technique is to describe a simulation object with a
graph, of which each single node corresponds to the respective component.
For each pair of nodes which can affect one another an arc is drawn and the
corresponding reported state vector associated. The size of reported state
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vectors attributed to individual arcs determine the real volume of data that have
to be exchanged between components during simulation. For simulation ob-
jects considered in the project, namely ground vehicles, single and twin rotor
helicopters, propeller and jet planes, and which may consist of the components
described below the size of reported state vectors never exceeded two. A
sample view of cooperating components of a simulated single rotor helicopter
is shown in Figure 2b

Wing. A wing has parameters which describe its dimension, fixing point to
the fuselage and the airfoil sections with characteristics combining lift and drag
with angle of attack. State of the wing can be affected by the arrangement of
ailerons and flaps, and its possible rotation along the longitudinal axis. In this
way it is possible to model both lifting and control surfaces of the wing. Addi-
tionally, by taking into consideration linear speed of the air stream or angular
speed of the wing, the resultant moment and force applied to the simulated
object can also be calculated.

Rotor. A helicopter rotor is the most complex component in the project, as
it is modeled with several rotating wings (blades). Its state vector elements in-
clude dimension of blades, their number, elasticity, induced speed of air flow,
airfoil section characteristics, blade fluctuations and angular speed. By chang-
ing parameters affecting the collective pitch and periodic pitch, the user (pi-
lot) can control the rotor in the same way as in a real helicopter [SN2002].
Reported state vector consists of the resultant forces and moments cal-
culated at over a dozen points evenly distributed over a rotor disk. It is also
necessary to consider torque, which is required to determine correctly the state
of the entire power transmission system.

Propeller. This component is a simplified version of a helicopter rotor,
based on the same semantics and parameters. Elasticity and fluctuations of
blades are neglected in calculating of but the parameter describing the
collective pitch setting is added. The internal state vector of a propeller is the
same as in the rotor component.

Engine. This component supports the semantics of both, a jet turbine and
a piston engine. Including the internal state vector describing angular speed,
working temperature and the maximum power, the user can control its behavior
by setting up a throttle. Calculation of the reported state vector requires
gathering torque values of all attached components, like a propeller or rotor,
to calculate the resulting angular speed for the entire power transmission unit
taking into account its inertia.
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Undercarriage. It is the only component that allows the simulated object to
interact with a ground. The internal state vector describes the radius of a tire,
shock-absorber lead, and its elasticity, as well as speed of the entire plane, and
the relative location of the undercarriage with regard to the plane (helicopter)
body. This component has its semantics, defined by a characteristic describing
interaction patterns between the tire and the absorber during the contact with a
ground. By changing the angle of turn of the wheel and the braking factor, it
is possible to control the traction over the runway. As with other components,
the reported state vector describes the moment and the reaction force of
the ground applied through the undercarriage to the simulated object body.

Remote object interaction

As mentioned before any simulation object in a DIS system sends out up-
dates on its state changes to enable other (remote) objects to calculate its po-
sition in global scene from the local perspective of each one. The volume of
messages is reduced by adopting a dead reckoning scheme, allowing calcu-
lation of some “future” states based on current states. While dead reckoning
applies mostly to calculating trajectories of moving objects, further reduction
of the volume of information being sent is possible based on specific relation-
ships between various elements of the material object state vector. A sample
view of a remote object’s state (a helicopter) from the local perspective of an-
other object (also a helicopter) is shown in Figure 2c

Active participants. State vector reported by each component locally
may allow a certain degree of redundancy, depending on the specific internal
details of the simulation object. However, the reported state (update) sent out
to remote objects must use a state vector in a standard form. In the current
implementation it consists of position orientation linear velocity linear
acceleration angular velocity angular acceleration resultant force
and resultant moment In a properly initiated simulation system, where
each receiver (observer) has once got full information about each participant,
for objects associated with decision events (maneuvers initiated by their human
operators) only changes in their acceleration are needed [OW2003].

Passive participants. State prediction is less critical for passive partici-
pants, as they do not interact (in the sense of providing a stimulus) with other
objects. They do not have any physical interpretation and there is no need to
inform users about their existence in a system. They may be independent 3D
observers, like a hot-air balloon, or a 2D radar screen, or a map with points
moving on it. Their only functionality is monitoring and/or logging the traffic
of state update messages. In a DIS system implemented in the project a logger
has been introduced. Based on the recorded log entries it can create simulation
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scenarios, which can be next edited, modified and replayed in the system. In
that particular case the logger may temporarily become an active participant.

Human operator

In order to implement any realistic DIS scenario involving “material” ob-
jects two problems must be solved. One is state predictability, important from
the point of view of the volume of state update messages, and another is object
ability to perform maneuvers within specific limits imposed by its operational
characteristics. Each object having a mass and characterized with kinesthetic
parameters behaves according to the Newtonian laws of dynamics. Classes
of behavior that such a material object may exhibit are described by basic
equations combining these parameters (function Such a form of ob-
ject representation, although true from the point of view of physics is far too
detailed from the point of view of simulating exercises with real flying objects
controlled by humans. It has been argued [OW2003] that by introducing the
notion of a maneuver and operational characteristics of simulation objects, the
space of possible states to be considered can be significantly reduced. In con-
sequence, there are less states to predict and the flow of state update messages
can be reduced further.

State predictability. The “logic” of flight may be described with a simple
automaton involving just five states representing human operator (pilot). The
basic state of a flying object is neutral, i.e. it remains still or is in a uniform
straight line motion. According to the first Newton’s law of dynamics both
linear and angular accelerations are zero, while the linear velocity is constant.
An object in a neutral state may start entering a new maneuver and keep doing
it as long as its linear or angular acceleration vary. This may eventually lead to
a stable state, which is the actual maneuver; in that case both linear and angular
acceleration vectors of the object are constant and at least one of them must be
non-zero. Any subsequent increase or decrease of any of these acceleration
vectors implies further entering or exiting a maneuver. Exiting a maneuver
may end up with entering another maneuver or returning to a neutral state.
There is also a crash state, when at least one of the object parameters exceeds
its allowed limits, e.g. exceeding a structural speed of the airplane ends-up with
its disintegration. It found out in the project, practically each state transition
of the automaton described above can be detected just by tracing changes of
angular or linear acceleration.

Operational characteristics. All components described before has realistic
operational limits, usually listed in the user’s manual of the simulated object.
The mass may vary, but stay between some minimum (empty) and maximum
(loaded) values. There are several speeds characterizing a flying object, e.g.
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for planes it is the minimum (stall) speed for each possible configuration (flaps
up or down, landing gear up or down), maximum maneuvering speed to use in
maneuvers or turbulent air, and maximum structural speed not to be exceeded
even in a still air. Resultant lift and drag forces for the wing are the function
of the airflow speed and angle of attack, which may change up to the critical
(stall) angle, specific to a given profile. Finally thrust is a function of engine
RPMs, which may change within a strictly defined range of [min,max] values.
Based on these parameters, and a maneuver “semantics” described before, it
is possible to calculate (predict) most of the in-flight states intended by the
human operator, excluding only random and drastic state changes such as mid-
air collision or self-inflicted explosion.

3. Summary

In the current experimental DIS application three classes of simulation ob-
jects have been implemented using components described in the paper: a tank,
a light propeller airplane, and two kinds of helicopters, with single or twin ro-
tors. The notion of a generic component introduced in Figure 2a proved to be
very useful. Current development is aimed at expanding the concept of compo-
nents on vessels, which besides a propeller-like component and engine, require
a body model, simple enough to avoid complex computations but precise to de-
scribe interactions between the hull and surrounding water.

Notes
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Abstract Minimally Synchronous Parallel ML is a functional parallel language whose
execution time can then be estimated and dead-locks and indeterminism are
avoided. Programs are written as usual ML programs but using a small set of
additional functions. Provided functions are used to access the parameters of the
parallel machine and to create and operate on a parallel data structure. It follows
the cost model of the Message Passing Machine model (MPM).

In the current implementation, the asynchrony is limited by a parameter
called the asynchrony depth. When processes reach this depth a global syn-
chronization occurs. This is necessary to avoid memory leak. In this paper we
propose another mechanism to avoid such synchronization barriers.

1. Introduction
Bulk Synchronous Parallel (BSP) computing, and the Coarse-Grained Mul-

ticomputer model, CGM, which can be seen as a special case of the BSP model,
have been used for a large variety of domains [4], and are currently widely used
in the research on parallel algorithms. The main advantages of the BSP model
are: deadlocks avoidance, indeterminism can be either avoided or restricted to
very specific cases ; portability and performance predictability.

The global synchronizations of the BSP model make many practical MPI
[18] parallel programs hardly expressible using the BSPlib library. This is why
some authors proposed [16] the BSP without barrier and the Message Passing
Machine (MPM) model. We decided to investigate the semantics of a new
functional parallel language, without synchronization barriers, called Mini-
mally Synchronous Parallel ML (MSPML) [14]. As a first phase we aimed at
having (almost) the same source language and high level semantics (program-
mer’s view) than Bulk Synchronous Parallel ML [12], a functional language
for Bulk Synchronous Parallelism (in particular to be able to use with MSPML
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work done on proof of parallel BSML programs with the Coq proof assistant),
but with a different (and more efficient for unbalanced programs) low-level
semantics and implementation.

Due to the asynchronous nature of MSPML, storage of values, which may
be requested by processors in the future, is needed in communication environ-
ments. For a realistic implementation the size of these communications envi-
ronments should be of course bounded. This makes the emptying of the com-
munications environments necessary when they are full. This paper presents
two solutions for this problem.

We first present informally MSPML (section 2). Then (section 3) we give
the mechanism to empty the communication environments. We end with re-
lated work, conclusions and future work (sections 4 and 5).

2. Minimally Synchronous Parallel ML

Bulk Synchronous Parallel (BSP) computing is a parallel programming
model introduced by Valiant [17] to offer a high degree of abstraction in the
same way as PRAM models and yet allow portable and predictable perfor-
mance on a wide variety of architectures. A BSP computer is a homogeneous
distributed memory machine with a global synchronization unit which executes
collective requests for a synchronization barrier.

The BSP execution model represents a parallel computation on processors
as an alternating sequence of computation super-steps and communications
super-steps with global synchronization. BSPWB, for BSP Without Barrier,
is a model directly inspired by the BSP model. It proposes to replace the
notion of super-step by the notion of m-step defined as: at each m-step, each
process performs a sequential computation phase then a communication phase.
During this communication phase the processes exchange the data they need
for the next m-step. The parallel machine in this model is characterized by
three parameters (expressed as multiples of the processors speed): the number
of processes the latency L of the network, the time which is taken to one
word to be exchanged between two processes. This model could be applied to
MSPML but it will be not accurate enough because the bounds used in the cost
model are too coarse.

A better bound is given by the Message Passing Machine (MPM) model
[16]. The parameters of the Message Passing Machine are the same than those
of the BSPWB model but the MPM model takes into account that a process
only synchronizes with each of its incoming partners and is therefore more
accurate (the cost model is omitted here). The MPM model is used as the exe-
cution and cost model for our Minimally Synchronous Parallel ML language.

There is no implementation of a full Minimally Synchronous Parallel ML
(MSPML) language but rather a partial implementation as a library for the
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functional programming language Objective Caml [11]. The so-called MSPML
library is based on the following elements:

It gives access to the parameters of the underling architecture which is con-
sidered as a Message Passing Machine (MPM). In particular, it offers the func-
tion p such that  the value of p() is the static number of processes of the
parallel machine. The value of this variable does not change during execution.
There is also an abstract polymorphic type par which represents the type of

parallel vectors of objects of type one per process. The nesting of
par types is prohibited. This can be ensured by a type system [5].

The parallel constructs of MSPML operate on parallel vectors. A MSPML
program can be seen as a sequential program on this parallel data structure and
is thus very different from the SPMD paradigm (of course the implementa-
tion of the library is done in SPMD style). Those parallel vectors are created
by mkpar, so that (mkpar f) stores (f i) on process  for between 0 and

We usually write fun pid e for f to show that the expression e may
be different on each process. This expression e is said to be local. The ex-
pression (mkpar f) is a parallel object and it is said to be global. For example
the expression mkpar(fun pid pid) will be evaluated to the parallel vector

In the MPM model, an algorithm is expressed as a combination of asyn-
chronous local computations and phases of communication. Asynchronous
phases are programmed with mkpar and with apply.

It is such as apply (mkpar f) (mkpar e) stores (f i) (e i) on process
The communication phases are expressed by get and mget. The semantics

of get is given by the following equation where % is the modulo:

The mget function is a generalization which allows to request data from
several processes during the same m-step and to deliver different messages to
different processes. It is omitted here for the sake of conciseness (as well as
the global conditional).

A MSPML program is correct only if each process performs the same over-
all number of m-steps, thus the same number of calls to get (or mget). Incorrect
programs could be written when nested parallelism is used. This is why it is
currently forbidden (a type system can enforce this restriction [5]).

Some useful functions can be defined using the primitives. This set of func-
tions constitutes the standard MSPML library (http://mspml.free.fr). For ex-
ample, the direct broadcast function which realizes a broadcast can be written:
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The semantics of bcast is: bcast

3. Management of Communication Environments

To explain how the communication environments could be emptied, the low-
level semantics of MSPML should be presented.

During the execution of and MSPML program, at each process the system
has a variable containing the number of the current m-step. Each time
the expression get vv vi is evaluated, at a given process

is increased by one.

the value this process holds in parallel vector vv is stored together with
the value of in the communication environment. A communica-
tion environment can be seen as an association list which relates m-step
numbers with values.

the value this process holds in parallel vector vi is the process number
from which the process wants to receive a value. Thus process sends
a request to process it asks for the value at m-step When
process receives the request (threads are dedicated to handle requests,
so the work of process is not interrupted by the request), there are two
cases:

1

2

3

it means that process has already reached
the same m-step than process Thus process looks in its commu-
nication environment for the value associated with m-step
and sends it to process

nothing can be done until process reaches
the same m-step than process

If the step 2 is of course not performed.
In a real implementation of MSPML, the size of the communication envi-

ronment is of course limited. It is necessary to provide the runtime system a
parameter called the asynchrony depth. This value, called mstepmax, is the
size of the communication environment in terms of number of values it can
store (number of m-steps). The implementation of communication environ-
ments are arrays com_env of size mstepmax, each element of the array being
a kind of pointer to the serialized value stored at the m-step whose number is
the array index.

A problem arises when the communication environments are full. When
the array at one process is filled then the process must wait because it cannot
proceed the next m-step. When all the communication environments are full, a
global synchronization occurs and the arrays are emptied. The m-step counter
is also reset to its initial value.
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The advantage of this method is its simplicity. Nevertheless it could be in-
efficient in terms of memory but also in terms of execution time since a global
synchronization is needed. Note that it is not only due to the communication
cost of the synchronization barrier which is (please see defini-
tions in section 2) for each process but also to the fact that a globally balanced
program but always locally imbalanced (which means that the communication
steps never occur at the same time) could lose a lot of efficiency. Thus another
mechanism could be proposed.

In order to avoid the waste of memory, each process should free the use-
less values stored in its communication environment. These useless values are
those whose associated m-step (the index in the array) is lower than the m-step
counter of each process, or to say it differently lower than the smallest m-step
counter.

Of course this information cannot be updated at each m-step without per-
forming a global synchronization, but it can be updated when a communication
occur between two processes. These processes could exchange their knowl-
edge of the current state of the other processes. To do so, each process has
in addition to its com_env array of size mstepmax and to its m-step counter
mstep: a value mstepmin, the smallest known m-step counter.

The com_env array is now a kind of queue. If mstep – mstepmin
mstepmax then there is still enough room to add a value in the communi-
cation environment at index mstep%mstepmax. The problem now is to
update the value mstepmin.

This can be done using an array msteps of size the last known m-step
counters, the value of msteps at index at process being unused (if used it
should be the value mstep).  Without changing the data exchanged for per-
forming a get, each time a process requests a value from a process it sends
its mstep value. This value is put in the array msteps of process at index

When the process answers, knows that has at least reached the same
m-step as itself and it can update its array msteps at index

The new value of mstepmin, which is the minimum of the values of the ar-
ray msteps, could be computed only when needed, ie when the array com_env
is full, or could be computed each time a value is changed in the array msteps.
In the former case there may be a waste of memory, but in the latter case there
is a small overhead for the computation of the new value.

As an example we could have a MSPML program in which we evaluate
(bcast 0 vec) on a 3-processors machine. At the beginning each processor has
the following msteps array: (here we use at process the value
at index After the first get is done, the msteps arrays are:
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In fact, at the first m-step, process 0 has no communication request to do,
so it may reach the m-step number 1 before the communications are done with
the two other processes. So at process 0, the msteps array is more likely to be:

In both cases the first cell of the com_env array at process 0 could
be freed.

To increase the updating of the mstepmin value, we can change the data
exchanged during a get. When a process answers to a request from a process

it could send the answer plus its mstep value to process which updates its
array msteps at index

In the previous example, assuming process 0 reached m-step number 1 be-
fore the communications are done with the two other processes, we would
have:

It is also possible to exchange a subpart of the arrays msteps during a get
to improve the updating of mstepmin. To do so we can keep a fixed number
of process identifiers for which the information has the most recently been
updated. In the previous example, assuming we keep only one identifier of
the most recently updated process and that the request from process 1 arrives
at process 0 before the request from process 2 we would have msteps[1] = 0
at process 2. With this solution the first cell of the com_env environment at
process 2 could be freed also after the first m-step.

Unfortunately these various protocols have a flaw: if one processor does not
communicate at all with the remaining of the parallel machine, its mstepmin
value will never be updated and this process will be blocked as soon as its
communication environment will be full. The solution to avoid deadlock is that
each time a process is blocked because of a full communication environment,
then it will request, after some delay, the value of mstep from one or several
other processes. This could be from only one processor at random, or from all
the processes. The former case decrease the chance to obtain a new value for
mstepmin but the latter is of course more costly.

We performed some experiments corresponding to the various versions pre-
sented in the examples [13]. Even when a reasonable subpart of msteps is
exchanged, the overhead is very small. Thus usually this would be more in-
teresting to use this protocol than to empty the communication environments
after a global synchronization barrier.

4. Comparison to Related Work

Caml-flight, a functional parallel language [3], relies on the wave mecha-
nism. A sync primitive is used to indicated which processes could exchange
messages using a get primitive which is very different from ours: this primitive
asks the remote evaluation of an expression given as argument. This mecha-
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nism is more complex than ours and there is no pure functional high level se-
mantics for Caml-flight, Moreover Caml-flight programs are SPMD programs
which are more difficult to write and read. The environments used could store

values at each step. An asynchrony depth is also used in Caml-Flight but
it should usually be much smaller than in MSPML.

There are several works on extension of the BSPlib library or libraries to
avoid synchronization barrier (for example [10]) which rely on different kind
of messages counting. To our knowledge the only extension to the BSPlib stan-
dard which offers zero-cost synchronization barriers and which is available for
downloading is the PUB library [2]. The bsp_oblsync function takes as ar-
gument the number of messages which should be received before the super-
step could end. This is of course less expensive than a synchronization barrier
but it is also less flexible (the number of messages have to be known). With
this oblivious synchronization, two processes could be at different super-steps.
Two kind of communications are possible: to send a value (either in message-
passing style or in direct remote memory access, or DRMA, style) or to request
a value (in DRMA style). In the former case, the process which done more
super-steps could send a value (using bsp_put or bsp_send) to the other pro-
cess. This message is then stored in a queue at the destination. In the latter case
the PUB documentation indicates that a bsp_get produces “a communication”
both at the process which requests the value and the process which receives
the request. Thus it is impossible in this case that the two processes are not
in the same super-step. MSPML being a functional language, this kind of put-
like communication is not possible. But the get communication of MSPML is
more flexible than PUB’s one.

The careful management of memory is also very important in distributed
languages where references to remote values or objects can exist. There are
many distributed garbage collection techniques [9, 15]. They could be hardly
compared to our mechanism since there are no such references in MSPML. The
management of the communication environments is completely independent
from the (local) garbage collection of Objective Caml: the values put by a
get operation are copied in the communication environments making safe the
collection, at any time, of these values by the GC.

5. Conclusions and Future Work
There are several ways to manage the communication environments of Min-

imally Synchronous Parallel ML. In most cases a small additional exchange of
information during each communication provide the best overall solution, both
in term of memory usage and time.

We will prove the correctness of the presented mechanism using Abstract
State Machines [7] by modeling the get operation with communicating evolv-
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ing algebras [6]. The properties will be expressed using First Order Timed
Logic [1] and the verification will be automated using model checking tools.

We also will perform more experiments, especially with applications rather
than examples. In particular we will further investigate the implementation
of the Diffusion algorithmic skeleton [8, 14] using MSPML and applications
implemented using this algorithmic skeleton.
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Abstract The multi-phase copying garbage collection was designed to avoid the need for
large amount of reserved memory usually required for the copying types of
garbage collection algorithms. The collection is performed in multiple phases
using the available free memory. The number of phases depends on the size of
the reserved memory and the ratio of the garbage and accessible objects.

Keywords: Garbage collection, logic programming.

Introduction

In the execution of logic programming languages, a logic variable can have
only one value during its existence, after its instantiation it cannot be changed.
Therefore, new values cannot be stored in the same memory area. Thus, the
memory consumption speed is very high and much smaller problems can be
solved with declarative languages than with procedural ones. Garbage collec-
tion is a very important procedure in logic programming systems to look for
memory cells that are allocated but not used (referenced) any more. Since the
late 50’s many garbage collection algorithms have been proposed, see classifi-
cations of them in [1][6]. The classical copying garbage collection [2] method
provides a very fast one-phase collection algorithm but its main disadvantage is
that the half of the memory is reserved for the algorithm. During the execution
of an application, in every moment, the number of all accessible objects on a
processing element must be less than the available memory for storing them.
Otherwise, the system fails whether garbage collector is implemented or not.
If the classical copying collector allocates the half of the memory for own use,
applications may not be executed. To decrease the size of the reserved area, a
multi-phase copying garbage collection (MC-GC) algorithm was presented in
[4]. It has been implemented in LOGFLOW [3], a fine-grained dataflow sys-
tem for executing Prolog programs on distributed systems. In this paper, the
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MC-GC algorithm is analysed giving its cost and the number of phases as a
function of the size of the reserved area and the ratio of garbage and accessible
memory areas. A short description of the multi-phase copying garbage collec-
tion algorithm can be found in Section 1. The costs and the number of phases
of the algorithm is analysed in Section 2.

1. Multi-Phase Copying Garbage Collection Algorithm

The MC-GC algorithm splits the memory area to be collected into two parts,
the Copy and the Counting area, see Figure 1. The size of the Copy area
is chosen as large as possible but ensuring that all accessible objects can be
moved into the available Free area. The Free area is the reserved memory area
at the beginning and by not knowing the number of accessible objects in the
memory, the size of the Copy area equals to the size of the Free area. In the
first phase, see Figure 2, when traversing the references, objects stored in the
Copy area are moved to the Free area, while objects in the Counting area are
just marked (counted). At the end of the phase, the moved objects are moved
to their final place at the beginning of the memory (the references are already
set to this final place at the traversal).

Figure 1. MC-GC algorithm, starting

In the forthcoming phases, see Figure 3, the Counting area of the previous
phase should be collected. Knowing now the number of objects in this area,
the Copy area can be chosen larger than the available Free memory (which
has become also larger because garbage occupying the previous Copy area are
freed now). In other aspects, the algorithm is the same in all phases. The
algorithm repeats the phases until the whole memory is collected.

The main advantage of MC-GC is the efficiency: it provides a sufficiently
fast collector, all garbage is thrown away and a continuous memory can be used
by the application without the overhead of any special memory management.



Analysis of the Multi-Phase Copying Garbage Collection Algorithm 195

Figure 2. MC-GC algorithm, phase 1. The dashed arrows at Reference indicate the real
movement of an object while the solid arrows indicate the settings of its references

Figure 3. MC-GC algorithm, further phases

2. Analysis of the algorithm

Let us denote

number of accessible objects in the memory
number of inaccessible objects (i.e. garbage)
number of references all together, where

is the number of references to different objects +
is the number of other references

the cost of copying an object in the memory
the cost for updating a reference
the cost of checking/traversing the reference

The is the cost of reading the value of a reference and reading the
memory of the object that is referenced. The is the additional cost of
updating the reference, that is, writing the new address into the reference.

The original copying garbage collection algorithm traverses all references
once and moves the accessed objects once in the memory while updating the
reference to it as well. That is, the algorithm’s cost function is:
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To determine the cost of the MC-GC algorithm, let us denote

the copying area of the memory in phase N
the counting area of the memory in phase N
number of references that point into the area which becomes the
copying area in the Nth phase of the algorithm
number of references to different objects (from
number of references to different objects in counting area of phase N
cost of counting (updating a counter)
cost of copying one large memory block of phase N

When a reference is accessed in MC-GC, one of the following operations
is performed: the referenced object is in the copying area and is moved thus,
the reference is updated (cost the referenced object is in the counting
area and thus, the reference is counted (cost the referenced object
has been already moved in previous phases and thus, nothing is done to the
reference. In all of the three cases, however, the reference has been checked /
traversed, so this operation has also some cost

First, let us determine the steps of the algorithm in phase Objects in the
area are copied into the free area All references

pointing into are updated and all references point-
ing into are counted (but one object only once)
Additionally, all references are checked. At the end of the phase, the contigu-
ous area of the copied objects is moved with one block copy to the final place
of the objects

For simplicity, let us consider that the costs of block copies are identical, i.e.
The cost of the MC-GC algorithm is the

sum of all phases, from 1 to N:

The copying areas cover the whole memory exactly once
thus, and
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Without knowing the sizes of each counting area, the value of
cannot be calculated. An upper estimate is given in [5]:

Thus, the cost of the algorithm is

The final equation shows, that each object is copied once and all references
are updated once as in the original copying garbage collection algorithm. How-
ever, the references have to be checked once in each phase, i.e. N times if there
are N phases. Additional costs to the original algorithm are the counting of ref-
erences and the N memory block copies. The number of phases is analysed in
the next section.

Number of phases in the MC-GC algorithm
Intuitively, it can be seen that the number of phases in this algorithm depends

on the size of the reserved area and the ratio of the accessible and garbage
cells. Therefore, we are looking for an equation where the number of phases
is expressed as a function of these two parameters. The MC-GC algorithm
performs N phases of collections until the area becomes empty.
To determine the number of phases in the algorithm, we focus on the size of

area and try to determine, when it becomes zero.
Note, that the first phase of the algorithm is different from other phases in

that the size of the Copy area equals to the Free area while in other phases it
can become larger than the actual size of the Free area. It is ensured that the
number of the accessible cells in the Copy area equals to the size of the Free
area but the Copy area contains garbage cells as well. Therefore, we need to
consider the first and other phases separately in the deduction. Let us denote

number of all cells (size of the memory)
number of free cells in phase N (i.e. size of the Free area)
number of accessible cells in area in phase N
number of garbage cells in area in phase N
i.e. size of
number of cells in area in phase N

The size of the area is the whole memory without the free
area: When the first phase is finished, the accessible cells of

are moved into their final place. The size of the free area in
the next phase is determined by the algorithm somehow and thus, the

area is the whole memory except the moved cells and the current
Free area From the second phase, in each step, the
area is the whole memory except all the moved cells and
the current Free area
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At each phase (except the first one) the algorithm chooses as large Copy area
as possible, that is, it ensures that the accessible cells in the area
is less or equal to the size of the free area The equality or inequality
depends on the quality of the counting in the previous phase only. Let us
suppose that the equality holds: Thus we get, that the size
of the area is

We can see from the above equation that the size of the working area de-
pends from the sizes of the free areas of all phases. Let us turn now to the
determination of the size of the free area in each step. At start, the size of
the copying area is chosen to be equal to the size of the reserved free
area that is equals to the number of the accessible cells plus the
garbage cells in The free area in the
second phase is the previous free area plus what becomes free from
the area. The latter one equals to the number of garbage cells of

The same holds for the free areas in all further phases. Thus,

Let us consider the ratio of the garbage and accessible cells in the memory
to be able to reason further. Let us denote

the ratio of garbage and accessible cells in the memory;
means that there is no garbage at all,

would mean that there are no accessible cells.

Note that the case of is excluded because there will be a division by
in the following equations. The case of means that there is only

garbage in the memory and no accessible cells. This is the best case for the
algorithm and the number of phases is always 2 independently from the size
of the memory and the reserved area (without actually copying a single cell or
updating a single reference).

Let us suppose that the accessible cells and the garbage cells are spread in
the memory homogenously, that is, for all part of memory, the ratio of garbage
and accessible cells is We need to express and as a function of
and and thus be able to express as a function of and the ratio

At the beginning, the size of area equals to the size of the
area, The ratio of garbage and accessible cells in
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area is by our assumption. Thus, From the second
phase, the size of accessible cells in the area equals to the size of
the area The ratio of and is again by our assumption.
Thus,

The size of the garbage in each phase is now expressed as a function of
We need to express as a function of to finish our reasoning. By

equations 7 and 8 and by recursion on

Finally, we express as the function of and the ratio of the garbage
and accessible cells, that is, equation 6 can be expressed as (expressing as

Corollary. For a given size of the reserved area (F1) and a given ratio of
garbage and accessible cells (r) in the memory, the MC-GC algorithm performs
N phases of collection if and only if and

The worst case for copying garbage collection algorithms is that when there
is no garbage, that is, all objects (cells) in the memory are accessible and should
be kept. In the equations above, the worst case means that From
equation 9, and thus from equation 10, As a
consequence, to ensure that at most N phases of collections are performed by
MC-GC independently from the amount of garbage, the size of the reserved
area should be 1/N +1 part of the available memory size. If we reserve half of
the memory we get the original copying collection algorithm, performing the
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garbage collection in one single phase. If we reserve 1/3 part of memory, at
most two phases are performed.

In the general case, the equation 10 is too complex to see immediately, how
many phases are performed for a given and If half of the memory contains
garbage 1/5 of the memory is enough to reserve to have at most two
phases. Very frequently, the ratio of garbage is even higher (80-90%) and
according to the equation 10% reserved memory is enough to have at most two
phases. In practice, with 10% reserved memory the number of phases varies
between 2 and 4, according to the actual garbage ratio. In the LOGFLOW
system, the MC-GC algorithm performs well, resulting 10-15% slowdown in
the execution in the worst case and usually between 2-5%.

3. Conclusion

The Multi-Phase Copying Garbage Collection algorithm belongs to the copy-
ing type of garbage collection techniques. However, it does not need the half
of the memory as a reserved area. Knowing the ratio of the garbage and acces-
sible objects in a system, and by setting a limit on the number of phases and the
cost of the algorithm, the size of the required reserved area can be computed.
The algorithm can be used in systems where the order of objects in memory is
not important and the whole memory is equally accessible. A modification of
the algorithm for virtual memory using memory pages can be found in [5].
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Abstract: It is known, that concurrent computing can be applied to heuristic methods
(e.g. simulated annealing) for combinatorial optimization to shorten time of
computation. This paper presents a communication scheme for message
passing environment, tested on the known optimization problem – VRPTW.
Application of the scheme allows speed-up without worsening quality of
solutions – for one of Solomon’s benchmarking tests the new best solution was
found.
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1. INTRODUCTION

Desire to reduce time to get a solution is the reason to develop concurrent
versions of existing sequential algorithms. This paper describes an attempt to
parallelize the simulated annealing (SA) – a heuristic method of
optimization. Heuristic methods are applied when the universe of possible
solutions of the problem is so large, that it cannot be scanned in finite – or at
least acceptable – time. Vehicle routing problem with time windows
(VRPTW) is an example of such problems. To get a practical feeling of the
subject, one can imagine a factory dealing with distribution of its own
products according to incoming orders. Optimization of routing makes the
distribution cost efficient, whereas parallelization accelerates the preparation
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of routes description. Thus, practically, vehicles can depart earlier or,
alternatively, last orders could be accepted later.

The SA bibliography focuses on sequential version of the algorithm (e.g.
Aarts and Korst, 1989; Salamon, Sibani and Frost, 2002), however, parallel
versions are investigated too. Aarts and Korst (1989) as well as Azencott
(1992) give directional recommendations as for parallelization of SA. This
research refers to a known approach of parallelization of the simulated
annealing, named multiple trial method (Aarts and Korst, 1989; Roussel-
Ragot and Dreyfus, 1992), but introduces modifications to the known
approach, with synchronization limited to solution acceptance events as the
most prominent one. Simplicity of the statement could be misleading: the
implementation has to overcome many practical problems with
communication in order to efficiently speed up computation. For example:
• Polling is applied to detect moments when data are sent, because message

passing – more precisely: Message Passing Interface (Gropp et al., 1996,
Gropp and Lusk, 1996) – was selected as the communication model in
the work.

• Original tuning of the algorithm was conducted. Without that tuning no
speed-up was observed, especially in case of more then two processors.
As for the problem domain, VRPTW – formally formulated by Solomon,

(1987), who proposed also a suite of tests for benchmarking, has a rich
bibliography too, with papers of Larsen (1999) and Tan, Lee and Zhu (1999)
as ones of the newest examples. There is, however, only one paper known to
the authors, namely by Czech and Czarnas (2002), devoted to a parallel
version of SA applied to VRPTW. In contrast to the motivation of our
research, i.e. speed-up, Czech and Czarnas (2002) take advantage of the
parallel algorithm to achieve higher accuracy of solutions of some Solomon
instances of VRPTW.

The plan of the paper is as follows: section 2 briefs theoretical basis of
the sequential and parallel SA algorithm. Section 3 describes applied
message passing with synchronization at solution finding events and
algorithm tuning. Section 4 collects results of experiments. The paper is
concluded by brief description of possible further modifications.

2. SIMULATED ANNEALING

In the simulated annealing one searches the optimal state, i.e. the state
attributed by either minimal or maximal value of the cost function. It is
achieved by comparing the current solution with a random solution from a
specific neighborhood. With some probability, worse solutions could be
accepted as well, which prevents convergence to local optima. The
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probability decreases over the process of annealing, in sync with the
parameter called – by analogy to the real process – temperature. Ideally, the
annealing should last infinitely long and temperature should decrease
infinitesimally slowly. An outline of the SA algorithm is presented in
Figure 1.

Figure 1. SA algorithm

A single execution of the inner loop step is called a trial.
In multiple trial parallelism (Aarts and Korst, 1989) trials ran

concurrently on separate processors. A more detailed description of this
strategy is given by Azencott (1992). By assumption, there are p processors
available and working in parallel. At time i the process of annealing is
characterized by a configuration belonging to the universe of solutions. At
i+1, every processor generates a solution. The new one, common for all
configurations, is randomly selected from accepted solutions. If no solution
is accepted, then the configuration from time i is not changed.

3. COMMUNICATION SCHEME OF
CONCURRENT SIMULATED ANNEALING

The master-slave communication scheme proposed by Roussel-Ragot
and Dreyfus (1992) is the starting point of this research. It refers to shared
memory model, so it can be assumed that time to exchange information
among processors is neglectable – the assumption is not necessarily true in
case of message passing environment. Because timing of events requiring
information to be sent is not known in advance, polling is used to define
timing of information arrival: in every step of the algorithm, processors
check whether there is a message to be received. This is the main
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modification of the Roussel-Ragot and Dreyfus scheme applied, resulting
from the assumption that time to check, if there is a message to receive is
substantially shorter than time to send and receive a message. Among other
modifications, let us mention that there is no master processor: an accepted
solution is broadcast to all processors.

Two strategies to organize asynchronous communication in distributed
systems are defined in literature (Fujimoto, 2000). The first strategy, so
called optimistic, assumes that processors work totally asynchronously,
however it must be possible for them to step back to whatever point. This is
due to the fact that independent processors can get information on a solution
that has been found with some delay.

In this research the focus is put on the second, conservative strategy. It
assumes that when an event occurs which requires information to be sent, the
sending processor does not undertake any further actions without
acknowledgement from remaining processors that they have received the
information. In our paper the proposed model of communication,
conforming to the conservative strategy, is named as model with
synchronization at solution acceptance events. The model is not purely
asynchronous, but during a sequence of steps when no solution is found it
allows asynchronous work.

3.1 Implementation of communication with
synchronization at solution acceptance events

The scheme of communication assumes that when a processor finds a
new solution, all processors must be synchronized to align their
configurations:
1.
2.

3.
4.
5.

Processors work asynchronously.
The processor which finds a solution broadcasts a synchronization
request.
The processor requesting synchronization stops after the broadcast.
The processor which gets the request takes part in synchronization.
During synchronization processors exchange their data, i.e. each
processor receives information on what all other processors have
accepted and how many trials each of them have done. After this,
processors select solution individually, according to the same criteria:

if only one solution is accepted it is automatically selected
if more than one solution is accepted, then the one generated at the
processor with the lowest rank (order number) is selected; it is
analogous to a random selection
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an effective number of investigated moves between two
synchronization points is calculated according to the following
formula:

where sum_of_trials is the total number of trials, is the number of
rejected moves, p is the number of processors.

Following synchronization and agreement on a new solution, processors
continue work asynchronously.

6.

3.2 Tuning of the algorithm

To analyze the process of passing the messages, the program Jumpshot-3
was used (Chan, Gropp and Lusk, 2000). It is a visualization tool to trace
data written in scalable log format (SLOG), generated by parallel program
during its execution. Jumpshot displays Gantt charts visualizing MPI
functions together with arrows that indicate messages. In Figure 2:

Processor 0 (top one in the picture) accepts the solution and sends
synchronization request (SEND instruction) to the processor 1 (bottom
one).
Processor 1 checks, if there is a message that can be received (IPROBE
instruction).
Processors agree on solutions (two ALLREDUCE instruction).
Processor 0 broadcasts the data (BCAST instruction).
Additionally, two IPROBE instructions delimit the computation phase.
Looking at the picture, it is clear that duration of the communication is

too long compared to the duration of the computation phase. So the
following improvements were implemented:

The long message was split into two.
Data structure was reorganized: table of structures gave way to a
structure of tables.
Two ALLREDUCE instructions were merged.
The resulting efficiency gain is clearly visible in Figure 3.
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Figure 2. Communication before improvement

Figure 3. Communication after improvement
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4. EXPERIMENTAL RESULTS

4.1 VRPTW

It is assumed that there is a warehouse, centrally located to customers
(cities). There is a road between each pair of customers
and between each customer and the warehouse (i = 0) . The objective is to
supply goods to all customers at minimum cost vehicle routes (i.e. total
travel distance should be minimized). Each customer has its own demand
and associated time window where and determine the earliest and
the latest time to start servicing. Each customer should be visited only once.
Each route must start and terminate at the warehouse, and should preserve
maximum vehicle capacity Q. The warehouse also has its own time window,
i. e. each route must start and terminate within this window. The solution
with least number of route legs (the first goal of optimization) is better then a
solution with smallest total distance traveled (the second goal of
optimization).

The sequential algorithm by Czarnas (2002) was the basis for
parallelization. The main parameters of annealing for the reduction of the
number of route legs phase (phase 1) and the reduction of the route length
phase (phase 2) have been assumed as follows:

Cooling schedule – temperature decreases according to the formula:
where cooling ratio is 0.85 in the phase 1 and 0.98 in the

phase 2.
Epoch length – the number of trials executed at each temperature – is 10

(n means the number of customers).
Termination conditions: SA stops after 40 temperature reductions in
phase 1 and 200 temperature reductions in phase 2.

5. IMPLEMENTATION

Experiments were carried out on UltraSPARC Sun Enterprise installed at
the Silesia University of Technology Computer Center.

A test means a series of concurrent computations, carried out on an
increasing number of processors to observe the computation time and
qualitative parameters. The numerical data were obtained by running the
program a number of times (up to 100) for the same set of parameters. Tests
belong to two of Solomon’s benchmarking problem sets (RC1 – narrow time
windows and RC2 – wide time window) with 100 customers. The measured
time is the real time of the execution, reported by time command of UNIX
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system. Processes had the highest priority to simulate the situation of
exclusive access to a multi-user machine.

The relationship between speed-up and number of processors is
graphically shown in Figure 4. Formally, speed-up denotes a quotient of the
computation time on one processor and computation time on p processors.
Data illustrating lowest and highest speed-up for both sets are shown.

As for quality of results it should be noted that the algorithm gives very
good solutions, usually best known. Specifically, for the set RC202 the new
best solution was found with total distance of 1365.64.

Figure 4. Relationship between speed-up and number of engaged processors for sets RC1
and RC2

6. CONCLUSIONS

The development of a communication model and its implementation for a
concurrent version of multiple trial simulated annealing in message
passing environment was proposed.
Testing on VRPTW shows speed-up increases with number of processors
for majority of benchmark tests (the saturation as in case of RC204 was
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observed only for two tests). At the same time there in no clear
relationship between the average cost and the number of processors,
however, often the cost is better than in case of single processor (more
detailed data available on request).
Further possible improvements are:

Broadcasting only sequence of moves instead of sending the whole
solution
Application of optimistic strategy to asynchronous communication
Clustering as described by Aarts (1986).
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