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Introduction

It seems appropriate to launch this initial volume in this series of texts on the
multivendor aspects of routing and the Internet with a more comprehensive
introduction than might be expected in later volumes in the series. This will
establish the general philosophy and approach of the texts and provide the
reader with a context for determining the purpose of each of the volumes. For
instance, this volume on routing policy is not just about routing protocols, but
how routers use various configurable policies to determine precisely which
routes are accepted by the router or advertised to (shared with) other routers. In
keeping with the multivendor theme of the series, once the role of a particular
routing policy is established in a chapter, the actual syntax used to implement
that routing policy in the configuration languages of both Cisco and Juniper
Networks routers is presented. So a chapter and section on prepending AS
Path information with the BGP AS Path attribute is followed by sections on
prepending AS Path information in both the Cisco and Juniper Networks
router environment.

This brief section has already introduced some key terms such as policies and
advertised. Several other key terms are used over and over again in this book.
All of these terms are more fully explained when first introduced. Be aware
that this is not a book about routing protocol. Nevertheless, enough of the oper-
ational details of all the major routing protocols such as OSPE, IS-IS, and BGP
are given to allow the reader to appreciate what is being done to the routing
protocols through the use of routing policies. The emphasis throughout this
book is on the routing policy and in particular those features of the routing
policy that add to, delete from, or modify the routing information normally
shared by routers when no routing policies are in place.

xvii



xviii Introduction

Sometimes routing policy is treated as having almost the same meaning as
policy-based routing, but in this book we distinguish the two terms. There are
no real official definitions of these terms, so this is the place, right up front, to
be clear about how the terms are used in this book. Policy-based routing, as
normally defined and used, means the local application of additional packet infor-
mation, such as the source address, to influence how a packet is routed to the next-
hop router. This might be done, for instance, to selectively forward a particular
customer’s packets to one transit ISP or another, depending on circumstances,
or for quality of service (QoS) considerations, such as finding and setting some
packet’s type of service (TOS) header bits for preferential treatment down-
stream, or for potential cost savings by routing bulk or interactive traffic over
certain links. There might even be more reasons to base routing on one policy
or another.

Whatever the reason, the key is that policy-based routing usually concerns
how a packet is handled locally, in conformance to a locally defined policy. In
contrast, in this book, routing policy applies not so much to how packets are
routed locally (although that is the end result, of course), but how routing
information is distributed and used by the routing protocols beyond the local
router. So policy-based routing has a more restricted, local scope, and routing
policy has a more general, wider scope than just the local router. In fact, rout-
ing policy is most effective when formulated and enforced over as wide a
scope and among as many routers as possible, whether an OSPF area, an IS-IS
level, a whole AS, or even between ISP peers.

All of these terms and ideas are fully discussed in this book. The point here
is that every router vendor today has a routing policy framework (a set of tools)
in place for configuration purposes that enables the construction and use of a
routing policy that can be used for, among other things, policy-based routing of
packets through the collection of routers. This is how these terms are defined
for the purposes of this book and how the concepts relate to each other. The
emphasis here is on the routing policy itself, although the related concepts will
play a role as well.

Overview of the Book and Technology

Books about Internet routing protocols and the role that these routing proto-
cols play on the Internet have been around for a while. But other books tend to
play up the nuts-and-bolts aspects of the routing protocols such as message
exchanges and protocol packet structures. So there are long chapters on the
low-level functioning of OSPF Link-State Advertisements (LSAs), IS-IS Type-
Length-Value (TLV) extensions, and BGP attributes, but little information
about how network administrators use these routing protocols on the Internet
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today. A key aspect of the way these routing protocols interoperate and inter-
act today is the concept of a routing policy. A routing policy is just a set of rules
that establish the ways that a route (today most often called a prefix) is used
when learned by the router and then passed on (advertised) to other routers.
Yet information about the formulation and use of these routing policies is quite
hard to come by.

For example, the index to a major and standard book on BGP references only
four pages concerning routing policies out of a total page count of almost 500.
A well-known and standard text on OSPF is no better: eight pages listed in the
index out of almost 350 in the book. And these texts can be considered as treat-
ing routing policy very well when it comes to some other texts. One standard
treatment of IS-IS is typical of these books: one solitary page on policy routing
out of about 500.

Now, it is true enough that routing policy plays little role in IGP routing pro-
tocols such as OSPF and IS-IS, especially when each IGP is considered in isola-
tion. But routing policy has an absolutely crucial role in BGP, and considering
that on the Internet today no IGP is ever used in isolation without at least some
interaction with BGP, routing policy should still be a topic even when IGPs are
the focus of the discussion.

In fairness, the goal of many of these books is not routing policy or use of the
routing protocols, but just a detailed (and often very detailed) examination of
the role of every byte and every bit in every packet and every message type in
the routing protocol. But even one huge book that explores the operational
aspects of the routing protocols, a book that emphasizes the actual use of the
routing protocols, devotes little more than 20 pages to routing policy out of
more than 1,000. Many of the other books in this field are written by academ-
ics or router vendor gurus that apparently have little time to spend in a lab
actually configuring routers and seeing how they behave when distributing
routing information, or finding out how the ISPs actually use routing proto-
cols and routing policy. Most of these other books also seem to be embedded
in “Cisco-speak,” the assumption being that the reader will only be using a
Cisco router to implement any of these protocols. For instance, one BGP book’s
section on route stability makes certain Cisco-specific actions seem like key
features of the BGP specification. When many authors say “BGP,” they often
mean “Cisco’s implementation of BGP,” although this is rarely made clear to
the reader.

This book corrects these situations in several ways. First, the emphasis is not
so much on how the routing protocols exchange messages or the format of the
protocol message fields, although that information is, of course, present. The
emphasis in this book (and series) is on configuring the routing protocols to do
what needs to be done, either to attach a site to an ISP, to allow a router to
participate in an ISP backbone, or to connect the router to other ISPs’ routers.
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There is more than enough information in this book on IS-IS and OSPF in gen-
eral, but the emphasis is on BGP as the most important routing protocol on the
Internet today. Second, there are numerous real-world examples showing
the configuration parameters in action in a vendor-independent fashion. For
instance, when we discuss a BGP feature such as route damping, the general
topic is followed by a section on how to configure the key damping parame-
ters on a Cisco router. Then there is a section on how to configure the same
behavior on a Juniper Networks router. At each step, comparisons are made,
but not in a judgmental fashion. Including information on only Cisco and
Juniper Networks routers is in no way intended as a critical judgment on other
vendor’s products or methods. The exclusion of router vendors other than
Cisco and Juniper Networks is a decision forced by the demands of time,
resources, and sheer magnitude of the task.

How This Book Is Organized

This book about routing protocols and routing policy addresses not only IGPs
such as IS-IS and OSPF but also the key EGP known as BGPv4. Also addressed
are Cisco implementations of routing policies as well as implementations for
Juniper Networks routers as well. All aspects of routing policy are fully cov-
ered. Despite the recent industry doldrums, the Internet remains a key part of
life around the world. The time for such a volume is clearly here.

This book also demystifies the operation of all routing protocols in general
and BGP in particular. Full attention is paid to details of operation at the lower
levels of the protocols, such as what happens when two BGP routers first inter-
act. But the whole idea is to present a framework for understanding how
routers are gathered into ISP networks and how these networks are combined
into the Internet. It is at this point of creating an internetwork that routing
policy plays a key role.

No other books are available that explain how routing policy works in non-
technical detail and at the same time explain why routing policy technologies
are so important to the Internet today. So far, most of the latest ideas in the
routing policy field have been discussed only in vendor white papers and
technical journals. This book is state-of-the-art subject matter with a multi-
vendor approach. This is a fresh approach to the entire field of routing policy.

This routing policy book is organized as a readable, practical guide rather
than a reference manual. The structure offers a balance between the extreme
technical detail of the vendor reference materials and the high-level overviews
found in the trade press and magazine articles dedicated to other subjects. By
working through the numerous real-world applications and examples, espe-
cially in the later portions of the work, this book reaches readers with a variety
of backgrounds and experience.
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xxi

This book has no computations to speak of, other than a few algebraic
formulas to illustrate topics like route damping. And these are represented
graphically as well as in formal mathematical notation.

One final note is needed regarding the scope of the chapters on the routing
protocols and the example networks used to illustrate the main routing proto-
col principles. None of the example networks are intended to exhaustively
explore every aspect of each routing protocol and all of the routing policy pos-
sibilities. To do so would require a book at least twice as large as the present
volume. So there is no mention or configuration of more obscure (but worth-
while) features such as ignoring the attach bit, creating virtual links, or multi-
ple hops for border routers. All of the routing protocol and routing policy
basics are covered, but the size of the book limited the depth to which each
protocol and policy could be explored.

Part 1: The Internet and the Router. These six chapters set the tone
for the rest of the book and series. This part of the book positions the
Internet, Web, the IP packet, and the role of the router (both Cisco and
Juniper Networks routers) so that readers can appreciate the importance
of later topics in the book.

Chapter 1: A Brief History of the Internet and Router. This chapter
sets the stage not only for the whole work but for the whole series.
This is a historical overview of the Internet, with the emphasis on
what has happened since the Web hit town in the 1990s. The empha-
sis, naturally, is on the role of the ISPs and the use of the router today
as the network node of the Internet. The Internet history presented
here is an overview, focusing on the growth of the Internet since
around 1983 rather than the details of the roots of early Internet as
ARPANET. Then the history of the Internet almost merges around
1993 with the history and growth of the Web (then the World Wide
Web). The growth of the Internet and Web spurred the currently con-
tinuing evolution of the router as the key component and network
node of the Internet. Finally, the role of the Internet service providers
(ISPs) themselves is introduced, again in historical perspective.

Chapter 2: TCP/IP Survivor’s Guide. This chapter offers an overview
of the Internet protocol suite, more commonly known as the TCP/IP
stack. The intent is to provide basic information and knowledge that
is assumed in the later chapters. The approach treats the TCP/IP pro-
tocol stack’s lower layers first, meaning the basic frame structures
and transports used for IP packet and routing protocol information
transfer. Next come the Internet protocol suite upper layers, meaning
transport protocols TCP and UDP, as well as the applications that rely
on these and other lower layers to perform their roles. Several adjunct
IP functions such as DNS and ARP are also discussed here. Finally, the
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basic structure of the IP version 4 (IPv4) packet header is examined.
Although the emphasis throughout most of this book is on IPv4
(simply called IP in this book), the next chapter takes a close look
at the newer IP version 6 (IPv6).

Chapter 3: IP Addressing and Routing. This chapter explores the key

topic of the IP address space. Routers in a very real sense do little more
when they receive a packet than figure out just what to do with an IP
address. The differences between direct routing and indirect routing
are investigated. This chapter also looks at IPv6 addressing and head-
ers. The main topics here are the original classful IP address space, IPv4
as currently implemented using classless IP addressing, and IPv6
addressing.

Chapter 4: Subnets and Supernets. This chapter puts all of the con-

cepts from the previous chapters together. The chapter introduces
the idea of the IP masking to create subnets and supernets and how
routers deal with IP addresses with variable-length network prefixes.
All of the necessary terminology and practices regarding subnets and
supernets are explored, as well as the key topic of variable-length
subnet masking (VLSM). Various forms of IP prefix notation are also
covered in full, especially with regard to IPv6.

Chapter 5: Cisco Router Configuration. This chapter begins with a

discussion of Cisco router architectures, using generic Cisco memory
components as examples. This chapter then introduces the notation
used for the configuration and routing policy examples used in the
rest of the book. The examples in this book assume the simplest case
of router access for configuration purposes: direct terminal console
connection to the router. Other methods of access are briefly discussed,
but not in detail. The normal look and feel of the configuration files
and command-line interfaces for Cisco routers is also shown in this
chapter. The chapter ends with the configuration of a Cisco router for
global and interface parameters, and then a loopback address, some
static routes, and an aggregate route.

Chapter 6: Juniper Networks Router Configuration. This chapter

begins with a discussion of Juniper Networks router architectures

and products, emphasizing Juniper Networks routers” distinct
hardware-based approach to routing. Access methods for Juniper
Networks routers are discussed, but the examples in this book assume
the simplest case of router access for configuration purposes: direct
terminal console connection to the router. Other methods of access are
briefly discussed, but not in detail. The normal look and feel of the
configuration files and command-line interfaces for Juniper Networks
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routers is also shown in this chapter. The chapter ends with the
configuration of a Juniper Networks router for global and interface
parameters, and then a loopback address, some static routes, and an
aggregate route.

Part 2: Interior Routing Protocols. These six chapters show the operation
of the leading IGP routing protocols OSPF and IS-IS. Even RIP is covered,
but mostly to show the shortcomings of RIP with regard to current
thinking about what an IGP should and could do. The intent here is to
avoid getting bogged down in the operational details of protocols like
OSPF and IS-IS during the later discussions of IGP routing policies.

Chapter 7: Routing Information Protocol (RIP). This is a chapter
about the first standardized IGP routing protocol, RIP. The chapter
also explains why RIP is not often used today for “serious” Internet
routing. The whole point is to explain why RIP is not used much in
this book, despite the continued use of RIP. The chapter starts with
a look at how RIP functions, and then proceeds to specifically detail
the reasons that RIP should probably be avoided today.

Chapter 8: Configuring RIP. This chapter includes a look at how to
configure RIP and RIPv2 on a Cisco and Juniper Networks routers.
This is done mostly to prepare the reader for the OSPF and IS-IS con-
figurations given later in this part of the book. There is a section on
the use of RIPng for IPv6. Finally, because they are specific to Cisco,
the chapter only includes a note on IGRP/EIGRP, and there is no
detailed treatment of the Cisco IGRP and EIGRP routing protocols
at all in this multivendor book.

Chapter 9: Open Shortest Path First (OSPF). This chapter details the
architecture and operation of OSPF. All aspects of OSPF are explored,
from updates to handshakes, and from areas to subareas. After an
introduction to the origins of OSPF, the chapter investigates the key
concept of OSPF areas, and all aspects of using OSPF as an IGP today.
A short section considers extensions to OSPF for IPv6 use.

Chapter 10: Configuring OSPE. All the details on how to configure
OSPF on Cisco and Juniper Networks routers are examined in this
chapter. First, general configuration steps are given, and then several
specific examples of a Cisco OSPF configuration and a Juniper Net-
works OSPF configuration, both using the same reference network.

Chapter 11: Intermediate System. Intermediate System (IS-IS). This
chapter details the operation of the key components of the IS-IS rout-
ing protocol. The treatment is at the same depth as that for OSPF. So
after an introduction to the origins of IS-IS, the chapter investigates
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the concepts of IS-IS level, and all other aspects of using IS-IS as an
IGP today. The chapter is mainly presented as a helpful list of the dif-
ferences between the OSPF and IS-IS routing protocol.

Chapter 12: Configuring IS-IS. This chapter provides all the details
on how to configure IS-IS on Cisco and Juniper Networks routers. As
with OSPF, there are first general configuration steps, and then several
specific examples of a Cisco IS-IS configuration and a Juniper Net-
works IS-IS configuration, both using the same reference network.

Part 3: Exterior Routing Protocols. These two chapters explore how
the Internet relies on EGPs (almost exclusively BGP) for connectivity
between ISPs. The emphasis here is on the different needs of EGPs
as opposed to IGPs and how BGPv4 fills these needs admirably.

Chapter 13: Border Gateway Protocol (BGP). This chapter investigates
the BGP routing protocol in detail. From the basics of BGP, such as
message formats and attributes, the chapter moves on the consider
EBGP and IBGP (and a bit about CBGP). All of the roles of BGP are
investigated, including route reflectors and confederations. The chap-
ter closes with a look at the interactions between BGP and the IGP,
since BGP cannot bootstrap itself into existence the way that an IGP
can. Some simple policies to distribute BGP routes and address next-
hop self solutions to BGP reachability problems are given as well.

Chapter 14: Configuring BGP. In this chapter, all the details on how to
configure BGP on Cisco and Juniper Networks routers are provided.
As with the IGPs, there are first general configuration steps using
defaults, and then many specific examples of a Cisco BGP configura-
tion and a Juniper Networks BGP configuration, both using the same
reference network. Both IBGP and EBGP are fully explored. Even
router reflector and confederation configurations are included.

Part 4: IGP Routing Policies. To this point, the emphasis in the book
has been on just getting the routing protocols up and running. Now
the emphasis shifts in these two chapters to creating and implementing
the routing policies needed to make the routing protocols interact in the
way necessary to shuttle traffic as needed around the network.

Chapter 15: Routing Policy. This chapter is primarily a background
and terminology chapter. This chapter introduces concepts such as
regular expressions, the differences between an input policy and an
output policy, and so on. This chapter explores just why routing poli-
cies are needed and introduces the key idea of a default policy for each
routing protocol. Some typical example input policies for an IGP are
given, and then some example output policies. The routing policy
“language” for both Cisco and Juniper Networks routers is covered.
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The Cisco examples include the use of route map, several types of
access list, prefix lists, and distribution lists.

Chapter 16: IGP Routing Policies. This chapter details the operation
of the routing policies normally used in OSPF and IS-IS. Again, com-
plete configuration sections are added in this chapter. There are first
general configuration steps using defaults, and then a specific exam-
ple of a Cisco OSPF policy configuration and a Juniper Networks
OSPF policy configuration, both using the same reference network.
Then a method of converting from an OSPF to an IS-IS network is con-
sidered (with a few words about converting IS-IS to OSPF). The chap-
ter ends with a detailed look at IS-IS route leaking and how routing
policies are used to implement this very important IS-IS feature.

Part 5: EGP Routing Policies. These final three chapters apply the
concepts regarding routing policy introduced in the earlier IGP policy
chapters to BGP, which is perhaps the most important goal of the book.
Despite the title, this part of the book exclusively examines BGP, which
is the only standard EGP in widespread use on the Internet today.

Chapter 17: Basic BGP Routing Policies. This chapter explores the
various ways that routing policy influences BGP operation. This
chapter examines IP address space aggregation in more detail, and
the two most fundamental BGP attributes used for BGP route selec-
tion, the Origin and Multi-Exit Discriminator (MED) attribute. MED
is the closest thing that BGP has to a pure IGP metric, but it is used
between ASs rather than inside an AS.

Chapter 18: AS Path and Local Preference. This chapter covers the
use of AS Path and Local Preference attributes in BGP routing policies.
More than any other attributes, the AS Path and Local Preference con-
trol the flow of packets through the Internet from ISP to ISP. AS Path
regular expressions are covered here as well. Several real examples are
used to illustrate the use of the AS Path and Local Preference.

Chapter 19: BGP Community and Route Damping. The final chapter
in this book deals with the BGP Community attribute and BGP route
damping. The Juniper Networks regular expressions for BGP Commu-
nities are fully discussed. Routing policies to adjust Community strings
and Community use are presented, with a real-world example, and the
book closes with a look at how routing policies can control route damp-
ing for different links between different categories of ASs and ISPs.

From start to finish, this book is designed to build concept upon concept,
from the simplest ideas about IP prefixes to the most complex BGP routing
policies used between ISP peers on the Internet.
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A Note on the Configurations

Almost all of the configurations and show command output presented were cap-
tured directly from console terminal connections to the routers themselves. There
were very few exceptions, mostly along the lines of configuration fragments to
add a certain feature (knob) to an existing configuration. In other words, the
networks or lab setups created in this book are real networks, with real results,
and are not simply taken from other sources or vendor documentation.

Every effort has been made to accurately represent the behavior of a routing
protocol or routing policy. The only compromise is that in many cases the
Juniper Networks routers used were running JUNOS software on a UNIX plat-
form in a kind of router emulation package. This is not a supported configura-
tion, but often used internally at Juniper Networks for quick investigations
into router behavior. The only real differences in behavior from M-series
routers are with regard to certain chassis-related commands and firewall
filters, neither of which are used in this book at all. For purposes of realism, the
interface names were edited to reflect Fast Ethernet M-series interface naming,
however.

A total of 22 routers were used to configure the example networks used in
this book, but no more than 12 in any one network. There was a core network
consisting of nine UNIX-based PCs running JUNOS software. This was a
home-lab setup, but frequently nine real M-5 routers were available for the
preparation of this book.

In addition to these 18 Juniper Networks routers, 4 Cisco routers were used.
Two were older AGS+ routers running IOS 10.4, but these were mostly used as
traffic sources and external BGP peers. Most of the real work was done on a
Cisco MGS running IOS 11.3, which remains the most common IOS in use.
This 1 router went a long way, and creative use of addressing made this
single router appear to be two in some cases. For newer features, or when
Cisco-to-Cisco checking was needed, a small 2610 running IOS 12.2 was used
as well. For consistency, these configurations were edited to appear as Fast
Ethernet as well.

Finally, it should be pointed out that the configurations presented are
intended to highlight one routing protocol or policy feature or another and
therefore should not be considered realistic examples of a total configuration
on a real production network. In the real world, production configurations
would be much more robust and have many features (mostly regarding secu-
rity) that are not present in these configurations because of space limitations.
But none of these extras would alter the behavior of the routing protocols or
policies themselves.
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Who Should Read This Book

Routing protocols and the rules that form routing policies are key technologies
to equipment vendors, service providers, and customers today. These areas
include, but are not limited to, IS-IS, OSPF, BGP, route filtering, changing route
attributes, and so on. Anyone with an interest in any of the areas and tech-
nologies should find this book rewarding.

The multivendor aspect of this approach to these protocols and technologies
is one of the main attractions of this book and other forthcoming titles in the
series.

The primary audience for this book is ISP personnel. There just are not any
books they can read today that address the whole idea of routing protocols
and routing policies adequately. ISP personnel working with customers and
users need to understand routing protocols, and routing policies especially, to
provide guidance for the potential users of ISP services.

A secondary audience is the large field of the certification and training activ-
ities undertaken by networking companies, telephone companies, ISPs, and
industry employees. It is hoped that this text will provide all the knowledge
needed to become proficient with regard to just how routing policies play a
role in, and are implemented by, network services offered through the Internet.
Another secondary audience for this book is the technical IT or IS professional
interested in how the global Internet functions between client and server.

The third audience for this routing book is educators and consultants.
Because of the lack of nontechnical information in a full-length work, there is
a tremendous need for educating professionals regarding routing policy.

Tools You Will Need

Only minimal working knowledge of networks, both local and wide, is
assumed here. If a reader has successfully exchanged email, seen a Web page,
or downloaded a file over the Internet, that is all that is really expected in
terms of expertise. You need not know the details of 10Base-T Ethernet, but it
is a bonus if you realize that there is often a hub between workstation, PC, or
laptop and the router linking the user to the Internet.

The early chapters are not intended as a rigorous tutorial. There are many
other books that form much more detailed sources for topics like TCP/IP or
LANS. There should be something here for the more experienced as well. Even
those familiar with the early days of the Internet, Web, or router industry
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should enjoy some of the stories and lore of events in the past often forgotten
in the rush toward the future.

All that is really needed to get the most out of this book is an interest in the
topics covered.

Summary

From here, Part 1 of this book introduces and details the Internet, IP and
routers, IP addresses old and new, and the key concept of the variable-length
IP prefix. This will be new material to some and simply a review for others. But
even those who work with these concepts every day might enjoy a new per-
spective on even familiar territory.

By the end of this book, readers should have a complete idea of how routing
protocols and routing policies fit together to make the Internet what it is today.



The Internet
and the Router

It is impossible to write about routing protocols and the routing policies that
affect the behavior of these routing protocols without a firm grasp of just
what these twin tools are trying to accomplish. Routing protocols establish
the global connectivity between routers that in turn establish the global con-
nectivity that makes the Internet what it is today. Routing policies adjust and
tune the behavior of the routing protocols so that this connectivity is made
more effective and efficient.

Routers are the network nodes of the global public Internet, passing IP
address information back and forth as needed so that every router that
needs to knows when a new network (IP prefix) has been added anywhere
in the world, or when a link or router has failed and so other networks
might now be (temporarily) unreachable. Routers can dynamically route
around failed links and routers in many cases, unless the destination net-
work happens to be right there on the local router itself. Routers are network
nodes in the sense that there are no users on the router itself that originate or
read email (for example), although routers routinely take on a client or a
server role (or both) for administrative purposes. Routers almost always just
pass IP packet traffic through from one interface to another, input port to
output port, all the while trying to make sure that the traffic is making
progress through the network and moving one step closer to its destination.
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The network that a great many routers find themselves attached to is, of course,
the global, public Internet. This is not always the case, however, and there are
still plenty of private router networks with no links to the Internet at all, some-
times for the sake of security, often just because connectivity to the Internet for
this network is simply not needed or desired. Often local area networks
(LANSs) used in private organizations use routers to link departments, usually
within the same building or office complex. This book will mention such
private router networks only in passing, not because these networks are
unimportant, but mainly because the role of routing policy is more critical
when the global public Internet is involved than when connectivity between
the Sales and the Marketing departments are the only issue. The emphasis on
this book is on the global, public Internet.

The situation in the router world and on the modern Internet is complicated
by considerations of dynamic host addresses, IP network address translation
(NAT), and other features often used now for security purposes. The emphasis
in this book will be on router use of publicly assigned IP address spaces.
Again, the intent is not to downplay the significant role that dynamic host
address configuration or NAT play in modern router networks, but just to
make the main topics of routing protocol and routing policy behavior more
understandable and less complex than they already are.

So this book starts off with a look at the role of the router as the platform of
the routing protocols, and the history of the Internet that forms the context
within which the routing policies operate.



A Brief History of the
Internet and Router

The days of conceiving the Internet as something to be mapped, grasped,
understood, controlled, and so on are quite frankly gone. What exists instead
in today’s world of interconnected computers is a kind of ISP grid net, a hap-
hazard, interconnected mesh of Internet service providers (ISPs) and related
Internet-connected entities such as governments and learning institutions. But
why introduce a new term when Internet is much more common and perfectly
fine for most discussions of routers? Because only with an appreciation of the
Internet as an ISP grid net can the important role of routing protocols and rout-
ing policies in today’s Internet be understood. Talk of peers and aggregate
summaries and backbones and access points and points of presence (POPs)
make much more sense in the ISP grid net context than in the older context of
a monolithic Internet.

The idea of the Internet as ISP grid net is shown in Figure 1.1. Large national
ISPs, smaller regional ISPs, and even tiny local ISPs make up the grid net. In
addition, pieces of the Internet act as exchange points for traffic such as CIX
(Commercial Internet Exchange), FIX (Federal Internet Exchange), and NAPs
(network access points). The precise role of the NAPs, CIX (now officially
obsolete), and FIX will be explained later on in this chapter. They are included
in the discussion to point out the overall and varied structure over time of
what appears to be a unified Internet.
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These Internet pieces are all chained together by a haphazard series of links
with only a few rules, mostly of local scope (although there are important
exceptions). NAPs, which are collections of routers where different ISPs can
exchange traffic, are meshed with very high-speed links, and Tier 1 ISPs must
have high-speed links to two (or more) NAPs. The smallest ISP can link to
another ISP and thus allow their users to participate in the global, public Inter-
net. Increasingly, linking between these ISPs is governed by a series of agree-
ments known as peering arrangements. National ISPs may be peers to each
other, but they view smaller ISPs as just another type of customer. Peering
arrangements detail the reciprocal way that traffic is handed off from one ISP
to another. Peers might agree to deliver each other’s packets for no charge but
bill non-peer ISPs for this privilege, since presumably the national ISP’s back-
bone will be shuttling a large number of the smaller ISP’s packets around but
using the smaller ISP for the same purpose to a lesser degree. A few examples
of Tier 1 ISPs, peer ISPs, and customer ISPs are shown in the figure.

I High.speed NAPs: Public peering
— Medium speed points
---------- Low speed

Large national ISPs

Peer of ISP A
Customer of ISP B

Customer of
ISP B

3 : . Customer
Customer " Customer Customer i Customer

Cusfomer
Customer Customer Customer  Customer

Figure 1.1 The ISP grid net.
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At the bottom of Figure 1.1, millions of personal computers (PCs), minicom-
puters, and mainframes act as either clients, servers, or both on the Internet.
These hosts—anything running Transmission Control Protocol/Internet Pro-
tocol (TCP/IP)—are usually attached by LANs and linked by routers to the
Internet. These LANSs are just shown as customers to the ISPs. Although all
attached computers conform to this client/server architecture, many of them
are strictly Web clients (that is, browsers) or Web servers (that is, Web sites) as
the Web continues to take over more of the form and function of the Internet at
large. Only at this bottom level is the term customer spelled out. At the other
levels, members of each ISP’s network are represented by just a C. For the sake
of simplicity, Figure 1.1 ignores important details of the grid net such as the
LANs and routers. However, it is important to realize that the clients and
servers are on LANs and that routers are the network nodes of the Internet.
The number of clients actually exceeds the number of servers many times over,
but this is not apparent from the figure.

Moving up one level, the figure shows the thousands of ISPs that have
emerged in the 1990s, especially since the Web explosion of 1993 to 1994. Usu-
ally, the link from the client user to the ISP is by way of a simple modem-
attached, dial-up telephone line. In contrast, the link from a server to the ISP is
most likely a leased private line, but there are important exceptions to this sim-
plistic view. Although also not shown in the figure, a variety of Web servers
may be within the ISP’s own cloud network. For instance, the Web server on
which an ISP’s members may create and maintain their own Web pages would
be located here.

A common practice in the networking field is to represent an ISP’s (or any
other type of service provider’s) network as a cloud or oval. Sometimes the
graphic actually looks like a cloud, but this practice only detracts from the fig-
ure’s message in many cases, and networks are anything but light and fluffy.
The use of the network cloud goes back to a telephony service provider data
network known as the X.25 public packet-switching network, which shares
many features with the Internet. The reason for the X.25 cloud was twofold.
First, customers and users did not have to concern themselves with the details
of the network in any way. Packets went into the cloud and emerged from the
other side. Second, the cloud hid the fact that what was inside it was really
exactly the same types of things that customers had on their own networks:
network devices and links between them. There was no magic at all, just a net-
work. X.25 was simply a public version of a private network, but with hidden
details, packets, and economies of scale. In the same way today, ISPs condense
their networks into clouds to hide the details of their actual network structures
from customers (who do not need to know), competitors (who almost all want
to know but should not), and hackers (who definitely should not know).
Moving up again to a higher cloud layer, the smaller ISPs link into the large
backbone of the national ISPs. Some may link in directly, whereas others are
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forced for technical or financial reasons to link in daisy-chain fashion to other
ISPs, which link to other ISPs, and so on until an ISP with direct access to a NAP
is reached. Note that direct links between ISPs, especially those with older
Internet roots, are possible and sometimes common. In fact, the NAPs were
once so congested that most major ISPs prefer to link to each other directly
today, and so are peering directly to one another, bypassing the need to use the
NAP hierarchy to deliver traffic.

The NAPs themselves are fully mesh-connected—that is, they all link
directly to all other NAPs. Figure 1.1 shows only the general structure of the
U.S. portion of the Internet. However, a large percentage of all inter-European
traffic passes through the U.S. NAPs. Most other countries obtain Internet con-
nectivity by linking to a NAP in the United States. Large ISPs routinely link to
more than one NAP for redundancy. The same is true of individual ISPs,
except for the truly small ones, which rarely link to more than one ISP, usually
for cost reasons. Note also that peer ISPs often have multiple, redundant links
between them.

Speeds vary greatly in different parts of the Internet. For the most part,
client access is by way of low-speed dial-up telephone lines, typically at a
speed 33.6 to 56 kilobits per second (Kbps). Servers are connected by medium-
speed private leased lines, typically in the range of 64 Kbps to 1.5 megabits per
second (Mbps). The high-speed backbone links between national ISPs run at
higher speeds still, sometimes up to 45 Mbps. On a few, and between the NAPs
themselves, speeds of 155 Mbps (known as OC-3c), 622 Mbps (OC-12c), 2.4
gigabits per second (Gbps) (OC-48c), and now even 10 Gbps (OC-192c) are not
unheard of. Higher speeds are needed both to minimize large Web site page
transfer latency times and to concentrate and aggregate traffic from millions of
clients and servers onto one network.

Where did the ISP grid net come from? What happened to the Internet along
the way? How did the routers and the protocols that run on these routers
become so important to the Internet and Web? To answer these questions, we
need to start at the beginning.

The Pre-Web Internet

A popular television commercial in the United States once switched back and
forth between images of 1960s-era rock concerts and peace rallies and a small
group of white-shirted, pocket-protected, glasses-wearing nerds trying to make
a computer the size of a small car power up properly. The nerds consulted their
slide rules, which were devices used by engineers to make calculations before
there were electronic calculators, and finally managed to make the computer
flash green lights in a satisfying manner. The commercial then ended in the
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present, and as the gray-haired and paunchy nerds labored with new equip-
ment, a youthful engineer gazed in wonder at the slide rule that was found in
a drawer. The point was, of course, that in 1969, while many people frolicked
through the carefree 1960s, a few dedicated engineers were putting together
the first sites for what would become the Internet. The commercial was full of
obvious improbabilities, such as the stereotyped appearance of the group and
the presence of a slide rule in a modern computer lab. Even by 1969, many
engineers had already embraced the expensive and bulky laptop-sized elec-
tronic calculators that could only add, subtract, multiply and divide but were
starting to appear on the market. But the Internet and computer networking in
general are not all that old, and many network pioneers are still productively
involved in all aspects of modern research and development. Despite the
relative newness of the technology, the networking variations from the late
twentieth century seem antiquated today. The Internet of 1990, for example, is
in some ways as different from the modern Internet as an old World War I vin-
tage biplane is from a modern jet fighter.

Of course, it is just as wrong, and just as right, to call the network built in
1969 the Internet as it is to call the contemporary ISP grid net the Internet.
What the nerds had wrought, at the same time almost to the day that many
other college students were happily rolling in the mud in upstate New York at
the Woodstock Music and Arts Festival, was a U.S. government network called
(in true federal government acronym fashion) the ARPANET, or Advanced
Research Project Agency Network. ARPANET was funded in 1968 to perform
research into packet-switching networks, and the network nodes were to be
built by a company called Bolt, Beranek, and Newman (BBN). These network
nodes were not called routers, or even gateways (the older Internet term for
router). They were called interface message processors, or IMPs. Not everyone
in government, even those who know about the BBN contract, was quite sure
what was going on or even just what an “interface” was. The story goes that
Senator Edward Kennedy, in whose home state of Massachusetts BBN was
headquartered, sent a congratulatory message to BBN thanking them for
the efforts to bridge religious differences with their new interfaith message
processor.

ARPA itself had been created under the U.S. Department of Defense (DoD)
to combat the perceived gap between the U.S. and Russian space programs.
This gap was made painfully obvious to some when the Russians launched
Sputnik, the first earth-orbiting satellite in 1957. The possibility of spying or
even bombing from orbit became a real concern, and interservice rivalry
between the Army and Navy over their own satellite plans slowed the U.S.
response even further. Research into rocketry and related systems such as in-
flight guidance at U.S. colleges and universities was slowed by a lack of com-
munications between staff efforts to address problems. The answer, ARPA
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soon decided, to all these scattered efforts was closer coordination among
agencies and institutions receiving ARPA funds under the DoD banner for
research. Since many of the engineering issues that had been raised by then-
current research were being addressed graphically on computers, it seemed
plain to many that some form of computer network was needed to bring some
semblance of order to these efforts.

The problem was that no one at the time had the slightest idea how a net-
work for computers, as opposed to, say, telephones, should look and act. The
early 1960s saw progress on this basic problem in the form of a series of papers.
From 1961 to 1964, three crucial papers outlined the basic concepts. Leonard
Kleinrock, at the Massachusetts Institute of Technology (MIT), examined
packet switching using small parcels of data that came to be called datagrams;
J.C.R. Licklider and W. Clark at MIT, explored the idea that computer commu-
nication could take place “online” in real time; and Paul Baran, at RAND, an
important think tank, investigated the absolutely key concept that a network
intended for national defense should have no central point of failure, or even
a place where everything was controlled.

Implementation of these ideas started slowly. In 1965, two computers were
linked with a 1,200 bits per second (bps) telephone line, pretty much state-of-
the-art speed for the time. At least telephone giant AT&T had already invented
the modulator-demodulator, or modem, for analog-digital conversion at Bell
Laboratories sometime during World War I so that digital computer bits could
flow over a standard analog telephone line. One story about the modem has it
that Bell Labs wanted to demonstrate a new telephone system computer at a
conference at Dartmouth College in New Hampshire. But in the early 1940s,
the threat of sabotage and spying was considered too great to actually risk
shipping the computer by truck from New Jersey. So the engineers devised the
modem as a way for an engineer to sit at a teletype machine keyboard (those
had been around since the early 1900s) at Dartmouth, type a command for the
computer in New Jersey, and then see the output as it scrolled on the teletype
machine’s paper output. Its purpose served, the modems apparently went into
a closet somewhere until they were needed again 20 or so years later.

Various plans for a full ARPANET were circulated over the next few years,
until by December of 1969, four nodes were up and running. These were at the
University of California at Los Angeles (UCLA, whose IMP was installed on
August 30), Stanford Research Institute (SRI, whose IMP was connected on
October 1), the University of California at Santa Barbara (UCSB, whose IMP
was connected on November 1), and the University of Utah (linked soon after).
Alogical map of the initial four-node Internet appears in Figure 1.2. The com-
puters linked were an IBM 360, a DEC PDP 10, an SDS Sigma 7, and an SDS
940. Ironically, the ARPANET was all ready to go after the space race was over,
having been won by the United States in July of 1969 with the initial lunar
landing.
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SDS 940

IBM 360

Sigma 7

Figure 1.2 The original four-node ARPANET in 1969.

Note that the SRI IMP not only had to deliver packets to the attached SRI
host but pass packets on to Utah. This forwarding aspect of traffic not for itself
is the essence of network node and router operation. One of the most impor-
tant features of this initial ARPANET was that the computers linked were from
different vendors, as shown in Figure 1.2. So all four nodes used different
operating systems, internal representations of data, and low-level languages.
The function of the IMPs was to take the vendor-specific internals of the source
data and translate them to a common “protocol” as the information flowed
between the IMPs. Thus, each IMP only had to convert between two formats:
the internal format of the host computer and the network format. This was
much more important then than it is now. By the late 1970s, there were at least
10 major computer vendors in the United States alone, all with their own archi-
tectures and internals. An IMP, even with a whopping (for the time) 12 kilo-
bytes (KB) of memory, could hardly be expected to understand and translate
among them all. The format used on the network complied with the
ARPANET Host-Host Protocol, which was soon replaced with the more robust
Network Control Protocol (NCP), and later still by TCP/IP.

The early network pioneers, called the Network Working Group, were not
even sure they were always doing what was expected of them. They had a
mandate from Washington to create a computer network; that much was clear.
But with the planners all the way back on the East Coast, the implementers
were not taking any chances that they were somehow exceeding their author-
ity of going beyond the strict terms of the contract between ARPA and BBN.
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So right from the start, in April 1969, Stephen Crocker at UCLA decided to doc-
ument implementation issues and Network Working Group decisions on how
to solve them. Since many were convinced that some “pro from the East”
would appear at some point and tell them exactly what to do, these messages
back to the East Coast were titled “requests for comments.” This practice gave
birth to the famous series of Internet specifications, the RFCs, but unfortu-
nately (or fortunately), no one ever showed up to take charge.

The newly born network spent many years more or less inventing itself.
ARPANET was a hit from the start, but only among the groups under the
ARPA umbrella. Digital lines (rare at the time) running at 56 Kbps came in
1970 to link BBN to UCLA, and MIT to Utah. Fifteen nodes were operational
by the end of 1971, which was the planned target size, and the familiar email
@ sign made its debut. International links came in 1973, to England by way of
Norway, and in 1976 Elizabeth II, Queen of the United Kingdom, sent out an
email from the first head of state at the Royal Signal and Radar Establishment.

This is not to say that the ARPANET did not have problems. In 1973, there
was a famous lockup on Christmas Day when the Harvard IMP decided to tell
all the other IMPs that it was zero hops away from every destination on the
ARPANET. Naturally, all packets converged on Harvard, creating the first
black hole in Internet history. And right from the start, it became obvious that
pure packet streams could arrive out of sequence or not at all. Independent
routing was robust and reliable when it came to reachability (if there’s a way
for a packet to get there, it will), but error-prone and “unreliable” when it came
to basic service quality (no errors, then many packets missing; in sequence,
then not . . .). So in 1974, these and other problems were addressed in a paper
from Kahn and Vinton Cerf proposing an additional protocol layer to add
some simple reliability to the packet shuffling through the IMPs on the
ARPANET. This was to be called the Transmission Control Program (TCP).

ARPANET provided three key services to its users: email, remote computer
access (to become Telnet), and file transfer (actually, file copy) across the net-
work. In 1973, the most important use of the ARPANET appeared to be email:
a study done that year showed that fully 75 percent of the traffic on the
ARPANET was email. ARPANET quickly grew far beyond its initial 15-node
vision, and by 1983 comprised 113 nodes.

The term Internet appears to have been introduced in 1982, once TCP (now
Transmission Control Protocol) and IP (Internet Protocol) became the standard
protocols for ARPANET. TCP and IP were originally intended to be meshed as
one protocol layer, but during the development cycle in 1978, the decision was
made to try to make TCP and IP independent. However, in many features the
split was just not practical, so the designation TCP/IP reflected the close rela-
tionship between the two functions. Any collection of networks linked by
TCP/IP formed an internet. Those that linked networks on the ARPANET
formed the Internet according to some documents released around that time,
although the ARPANET did not disappear officially until 1990.
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However, the initial networks linked by the IMPs were just isolated mini-
computers and mainframes with their associated terminals. It was not until the
LAN came along in the early 1980s that the idea of a “network of networks” or
internet was used in the modern sense of the word. So “network of networks”
came to mean “a wide area network of local area networks,” although there
was and is no reason that wide area networks (WANs) could not form an inter-
net in addition to LANS. In fact, this was done in 1982 when what was now
the Internet was linked to another packet WAN. LANs came along when Bob
Metcalf linked Xerox Alto computers (early PCs) with a coaxial cable snaking
through the Xerox’s Palo Alto Research Center (PARC) in the late 1970s. This
network was soon standardized as Ethernet, although technically the standard
version should be called an IEEE 802.3 LAN.

The first exterior gateway protocol, called without a sense of irony the Exterior
Gateway Protocol (EGP), was used to link other WANSs to the Internet through
what was called a gateway. These gateways were another step along the evolu-
tionary path to the modern router. Originally, all routing information was dis-
tributed using a single algorithm to each and every device on the Internet. So
all network nodes knew every detail of the network. Even by the mid-1980s,
this degree of housekeeping was proving to be beyond the capabilities of even
high-end processors. Thus, the gateways allowed for interconnection of sepa-
rate routing domains to the core Internet, and each piece of the Internet would
run an interior gateway protocol (IGF) to provide full connectivity informa-
tion within a specific routing domain. Between routing domains, however,
only basic reachability information was needed so that each portion of the
total Internet knew generally where things were. A driver leaving Chicago
only needs to know that San Diego is in southern California somewhere. Only
once across the California border are more precise directions needed.

Several other key developments and experiments matured during 1983 and
1984 and changed the world of networking forever. First and foremost, the
cutover to TCP/IP from NCP began. Then the University of Wisconsin devel-
oped the concept of a name server so that users no longer had to look up the
network address of computers and email recipients in bulky books. This work
lead directly the Domain Name System (DNS) that could translate something
like an email addressed to walterg@juniper.net to the proper IP address with-
out user intervention. But beyond a doubt the most important development
during that time period was the incorporation of TCP/IP into an open, stan-
dard, supported, powerful, inexpensive, multi-user operating system: UNIX.
Once linking a computer to the Internet no longer required specialized hard-
ware or software (almost every UNIX workstation had an Ethernet interface
built in), the entire research community began to use UNIX and the Internet as
an indispensable part of their work.

Now LAN interconnection over the Internet began in earnest, fueled by the
ready availability of Berkeley UNIX (4.2 BSD) on desktop workstations. BSD
took the BBN TCP/IP code and first merged it, and later essentially rewrote
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the code, into UNIX. BSD had the TCP/IP protocol preinstalled and instantly
usable. In contrast, the “official” UNIX developed and distributed by AT&T
Bell Labs had no integrated networking capability at all. But because of restric-
tions on AT&T as a regulated telephone company, UNIX could not be sold for
profit by AT&T and was available to anyone who paid Bell Labs to ship it out.
And these users in turn were free to add, subtract, or modify anything they
wanted in UNIX, and even redistribute the result. BSD was a true distribution
of UNIX independent of the official AT&T channels. It is important to realize
that these new networking capabilities were at this time more or less restricted
to UNIX users. The common IBM-architecture PC was in this timeframe mar-
keted and sold as a standalone device that networking users tended to sneer
at. And Apple computer users were always proud of their independence from
standards or trends outside their own world.

UNIX today forms the core operating system for many types of computers,
workstations, and even routers. Hardware vendors now had a choice. They
could spend a lot of time and effort developing a new operating system from
scratch, and then marketing it and teaching people to use the new commands
and interface. Or they could just get a version of UNIX for practically nothing,
adapt it for their own architecture, and then provide their users with a famil-
iar command set and interface. Figure 1.3 traces the evolution of UNIX from its
origins in 1969 to the many slightly different, yet always familiar, versions
available today. Many users today encounter UNIX as Linux or FreeBSD. Even
Mac OS 10 has strong elements of UNIX in it, to the extent that Mac OS 10 must
spawn a Mac OS 9 process to run older, non-UNIX-oriented applications.

1969 UNIX
1975 Version 7
I I I
1980 System I XENIX Minix 4.1 BSD
1985 System VR3 AIX 4.3 BSD Ultrix SunOS
1990 System VR5 Linux NeXTStep Solaris
FreeBSD
1995 MacOS
(Dates very — Direct descent
approximate) ... Strong influence

Figure 1.3 The evolution of UNIX.
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In the same timeframe, ARPANET linked through a gateway to CSNET,
another large network. All this linking made the U.S. Department of Defense
nervous, since many military bases were now on the network as well. So in
1983, ARPANET split off the military bases on the network as MILNET, leaving
only 45 of the 113 nodes behind. DNS registration began when symbolics.com
was registered on March 15, 1985.

In 1986, the National Science Foundation (NSF) built a backbone for the
Internet (NSFNET) with 56-Kbps lines to link supercomputer centers at uni-
versities. This began a new surge of universities and colleges onto the Internet,
this time with no apparent government research ties. The routers of the day
did a great job of routing around link failures just as planned—when they
could. On December 12, 1986, an AT&T cable was broken between Newark,
New Jersey, and White Plains, New York. All seven ARPANET trunk lines run-
ning to New England happened to run through that single cable, so that the
region was effectively isolated from the rest of the world.

Early in the following year, NSF signed an agreement to manage the
NSENET backbone with Merit Network, Inc. Merit brought computer giant
IBM and telephone company MCI on board, and together they founded
Advanced Network Systems (ANS). The ANS dial-up network later became
the basis for the America Online (AOL) network for PC modem users. ANS
was the closest thing that the Internet ever had to a location the Internet was
run from operationally. ANS was headquartered for years in Elmsford, New
York, a tiny village about 30 miles north of New York City. And Senator Al
Gore did indeed “invent” the Internet in a sense when he officially requested
a national network for research and education. Why build something new
when the Internet was lying around? After all, RFCs had reached 1,000, and
attached hosts now topped 10,000.

The Internet was truly becoming global by 1988. NSFNET had links to
Canada, Denmark, Finland, France, Iceland, Norway, and Sweden.

By the late 1980s, most of the major pieces of the Internet were in place.
There were plenty of college students sending email, LANs, WAN links,
routers (gateways), routing protocols, routing domains, the basic name service
(DNS), and workstations running UNIX with TCP/IP built in. All that was
missing was the ordinary people without a high degree of computer or net-
work sophistication. With the Web, the people would come. And they would
come in a rush.

The Web Comes to Town

Most people encountered the Internet in college. Internet links were usually
subsidized and paid for by grants, so no one had to worry about paying for
Internet access or connection time. The first commercial ISP came in 1990,
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when The World began charging customers to dial in to the Internet with a
modem. Those without UNIX and TCP/IP (almost everyone with a PC or
Mac) could use a terminal emulation application to communicate with a real
host attached to the Internet. This caused some consternation at first, since the
acceptable use policy (AUP) in place at the time mandated Internet use for
research and education, not commercial purposes. But as government subsi-
dies began to dry up, NSF lifted commercial restrictions on the Internet in
March 1991. Now there was a scramble to figure out how to make money, or at
least not go broke, linking pieces of the Internet together. Anybody with a
router and a link could find a way to hook up to the Internet. But routers were
very expensive.

The evolution of the Internet and the evolution of the router cannot be con-
sidered in isolation. As the Internet grew, routers had to evolve to keep up
with the growth of traffic and routing table size. And more powerful routers in
turn encouraged more Internet links, more networked applications, and so
forth. When the Web explosion came, the router industry was ready, and one
company even more so than others. That router company was Cisco.

As important as the University of California at Berkeley was for UNIX (BSD
UNIX), Stanford University in nearby Palo Alto was even more important
where the Internet was concerned. One Stanford engineering building,
Margaret Jacks Hall, was the birthplace of industry leaders Silicon Graphics
Incorporated (SGI), Sun Microsystems (Sun stands for Stanford University
Network), and router “inventor” Cisco Systems. While Cisco did not really
invent the router any more than anyone “invented” the Internet, Cisco did
popularize the name router instead of gateway and basically defined what a
router for the Internet should do. Routers at the time were also called firewalls,
since routers could prevent many of the problems that surfaced when linking
many LANSs together with bridges. Bridging created one big LAN at the frame
layer, and this meant that any problem on one LAN at one site could easily
take down all of the sites linked by the bridge. Routers created one big net-
work (or internetwork) at the packet layer, but all of the LANs were still separate
at the frame layer. So LAN problems could be stopped by the packet-handling
firewall created by the router.

By the early 1990s, there were 11 vendors of networking equipment that sold
devices that had at least some routing capabilities. Some of these products
were positioned as enhanced bridges, since most LAN administrators were more
familiar and comfortable with the bridging features of these products and not
all worried about full implementations of all routing protocols. But all dealt
with IP packets at least at some level. These vendors were 3Com, Alantec, Bay
(Wellfleet), Cabletron, Cisco, DEC, Hewlett-Packard, IBM, Proteon, Retix, and
SMC. The most successful of these was to be Cisco, although when the Web hit
town, the most powerful backbone IP routers were made by Wellfleet (soon to
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become, with Synoptics, Bay Networks). One dollar invested in Cisco in 1995
became eight dollars in 1998. By 1999, Cisco was the eighth most valuable
company in the United States.

The Cisco AGS+ router was a marvel of engineering at the time, and yet
today that fact is hard to believe. The CPU ran at 25 or 30 MHz and typically
routed packets between four LAN and two serial WAN ports, although much
larger numbers of ports were supported. A hard drive with a couple hundred
megabytes was included as well. The AGS usually had about 4 MB of RAM,
depending on configuration and position in the network, but 16 MB could be
used as well. A single megabyte of RAM cost up to $250 at the time. But for the
Internet of the day, the router worked: Packets went in and packets went out.

The Internet was not the only game in town. There were online services and
bulletin board systems for ordinary citizens with PCs and Macs that were
totally independent of the Internet. But these “proprietary” services such as
CompuServe, Prodigy, and AOL were more concerned with keeping their
users satisfied with their own content rather than unleashing them on the
Internet. Besides, what was there on a government research network that
everyday people would want? And pay for?

In the early 1990s, there were some other very good reasons why most peo-
ple, even people with personal computers at work or at home, had no good
reason to think about joining the Internet. People with PCs were just getting
used to pointing and clicking at things with Windows (Mac users did not suf-
fer from this sudden shock). The almost totally UNIX command-driven Inter-
net was too different even from DOS to feel comfortable for most people.
Computers did not come with modems built in, and external analog modem:s,
which now ran at 9,600 bps, cost about $700 (the computer itself at the time
could cost upwards of $6,000 for current technology, and early double-speed
CD-ROM drives cost $1,000 or more). Most affordable modems ran at only
1,200 bps. And since there were few places to dial in for Internet access, the
phone call itself was often long distance. Demand could quickly drive down
the price for the hardware, but what could drive the demand for modems and
computers, and routers?

The answer, of course, turned out to be the Web.

The Birth of the Web

Imagine life on the pre-Web Internet. UNIX systems ran TCP/IP and hooked
up to a router. Server processes waited for client processes, run by users, to talk
to them, usually when a user sat down at a monitor and keyboard and typed
in a command like “mail.” Perhaps the user was a scientist at a research insti-
tution using the Internet to check his email. Today, there might be a response
from a colleague who might be able to recommend a paper requested to
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advance a current research project. The email scrolls across the screen, and the
colleague thinks there might be something on a computer on the Internet, but
in another country. And the colleague cannot remember exactly where it was
on the computer. No matter, the scientist can type in and run “telnet” as a client
and log in as “guest” on the remote computer. Now the UNIX commands are
run on the remote computer as if the scientist were a local user. Directories are
listed and probed with Telnet commands. What luck! The title of one paper
seems to be just the thing. Now the scientist can type in and run “ftp” as an
“anonymous” user and again list the contents of the directory (however, the
commands to list files in a directory with Telnet are different than those used
in FTP). Assuming the scientist knows these commands, the scientist can get a
copy of the paper transferred to his or her own machine. Unfortunately, the
paper title was misleading and is of no help to the scientist at all.

What’s wrong with this picture? Well, for one thing, this is a lot of work just
to fetch a paper. The three programs are separate clients, and only Windows or
a Mac or UNIX can actually run them all at once. Because the clients are three
separate tools, the commands are different and they do not work with each
other. The paper was found with Telnet, but Telnet cannot directly transfer the
file (actually, there are other UNIX programs accessible through Telnet that
could do this, but this is just an example).

The whole point is that with the Web site (server) and Web browser (client)
in place, everything changes. The browser is a type of universal client that
allows users to send email, access other computers, transfer files, view content,
and so on all with the same familiar pointing and clicking instead of needing
to remember arcane commands. Information at the Web site is organized
according to what are still called hypertext links, although the links can lead to
pictures, movies, or music.

In retrospect, the Web seems so obvious that it’s a wonder it took so long to
be invented. But in a world of expensive computers and slow link speeds, the
Web seemed like a luxury rather than a necessity. Nevertheless, the reaction
the first time people, especially people without a technical background in net-
works and computers, saw the Web was “I need that now!”

Not that inventing the Web was easy or fast.

The idea of hypertext was first used in 1981 in a book called Literary
Machines by computer scientist Ted Nelson. Hypertext is the idea of following
a nonlinear path through data and documents through a series of linked
“nodes” of information.

This nonlinear concept can be traced back to 1945 to Vannevar Bush, who
wanted to design a computer information database he called a memex. Memex
computer users would be able to read data on a subject and from within that
document be able to link to related information throughout the database. The
user would follow a trail of links throughout the database that was not limited
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to a specific topic but allowed for connections across boundaries of classifica-
tion. Information about “Wall Street” is just as likely to lead to “New York
City” as “Stock Exchange.” This whole concept became the basis for the Web.
The very “web” structure sometimes makes for a frustrating experience,
because following links can be confusing. If the objective of a “Wall Street”
search is to find stock prices, “New York City” is not helpful. What does “New
York City” have to do with all this?

Although many associate Web-like linking with the Internet, the idea would
eventually have its first real application not on the Internet, but inside a com-
puter. In 1987 Apple Computers released a software package called Hyper-
Card that came bundled free with the Macintosh and its operating system.
HyperCard not only allowed the linking of documents; it enabled users to cre-
ate links to sounds and images within those documents. HyperCard restricted
the links to the same system, but in some sense, the Web is just the old Mac
HyperCard system (or Windows Help system) with links allowed to other
computers.

The attempt to bring the concept of hypertext to the Internet began in the
late 1980s when Tim Berners-Lee was employed as a software engineer at
CERN, the European Particle Physics Institute, in Geneva, Switzerland. The
high-energy physics community was spread throughout various universities
and industries in Europe. The information and the research data this commu-
nity of scientists produced spread over many computers and networks.

In March 1989, Berners-Lee proposed a way of linking text documents with
other documents using networked hypertext. Working with Robert Cailliau, they
eventually produced a design document in November 1990 that was a proposal
for developing a system based on their idea of networked hypertext. “Hyper-
text is a way to link and access information of various kinds as a web of nodes
in which the user can browse at will,” the document stated. “Potentially,
hypertext provides a single user-interface to many large classes of stored infor-
mation, such as reports, notes, databases, computer documents, and online
systems help.”

This paper used the term world wide web without the capitals. After passing
a few documents among computers, the pair quickly found that the docu-
ments needed a standard format that could be interpreted by each computer
and still convey the information. So they developed a new language called the
Hypertext Markup Language (HTML), modeled after, and a subset of, a much
more complex formatting language called the Standard Generalized Markup
Language (SGML). Today, HTML and SGML have been both essentially merged
into a new tool called the Extensible Markup Language (XML).

The resulting Web software would be a mixture of Web servers (even a large
group of Web servers was now just called a Web site) and Web browsers (the
universal client terminology has become the Web browser). The browser is
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software that runs on the user’s client computer and talks to the software run-
ning on the Web server to request certain files. These files could be any type
representing the various resources a user needs to access. If written in HTML,
the files can contain information the browser can display in addition to the
names of files of related resources and their locations (the hypertext links).

The World Wide Web was used successfully at CERN by May 1991. The first
browser developed was a line-mode browser that was really just an advanced
version of a Telnet session, as shown in Figure 1.4. The term line-mode refers to
the line-by-line output of this first browser. Berners-Lee then presented the
World Wide Web to the world in December 1991 at the Hypertext ‘91 confer-
ence in San Antonio, Texas, where it caused somewhat of a sensation among
the crowd, which included some influential Internet people. In January 1992,
the line-mode browser was made available for downloading to anyone with
an Internet connection.

Word of the World Wide Web quickly spread and was propagated through
Internet discussion groups and conferences. In July 1992, the University of
California at Berkeley became the birthplace of the first modern-looking
browser. This graphical browser was developed by a postgraduate associate
named Pei Wei. The browser, named Viola, was available on UNIX systems
using X Windows, which is roughly the UNIX equivalent of Microsoft Win-
dows. It was the first browser to introduce familiar and distinctive browser
features such as distinguishing hypertext links by colors and underscoring.
Viola’s other key feature was the capability to allow simple mouse pointing-
and-clicking to activate the hypertext links. But Viola remained only an inter-
esting experiment, because Pei Wei had no interest in developing Viola further
as an experiment or as a commercial product.

Welcome to the World-Wide Web
THE WORLD-WIDE WEB

For more information, select by number:

A list of available W3 client programs [1]
Everything about the W3 project [2]

Places to start exploring [3]

The first International WWW Conference [4]

This telnet service is provided by the WWW team
at CERN [5]
1-5 Up, Quit, or Help

Figure 1.4 The original Web “browser.”
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The Web Explodes

Others, however, were extremely interested in the Web browser potential.
They realized that as computing power grew, graphical Web browsers would
not need the powerful UNIX operating system and X Windows to perform
adequately. Even Macintoshes and Windows-based PCs would do just as well.

And so in February 1993, a new Web browser called Mosaic was released by
the National Center for Supercomputing Applications (NCSA), part of the
University of Illinois at Urbana-Champaign. Marc Andreessen, a graduate stu-
dent at the University of Illinois at Urbana-Champaign, with the help of Eric
Bina, a programmer at the NCSA, developed the new Web browser. It was
originally designed to run in a UNIX environment (with X Windows). But
because of its popularity, the Windows and Macintosh versions of Mosaic
browser were released in the fall of 1993. This date can truly be thought of as
the real beginning of the Web.

Mosaic was not just an innovative Internet application; it was the tool, the
universal client that opened the portal to the Internet for ordinary people.
Once exposed to the Web, many realized that HTML was not a complicated
computer language, but rather a relatively simple formatting tool that even
those who had previously only used a word processor could master in a short
time. Today many word processors allow users to build pages within them
and will generate the HTML code so that the users never even have to learn
HTML at all. Users just keep using the word processor as they have all along.

Marc Andreessen left the NCSA to cofound a company called Mosaic Com-
munications, which eventually became Netscape Communications Corpora-
tion with the release of the Netscape browser, a new redesign of Mosaic.
Andreessen jokingly called Netscape a “combination of Godzilla and Mosaic,”
leading to the merged code name of “Mozilla.”

The popularity of the Web caught many by surprise. Microsoft even held off
the release of the Windows 95 operating system software so that it could incor-
porate its Internet Explorer Web browser into the package. To keep ahead of
the pack, Netscape offered extensions to the HTML standards to enhance the
interaction and function of its Web browser.

What was all the excitement about? Was the Web experience so different that
people actually got excited about the Internet, or more specifically, the Web
servers attached to the Internet that made up the Web? Well, yes. Without the
Web the average PC or Macintosh user people would be unable to go online
and buy a car, order a book, obtain hard-to-find forms, pay their bills, bid on
goods and services, get software upgrades, find directions to out-of-the-way
places, and many other everyday tasks that they now do.

The commercial potential of the Web was apparent very early. Even before
the Web browser made its way onto the Macintosh and PC platforms, at least
a few people could order pizza over the Internet using the Web.
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By the end of 1994 there were several thousand Web sites scattered around
the Internet world. You could listen to the Japanese national anthem, download
sales information from a few high-tech companies who saw the promising
future of this new tool, and (even then) see pictures that no one should show
their mother. But there was one Web site that was so distinctive that many peo-
ple went there just to look and marvel. This was arguably the first commercial
Web site: www.pizzahut.com.

Legend has it that the software and hardware engineers working at SCO
UNIX (Santa Cruz Operation, a leader in developing UNIX server software) in
California had a real hunger for Pizza Hut pizza. Working long and late hours
meant missed meals, and sending someone out for pizza meant juggling or
stalled tasks while the rest of the teams worked. One of the key projects
involved the World Wide Web. So the story goes that SCO got together with
Pizza Hut and put a Web server into the local Pizza Hut store.

Now the software team could use their Web browser at SCO to access the
www.pizzahut.com Web site by entering that URL (this used to be called
“pointing your browser at . ..”). Once there, they filled in name, street address,
and voice phone number (apparently, even software types were tempted to
order deliveries to vacant lots). Note the use of the term voice phone number to
prevent confusion with modem links. After a few more entries on other pages,
the pizza would arrive. Oddly, this Santa Cruz Pizza Hut page could be
accessed, and pizza could be ordered from anywhere in the Internet universe,
but deliveries ordered outside of the local area were quite cold if and when
they arrived.

Figure 1.5 shows the electronic storefront Pizza Hut Web page as it looked in
1994. Despite its rudimentary appearance today, which would be laughable if
not for the page’s pioneering status, there are many features that have become
indispensable for e-commerce sites. First, note that the company logo is promi-
nently displayed (the original has a glorious and then startling red roof). Note
also the careful respect for trademarks (the ® signs) and the use of the com-
pany name in the URL. This was the first common use of the term “webmaster”
(but with no capital W), and clicking on the link allowed users to send email to
the Webmaster. Then there is the form to fill out, a feature that took many Web
sites much longer to offer on their own pages. Of course, there is a hypertext
link to SCO as well. How many people who went to look at Pizza Hut went to
SCO as well? Probably plenty, and this directly lead to the kind of banner and
sidebar advertising overkill seen today at many Web sites.

Other business-oriented Web sites were also around in 1994. For example,
the Internet Shopping Network, at URL www.internet.net, offered lots of things
for sale—among them clothes, kitchenware, and small appliances. But after
some initial interest, most of these early efforts failed because of one simple
thing: People knew that the Internet offered no security or privacy whatsoever.
Anyone with a network monitor or the right software could see everything
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that went by, especially on the local LANs at each end, which just happened to
be where all the clients and servers were.

Sending your credit card information over the Internet without any security
features at all was deemed as irresponsible as leaving a credit card on your
desk at work while you went to lunch. To be sure, there were people who rou-
tinely did both, and they thought nothing of it. These folks were variously
called “trusting” or “suckers,” depending on who was doing the talking.

For offerings like Pizza Hut, these considerations mattered little. You paid
for the pizza on delivery. The stakes were relatively low. But for operations like
the Internet Shopping Network, the stakes were potentially higher. How can
you sell to people if they won't give you their credit card information over the
Internet? You can’t push cash money down the wire.

The Internet Shopping Network handled this by establishing a membership
code for everyone who wanted to shop. Prospective shoppers had to call up by
phone to give their names, addresses, and payment method information
before they were allowed to buy at the Web site. Then at the site, they just
entered their membership code and shopped till they dropped.

Unfortunately, there were many drawbacks to this plan. It struck many as
odd that they had to call by phone to use the network. Why not just call in a
catalogue order instead? It was hard to sent gifts also, since the only address
shipped to was the member’s address on file. There was no allowance for
alternate payment methods, either, such as a second credit card. Naturally, all
of these issues had to be addressed (and they were) before the Web became
more attractive for general business use.

==

-Hut.

Welcome to Pizza Hut!

This Electronic Storefront is brought to youby Pizza Hut®end The Santa Cruz Operation® You may click on the Pizza
Hut logo on any page to submit comments regarding this service to webmaster @Pizze Hut COM.

If you would like to order a pizza to be delivered, please provide the following information:

Hame [ |

Street Address [ l

Voice Phone ###-##4-F##8 [:I (where we can reach you)

Figure 1.5 Web page from www.pizzahut.com, from 1994.
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The Birth of the ISPs

In 1994, as the Web was having a huge impact on what the Internet meant to
people, the federal support dollars for the NSENET were phased out as
planned. In 1993, the NSF deemed the then-experimental high-speed NSFNET
network begun in 1984 a success, but stated that it was not the type of research
network needed for the future. The NSF invested in a newer study of high-
speed computing and networking and announced that “the Internet” would
have to eventually fund itself commercially without government subsidies.
The NSF continued funding for portions of the Internet, cutting funds 20 per-
cent per year from 1994 until 1998 when they disappeared entirely.

The idea that the U.S. government should provide taxpayer dollars to
encourage new technologies that might improve the life of citizens is outlined
in the Constitution. The Internet did not set a precedent in this regard. For
example, Samuel F. B. Morse, inventor of the telegraph, was an art professor,
not a professional inventor (although he did explore more than the telegraph
in this regard). Federal money was used to run the first telegraph line between
Washington, DC, and Baltimore, Maryland. As a result, initial use of this line
was free, but by the time the money ran out, it was obvious that the people had
embraced the telegraph and money from users would support the new industry.

By the 1990s, it was also obvious that the Internet formed an important part
of university and college life. Withdrawing the NSFNET subsidy just meant
that funds for continued operations had to be gathered from the users of the
network. To face this challenge, the Internet was restructured into a small
number of network access points (NAPs) run for the most part by major tele-
phone companies. Any part of the Internet could reach any other part of the
Internet through these NAPs if the separate parts did not have direct peer con-
nections to each other.

In addition to the NAPs, the Internet also came to include other types of
peering points. The most important of these were the Commercial Internet
Exchange (CIX) and the Federal Internet Exchange (FIX). The CIX and FIX
were independent of the NAPs but also provide places for the ISPs that link to
them to exchange traffic.

The history of the CIX is brief. In the days of the acceptable use policy, the
Internet was supposed to be for “research and education” only. Use of the free
Internet to make money was forbidden. As companies began to use the Internet
for sales, marketing, and more, the line between what was acceptable and unac-
ceptable became blurred. Is sending a sales brochure blatant commercial use of
the Internet or still educational (“educating” people about the product?).
Maybe to be safe, a company should send such commercial information over
separate links and keep this traffic off of the global public Internet whenever
possible.
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So the CIX was formed to allow companies and service providers to send
commercial content back and forth without worrying about violating the
Internet spirit of research and education. ISPs or companies could exchange
traffic at one of several CIX sites on the Internet, as long as they maintained
links there, of course. CIX was disbanded in January 2002, its purpose obsolete
in these days of the wide-open Internet. Today, going to www.cix.org (the old
Web site) pops up the page for the U.S. Internet Service Providers Association.
The new emphasis of the organization is on privacy, content restrictions, and
intellectual property.

U.S. government networks exchanged traffic at two FIX points located on
the east and west coasts of the United States. Government agencies such as
NASA or the Department of Energy used these peering points in a fashion sim-
ilar to the early days of the Internet. Today, peering points like CIX and FIX are
mainly of historical interest.

Of course, any network entity providing Internet service (really just access
to servers on the Internet) had to pay for the lines running to the NAPs and
other charges as well. How would they get the money needed to pay for NAP
connections? These organizations in many cases reached out beyond the uni-
versity and college community and went public. Now calling themselves Inter-
net service providers (ISPs), the smaller, regional portions of the Internet began
advertising and signing up as many people as they could for Internet access.
Some organizations were so successful that they grew into national ISPs very
quickly, while others either accepted their smaller, regional role or at least were
content with it.

It helped that there was already a precedent for such online services. In the
1980s, the availability of PCs and the appearance of these PCs in people’s
homes, as well as on their desktops at work, led to the appearance of various
specialized networking companies or bulletin board services.

The popularity of the IBM PC in the early 1980s caused a revolution not only
in business computer use but also in home computer use. For the first time,
ordinary people at home had access to the enormous computing power previ-
ously available only to a select few with home computer terminals. And these
select few had no real computing power in their homes. The computing power
was still in the office mainframe or minicomputer; the terminal only provided
access to the office computer over a telephone line. A person with a home
PC could run applications and programs such as spreadsheets and word
processors formerly restricted to a corporate environment. And when it came
to word processing, spreadsheets, and even simple graphics, the humble PC
often outperformed many mainframes and minicomputers, because of the
rapid advances in technology. All that was missing was a network to tie
together all of these new PC users, isolated in their homes in front of their
screens.
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By the mid-1980s, the PC community had a way to network their isolated
PCs together. It appeared in the form of a variety of online services, some
large, some small. The smaller ones consisted of a single PC running special
“server” software similar in nature to Internet server software, but not based
on the same protocols in most cases. A few telephone lines connected to
modems allowed others to simply dial in with their terminal emulation soft-
ware packages to become clients. This simple but powerful arrangement
launched a cottage industry of bulletin board systems (BBSs) that lasted well
into the 1990s and that still linger in some portions of the networking world.
These small electronic bulletin boards usually addressed the needs of a small,
contained group (a factory workers union local, for example) and offered mea-
ger features, such as email among users, as well as a common point to post
files and messages. Many BBSs were staffed on a voluntary basis, and there
was no charge to users beyond telephone calling time charges, which were
usually minimal, except for users outside the local calling area.

The larger systems addressed the needs of the public at large for such ser-
vices. Generally, the services were much the same, with the addition of some
special user groups for those with shared interests, such as military history or
houseplants. These larger online services benefited from special rules that the
federal government laid down in the United States in 1984, specifically to
encourage the growth of such services. The larger services had many points of
presence (POPs) throughout the United States so that local users did not have
to constantly dial long-distance numbers and pay high rates and the conse-
quent high bills for access to these systems. Membership was typically based
on a flat monthly rate and usage charges, although some offered totally flat-
rate services, which users embraced wholeheartedly. Naturally, these online
service providers were concentrated in major metropolitan areas, but there
were some in almost every state in one place or another.

By the time the Web exploded onto the world in 1993 and 1994, the world of
the large online service providers was filled by three companies: CompuServe
(CSi), America Online (AOL), and Prodigy, arranged in order of their first pub-
lic service offerings.

CompuServe began in 1982, virtually at the beginning of the PC industry
itself. CompuServe quickly gained a reputation as the service of choice for
technology-oriented PC enthusiasts. The more users cared about things such as
operating system optimization, writing their own utility programs, or adding
their own hard drive to their system, the more the users liked CompuServe.
Oddly, for all its reputed sophistication, CompuServe was one of the last to
realize that the Internet and Web were important to its users and lagged
behind in offering easy and integrated Internet and Web access to its members.

America Online began offering services to the public at large in 1985. Their
reputation was that their members did not need a great deal of PC sophistica-
tion or have to be a computer science wizard to access their various chat rooms
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and sample their offerings. AOL’s aggressive marketing techniques turned
some people off but certainly raised the consciousness of average PC users
who at least tried the online service to see whether they would like it. Many
did. AOL was among the first to see the Internet and Web as an adjunct service
to their bulletin-board-based system, but not as a replacement to their “key-
word” services.

Prodigy began as a joint effort between IBM and Sears in 1984 to encourage
PC users to communicate online. Public service was launched in the United
States in 1988, and Prodigy seemed determined to “out-AOL AOL” in terms of
user-friendliness and services, such as home shopping and electronic news-
papers. However, Prodigy alienated some with insistent advertising from
sponsors (virtually absent on other service providers” systems) and suffered
from some early negative publicity. While Prodigy saw that the long-term
future of networking for ordinary people would revolve around advertising,
sales, and marketing, CompuServe and AOL people at the time tended to treat
these key aspects of the Internet today with disdain.

By the early 1990s, PC users in the United States were comfortable with the
idea that an online service could put them in touch with other users with sim-
ilar interests and offer them access to information that would otherwise be dif-
ficult to obtain. When the ISPs were faced with a loss of government funds,
many of them saw a solution in simple repositioning. Rather than provide
Internet access to colleges and universities, why not offer Internet access
to anyone willing to pay the price? This involved installing TCP/IP client
software on the user’s PC, but software installation by this time was not the
headache it once had been, and Windows 95 solved that problem by integrat-
ing TCP/IP into the operating system.

In the mid-1990s, three separate threads came together to encourage the
expansion of Internet and Web access in the United States. The first was the
idea that anyone with a PC could benefit from networking with other PC users
through an online service. The second thread was that the ISPs were faced
with having to make their operations financially self-supporting. The last
thread was the Web itself, with its colorful graphics and multimedia in place of
the stodgy commands of the recent past. The big online service providers, espe-
cially the Big Three of CSi, AOL, and Prodigy, were not slow to react. When the
Web broke onto the world, Prodigy became the first of the Big Three to offer a
Web browser as an integral part of its client software package in January of
1995. AOL quickly followed and went Prodigy one better. In 1995, AOL went
out and bought the assets of ANS, the principal operations arm of the NSENET
Internet backbone. ANS got money and AOL got Web access for their users.
CompuServe soon also realized that their members might want access to the
Internet and the Web, but many had already decided not to wait and signed up
with AOL or another ISP.
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Today, there are still thousands of mostly small ISPs around the world. Only
about 20 or 30 have an extensive national backbone of their own (the uncer-
tainty is due to the lack of a standard definition of “national,” “backbone,” and
“own” when it comes to ISPs). The others basically simply link to other ISPs,
which might link to other ISPs, and eventually everything is linked together at
the major NAPs. So the Internet is not one network but more like thousands of
interconnected ISP networks, each with a large or small number of Web
servers (Web sites) maintained by their individual members (customers) or
members’ organizations.

The Router’s Role

So far, all well and good. The Internet took off when the Web hit town. The ISPs
were right there to provide Internet (and Web) access for a steadily falling price.
What has all this to do with routers, routing protocols, and routing policies?
As already mentioned, once the number of routes and routers reached a
critical point, it was impossible for all routers to know all of the details of the
Internet. So the Internet today consists of an increasing number of routing
domains. Each routing domain has its own internal and external routing poli-
cies. The sizes of routing domains vary greatly, from only one IP address space
to thousands. Each domain is called an autonomous system (AS). In many
cases, an ISP has only one AS, but national or global ISPs might have several.
For example, a global ISP might have one AS for North America, another for
Europe, and a third for the rest of the world. Each AS must have a uniquely
assigned AS number, although there can be various, logical “sub-ASs” called
confederations or subconfederations (both terms are used) inside a single AS.

An AS forms a group of IP networks sharing a unified routing policy frame-
work. A routing policy framework is a series of rules and guidelines used by
the ISP to formulate the actual routing policies that are configured on the
routers. Between different ASs, which are often administered by different ISPs,
things are trickier. Careful coordination of routing frameworks and routing
policies between ASs is needed to communicate complicated policies between
different ASs.

Routes not only need to be advertised to another AS, but need to be accepted
by the receiving AS. The decision on which routes to advertise and which
routes to accept is determined by routing policy, of course. The situation is
summarized in Figure 1.6, which shows the extremely simple exchange of
routing information between two ASs that are peers. The routing information
is transferred by the routing protocol running between the routers, usually
BGP (Border Gateway Protocol, another reflection of the router as gateway).
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ASB

AS A

-I) "'l announce Net 1 1) "I announ'f:e Net 3
and Net 2 to my peer" to my peer
2) "'l accept Net 3" 2) "I'll accept Net 1, but
not Net 2"

Net 1 Net 2 Net 3

No host on Net 2 can be reached by directly from AS B!
Figure 1.6 The effects of routing policy.

Usually, the exchange of routing information is bidirectional, but this is not
always a given. In some cases, the routing policy might completely stifle the
flow of routing information in one direction, either because of the routing pol-
icy of the sender (suppress the advertising of a route or routes) or the receiver
(ignore the routing information from the sender). If routing information is not
sent or accepted between ASs, peers or not, then hosts (clients or servers) in
one AS cannot reach other hosts on the networks represented by that routing
information in the other AS. This situation is shown in Figure 1.6 as well.

Financial considerations often play a role in routing policies. In the “old
days” of federal subsidies this was not much of an issue, and there were
always grants available for continuing support for the research and educa-
tional network. Now the ISP grid net has raised issues as ISPs installed POPs
in many regions and countries. ISPs can have their own customers, but they
can also be customers of other ISPs as well. Who pays whom, and how much?

Telephony solved this problem with a concept called settlements, where one
telephone company usually bills the call originator and shares a portion of the
amount with other telephone companies as an access charge. Access charges
compensate the other telephone companies that carry the call for the loss of the
use of their own facilities for the duration of the call. On the Internet, the issue
becomes how should one ISP compensate (if at all) another ISP for delivering
packets that originate on the other ISP. The issue is complicated by the fact that
the call is now a stream of packets, and an ISP might just be a transit ISP for
packets originating in one ISP’s AS and destined for a third ISP’s AS.
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Nevertheless, ISP peers have tried three ways to translate the telephony set-
tlements model to the Internet. First, there are very popular bilateral (between
two parties) settlements based on the “call,” usually defined as some aspect of
IP packet flows. In this case, the first ISP, where the packet originates at a
client, gets all of the revenue from the customer, but the first ISP shares some
of this money with the other ISP where the server is located. Second, there is
the idea of sender keeps all (SKA), where the flow of packets from client to
server one way is presumably balanced by the flow of packets from client to
server the other way, so each might as well just keep all of the customer rev-
enue. Finally, there is the idea of transit fees, which are just settlements between
one ISP to another, usually from smaller ISPs to larger (since this traffic flow is
seldom symmetrical).

None of these methods have worked out well on the Internet. There are
often many more than just two or three ISPs involved between client and
server. There is no easy way to track and account for the packets that should
constitute a call, and even TCP sessions leave a lot to be desired because a sim-
ple Web page load might involved many rapid TCP connections between
client and server. It is often hard to determine the “origin,” and packets do not
follow stable network paths. Packets are often dropped, and it seems hardly
fair to bill someone else for re-sent packets replacing those that might have
been counted but not delivered in the first place. Finally, dynamic routing
might not be symmetric: so-called hot-potato routing seeks to pass packets off
to another ISP as soon as possible. So the path from client to server might pass
through different ISPs than server-to-client replies.

The drawbacks of the telephony settlements model have resulted in a move-
ment to more simplistic arrangements between ISP peers, which just means
ISPs of roughly equal size. These are often called peering arrangements or just
peering. But another issue has arisen because there is no strict definition of
what a peer is or is not. In this book, peering will just mean that two ISPs are
directly connected and have instituted some routing policies between them.
Financially, there is often also a sender-keeps-all arrangement in place, so no
money changes hands. However, this applies only to peers. An ISP that is not
a peer of the others is in a sense just a customer of the other ISPs. And cus-
tomers must pay for services rendered. Since there are typically no financial
arrangements for peer ISPs providing transit services to a third peer, however,
peer ISPs do not provide transit to a third peer ISP (unless, of course, the third
peer ISP is willing to pay and become a customer of one of the other ISPs). This
situation is shown in Figure 1.7.

All three ISPs are peers in the sense that they are roughly equal in terms of
network resources. They might all be small or regional or national ISPs, but the
point is the same. ISP A is peering with ISP B and ISP B is peering with ISP C,



A Brief History of the Internet and Router

29

but ISP A has no peering arrangement (or direct link) with ISP C. So packet
deliveries from hosts in ISP A to ISP B (and back) are allowed, as are packet
deliveries from hosts in ISP C to and from ISP B. But ISP B has routing policies
in place to prevent transit traffic from ISP A to and from ISP C through ISP B.
Unless ISP A and ISP C are willing to peer with each other, or ISP A or ISP C is
willing to become a customer of ISP B, there will be no routing information
sent to ISP A or ISP B to allow these ISPs to reach each other through ISP B. The
routing policies enforced on the routers in ISP B will make sure of this.

The ISP grid net, without a clearly defined hierarchy of natural peers, com-
plicates this simplistic application of peering drastically. Peering is often a
political issue. The politics of peering more or less began in 1997, when a large
ISP informed about 15 other ISPs that their current easy-going peering
arrangements would be terminated. New agreements for transit traffic were
now required, the ISP said, and the former peers were effectively transformed
into customers. As the trend spread among the larger ISPs, direct connections
were favored over public peering points such as the NAPs or CIX. The ISPs
with multiple, high-speed links to NAPs (Tier 1 ISPs) peered only with each
other.

ISP A'is a peer of ISP B
ISP B is a peer of ISP C

But there is no direct connection between ISP A and ISP C.
Therefore, no financial arrangement covers the transit traffic,
and routing policy can block it.

Figure 1.7 Peer ISPs do not provide free transit services.
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Naturally, no ISP wants to be a customer of another ISP. All ISPs want to be
peers, and peers of the biggest ISPs around. When it comes to peering, bigger
is definitely better, so a series of mergers and acquisitions (although it is often
claimed that there are really no mergers, only acquisitions) among the ISPs
took place as each ISP sought to become a bigger peer than another. This con-
solidation has decreased the number of Tier 1 ISPs and reduced the number of
potential peers considerably.

Today, potential partners for peering arrangements are closely scrutinized
in several key areas. ISPs being considered for potential peerage must have
high-capacity backbones, be of roughly the same size, cover key areas, have a
good network operations center (NOC), have about the same quality of service
(Q0S) in terms of delay and dropped packets, and most importantly, exchange
traffic roughly symmetrically. Because the work of the Internet routers is done
delivering packets, nobody wants to peer with an ISP that supplies 10,000
packets for every 1,000 packets it accepts. Since servers, especially Web sites,
tend to generate much more traffic than they consume, ISPs with tight net-
works with many server farms or Web hosting sites often have a hard time
peering with anyone. This situation is shown in Figure 1.8.

ISPs without peering arrangements must rely on public exchange and peer-
ing points like the NAPs or (formerly) CIX for global connectivity. However,
these exchange points are usually congested, which led to the rise of peering in
the first place. And routing policies are still in place at the NAPs. A special
device called the route server applies the routing policies in place between the
ISPs that come together at these public peering points.

Lots of Web servers
Many server farms

Large infrastructure
Lots of clients

ISP B will consider
peering with ISP A

ISP B will probably
not want to peer
with ISP C

Medium infrastructure
Mix of servers and clients

\—/\_/\_/

Traffic flows:
A --> B: 1,000 packets
B --> A: 1,000 packets

B --> C: 1,000 packets
C --> B: 10,000 packets

Figure 1.8 Good peer candidates and bad peer candidates.
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Public peering arrangements are usually multilateral and applied to all ISPs
that connect there, although there are bilateral arrangements in place here as
well. The trend today is more toward private peering between pairs of peers.
Exchanges are often overwhelmed by traffic, and it is almost impossible to
enforce any QoS mechanisms in place on an ISP’s network such as differenti-
ated services for voice and video through a public exchange point.

Private peering can be done by simply installing a WAN link between
routers at the AS borders of the two ISPs. Alternatively, peering can be done at
a collocation site where the two peer’s routers basically sit side by side. Both
types of private peering are common.

The whole point of this chapter is that the Web explosion has created a
need for new routing policies between peer ISPs. The Internet today has about
25 percent more routes (about 100,000) than there were computers attached to
the Internet at the beginning of 1989 (about 80,000). Routing policy is neces-
sary whether the peering is public or private, through a NAP or through a
WAN link between routers. Routing information simply cannot be easily dis-
tributed everywhere all at once. Even the routing protocols play a role. When
the initial NSENET backbone was installed, only the Routing Information
Protocol (RIP) routing protocol was mature enough to run on the backbone.
Fully 80 percent of the traffic on the new NSFNET backbone was RIP routing
updates, and so the quest for newer routing protocols such as Open Shortest
Path First (OSPF) and Intermediate System-Intermediate System (IS-IS) began
in earnest. Routing policies help IGPs such as OSPF and IS-IS distribute rout-
ing information within an AS more efficiently.

The Internet must be segmented into routing domains (the AS), and the flow
of routing information between those domains must be controlled by routing
policies to enforce the public or private peering arrangements in place
between ISPs. Driven mainly by the use of the Web for commercial purposes,
the Internet in 1990 was only 3 percent of the size of the Internet in 1996. The
goal of this book is to detail the operation of the routing protocols and the cre-
ation of routing policies to enforce the aims of internal route distribution and
peering between ASs to bring some order into this jungle of connections that is
the Internet.






TCP/IP Survivor's Guide

Much of what follows in this book assumes you have at least some familiarity
with the Internet Protocol suite, which is now the official name for what every-
one still calls TCP/IP (Transmission Control Protocol/Internet Protocol). This
chapter serves as a guide for those interested in routing policy, but might not
have the level of knowledge regarding TCP/IP that is necessary to fully appre-
ciate the details about protocol operation (especially IP) in the later chapters.
Those familiar with TCP/IP might be tempted to skip this chapter, although
even if you have used TCP/IP for years, you might want to reconsider, only
because TCP/IP is constantly changing and adapting to new networking
circumstances.

One change is the name of the protocol stack itself. The name change from
TCP/IP to the Internet Protocol suite was made for two reasons. First, TCP /IP
was starting to appear on networks other than the Internet, and not only pri-
vate LANs and corporate networks. All manner of devices that are connected
have started at least experimenting with TCP/IP. TCP/IP now runs on cash
registers in stores and auto emissions test devices in garages. The name change
restores the origin of the protocol stack directly to the Internet. Second, the
name change reflects the fact that there is more—much more—to TCP/IP than
just TCP and IP. Today, there is a lot of interest in facets of the Internet Protocol
suite such as the User Datagram Protocol (UDP) and the Real-time Transfer
Protocol (RTP) in addition to TCP, and Multiprotocol Label Switching (MPLS)

33



34

Chapter 2

in addition to IP. This is not to say that IP is not the focus of the first few chap-
ters of the book. It is. This chapter simply explores the current structure of the
Internet Protocol suite as it is used on the Internet and by routers today.

In this chapter, we outline all four layers of the Internet Protocol suites and
then explore the lower layers in detail, including IP itself. Next, we explain the
upper layers of the Internet Protocol suite are explained, starting with TCP.
Along the way, we present the detailed structure of the IP packet and header
with the intention of providing a firm basis for how routing protocols and
routing policies use the information inside the IP packet header to perform
their tasks. The chapter closes with a look at some of the operational details of
some applications and adjunct protocols that are important in routers and on
the Internet.

Internet Protocol Suite: An Overview

The Internet Protocol suite, or TCP/IP, is a layered protocol, as is almost every
network protocol in use today. It is possible, of course, to create a monolithic
network protocol and program that forms a single entity and handles every-
thing from user mouse clicks to the serial sending and receiving of bits out of
the connector on the back of the computer, but this is rarely done anymore.
There are two main reasons that layers are the rule today when it comes to net-
work protocols. First, the layers simplify the overall implementation (pro-
gramming) process by isolating features and functions in specific layers. This
separation also makes troubleshooting and testing easier and more efficient.
Second, as long as the interface between the layers is respected (such as a
higher-layer packet placed inside a lower-layer frame), the task of adding fea-
tures and functions to one layer or another, and so the entire protocol stack is
made much simpler.

One consequence of the layering of TCP/IP is that the IP packets can be
made to run on any type of network. The IP packet layer is one layer, and the
layers below the IP layer are not important in the overall flow of packets from
one host (end system) to another across the network. All that matters is that the
device at the receiving end of the link understands the type of IP packet encap-
sulation used at the sending end of the link. This is usually taken to mean that
IP runs on everything, and that’s pretty close to the truth. In fact, in a very real
sense the role of the IP router is simply to take an IP packet from one type of
network using one form of packet encapsulation and send the packet off to
another type of network using another type of packet encapsulation.

If there were only one form of packet encapsulation used everywhere, the IP
packets could remain invisible to the router, and the router would be more effi-
cient as a bridge (for LANSs) or switch (for WANSs). Oddly, the rise of Ethernet as
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the dominant form of LAN, coupled with the emergence of Gigabit Ethernet
on the WAN, makes the use of bridging/switching schemes such as virtual
LANSs (VLANSs) and Multiprotocol Label Switching (MPLS) popular alterna-
tives to simple IP packet routing. But in this book, the traditional role of the
router as IP packet processor is assumed.

TCP/IP is also considered to be a peer protocol stack, which means that every
implementation of TCP/IP has the same capabilities as every other. So there
are no “restricted” or “master” versions of TCP/IP that anyone need be con-
cerned about. Any TCP/IP has all of the capabilities of TCP/IP. All TCP/IP
stacks are created equal.

Actually, almost all are equal. TCP/IP, like many other protocols, is actually
a peer protocol implemented in a distinctly asymmetrical manner known as
the client/server model. This fact has consequences when it comes to routing pol-
icy implementation, so a few words about this are appropriate.

TCP/IP Layers and the Client/Server Model

On the Internet, computers that run TCP/IP are called hosts. The hosts fall into
one of two major categories: the host could be client or the host could be a
server. However, since most computers are fully multitasking-capable today;, it
is possible that the same host could be running the client version of a program
for one application (for example, a Web browser) and the server version of
another program (for example, a file transfer server) at the same time. Dedi-
cated servers are common on the Internet, but most client computers almost
act as servers for a variety of applications. The details are not as important as
the interplay among layers, applications, and routers. The interplay between
the layers of TCP/IP and the implementation of the client/server model is
shown in Figure 2.1.

Host Host
Applications Applications
TCP/UDP Router Router TCP/UDP
IP IP IP IP
Network Network Network Network

Figure 2.1 The TCP/IP model of operation.
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TCP/IP has four layers. Networking is often taught from a seven-layer
model for data communications known as the Open Systems Interconnection
Reference Model (OSI-RM). The OSI-RM will be discussed in a little more
detail in Chapter 11 on the IS-IS routing protocol. IS-IS is based entirely on the
OSI-RM, but TCP/IP is not. TCP/IP is a totally independent implementation
of layered protocols, and the layers of TCP/IP do not fit very well with
OSI-RM, especially at the top of the OSI-RM. But even though TCP/IP has four
layers and the OSI-RM has seven, both protocol stacks do exactly the same
things for networks and applications: They form the bridge between the bits
on the wire and the programs running in local computer memory.

The underlying network access layer, often called the network layer, with a
couple of major exceptions, is not really defined by the RFC specification
process at all. What is often defined is just a way to put IP packets inside a
given frame structure (the frame is the basic protocol data unit, or PDU, of the
network layer) on the sending side of a link and a way to take the IP packets
out of the frame on the receiving side of the link. This gives IP almost total
independence of the network used to transport the IP packets between hosts,
routers, and networked combinations of these device types.

Above the network layer is the IP layer itself. The IP layer not only forms
and routes the IP packet (also called a datagram in older documentation) but
also provides a mechanism for the operation of many routing protocols, the
major exception being Border Gateway Protocol (BGP). Technically, all routers
that do not run BGP need to do is implement the IP layer above the network
layer, since the routing protocols can use IP directly. Only hosts need to add a
transport layer to deal with the contents of the packet. Routers are intermedi-
ate systems in the sense that they just relay packets from source host to desti-
nation host without so much as even looking at the content of transit IP
packets. Routers only examine the IP headers.

The transport layer of TCP/IP consists of two major protocols: the Trans-
mission Control Protocol (TCP) and the User Datagram Protocol (UDP). TCP
is a “reliable” layer added on top of the “best-effort” IP layer to make sure that
even if packets are lost in transit, the hosts will be able to detect and resend
missing information. TCP always resends lost data units, called segments, even
if a segment is spread across many IP packets and only one packet is lost. This
means that TCP does not selectively resend lost packets but must back up and
resend everything in a corrupt segment. Segments are just used to chop up
application content, such as huge, multimegabyte files, into more easily han-
dled pieces. TCP is a connection-oriented layer on top of the connectionless 1P
layer, which means that before any TCP segment can be sent to another host, a
TCP connection must be established to that host. In contrast, UDP is a connec-
tionless transport layer on top of the connectionless IP layer. UDP segments
are simply forwarded to a destination under the assumption that sooner or
later a response will come back from the remote host that forms an implied or
formal acknowledgement that the UDP segment arrived.
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At the top of the TCP/IP stack is the application layer. It is the applications
themselves that come in client or server versions, not any other layer of
TCP/IP. While a host computer might be able to run a client process and server
process at the same time, these processes must be two different applications,
since an individual process cannot be a client and a server simultaneously.
There is a good reason for this distinct application implementation. A server
process when started basically sits and “listens” for clients to “talk” to the
server. For example, a Web server is brought up on a host successfully whether
there is a browser client pointed at it or not. The Web server just issues what is
called a passive open to TCP/IP and remains idle until a client requests content.
In contrast, the Web browser (client) always issues an active open to TCP/IP
and attempts to send packets to a Web site right away. Otherwise, why is it
running? The Web site can be the default site for the browser, but if the Web
site is not reachable, that is an error condition. Clients talk and servers listen.
The two cannot be embodied in the same application process at the same time
because a program cannot simultaneously issue a passive open and an active
open. The application must either talk or listen.

What does this client and server distinction have to do with routing and
routing policy? As it turns out, client/service traffic loads are as asymmetric as
the software. Many more packets flow from a server to a client than from a
client to a server. A simple client mouse click can initiate a deluge of packets
lasting an hour or more when a software package is downloaded.

ISPs with lots of home or dial-in users tend to see huge spikes in traffic flows
during the day. Once school is out, traffic starts to build, peaking after dinner,
and tapering off only late at night. ISPs with mostly server farms tend to see
smoother traffic profiles, because although there is always some large pool of
users coming in to the server from somewhere in the world, as all of these local
time zone peaks spread themselves out over the whole day.

Consider a small ISP with mostly dial-in home users linked to a huge ISP
with many server farms, each with Web sites hosting all kinds of services. Few
packets will flow onto the large ISP’s network from the smaller ISP, but in the
return direction the traffic flow will be tremendous. So what? Well, what if the
small ISP happens to be between the huge ISP and another large ISP with
many dial-in users? Not only will the server-generated traffic for the modest-
sized ISP flow into small ISP, but so might all of the many packets bound for
the third, large ISP on the other side. Why should the ISP in the middle pro-
vide free transit for the high traffic load of packets for the third ISP? This extra
traffic could lead to longer delays for the small ISP’s paying customers. This is
also a good place to apply a routing policy, naturally, but it all starts with an
appreciation of client/server differences.

A closer look at the TCP/IP stack is shown in Figure 2.2. The TCP/IP stack
basically bridges the gap between interface connector on the network (hard-
ware) and the local memory of the host where the applications run (software).
The names of the protocol data units used at each layer are given as well. The
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(LOCAL MEMORY SOFTWARE)

File Transfer (FTP),
APPLICATION Remote Login (Telnet),
Messages SERVICES Email (SMTP),
etc.
Segments TCP
Packets IP
Ethernet, Token Ring,
Frames NAEP(/:VEOSEK FDDI, Frame Relay.
SLIP, PPP, etc.

(LOCAL SYSTEM HARDWARE)
(CONNECTOR)

Figure 2.2 The TCP/IP protocol stack in detail.

unit of the network layer is the frame. Inside the frame is the data unit of the
IP layer, the packet. The unit of the transport layer is the segment in TCP/IP, and
the segment by definition is the content of the information-bearing packet.
Finally, applications exchange messages, although this term is not a formal def-
inition. Segments taken together form the messages that the applications are
sending to each other.

At this point we need to examine a few operational aspects of the TCP/IP
protocol stack more closely.

The Network Layer

The network layer of TCP/IP deals with areas such as physical connectors, bit
signals, and media access control—in short, everything needed to send and
receive a frame. Network layer interfaces have been defined for Frame Relay
and X.25 WANSs as well as LANs. All IP implementations must be able to
support at least one of these interface types.

Interfaces for IP packets have been defined for all of the following:

m Ethernet from DEC, Intel, and Xerox (known as DIX Ethernet)

m [EEE (Institute of Electrical and Electronics Engineers) 802.3 Ethernet-
based LANs

m Token Ring LANs (IEEE 802.5)
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m Point-to-Point Protocol (PPP from the IP developers themselves, the
closest thing TCP/IP has to an official network layer protocol)

m X.25 (an international standard public switched connection-oriented
network protocol)

m Frame Relay (another international standard public switched connection-
oriented network protocol)

m FDDI (Fiber Distributed Data Interface, a LAN-like network running
at 100 Mbps)

m ATM (Asynchronous Transfer Mode, a high-speed public network
service using fixed-length cells)

m ISDN (Integrated Services Digital Network, a public switched network
in some ways similar to X.25)

m ARCnet (a proprietary LAN protocol from Datapoint)
m [EEE 802.4 LANs (known as Token Bus, from General Motors)

m SLIP (Serial Line Interface Protocol, an older but common way of send-
ing IP packets over a dial-up, asynchronous modem arrangement)

m CDPD (Cellular Digital Packetized Data, a way of sending IP packets
over the cellular mobile radio network; CDPD is sometimes loosely
called wireless TCP/IP)

m Packet over SONET/SDH (POS, a way to send IP packets directly
inside SONET/SDH frames instead of using an intermediate “frame”
structure such as Frame Relay or ATM)

More obscure interfaces also exist, such as HYPERchannel or Switched
Multimegabit Data Service (SMDS), but these need not be detailed because of
their relatively uncommon implementation.

The network layer of TCP/IP basically takes IP packets at the source and
puts them inside whichever frame structure is used at the network layer, such
as a Frame Relay frame or Ethernet frame. The network layer then sends the
frame as a series of Os and 1s (bits) on the link itself, exactly as expected. At the
receiver, the network layer recovers the frame from the arriving sequence of 0s
and 1s and extracts the IP packet. The IP packet is then sent to the receiving IP
layer for further processing.

The advantage of not tying the IP layer to any specific network at the lower
layers is flexibility. A new type of network interface can be added without
great effort. Also, it makes the linking of these various network types into an
internetwork that much easier.

Note that the router in its role as an intermediate system between source
and destination end systems only handles the IP packet for transit traffic. This
is not to say that routers are not sometimes clients and/or servers themselves.
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It is a common enough practice to Telnet to a router and remotely log in for
configuration or network administration purposes, and most routers can also
be file transfer clients. But routers are not really used for the purpose of sending
email or as a Web site, so the convention of showing only the IP layer on a
router is accurate enough. And although routers today routinely have a trans-
port and application layer, not so long ago routers did not have enough power
to run their routing protocols as well as client/server applications. This is one
reason why many routing protocols ride directly inside IP packets instead of
relying on TCP or UDP (again, BGP is the major exception).

The IP Layer

The IP layer is a connectionless layer. This means that IP packets are routed
completely independently through the collection of routers that make up the
internetwork and do not follow “paths” or “virtual circuits” or anything else
set up by connections in other types of networks. This also means that packets
may arrive out of sequence, or even with gaps in the sequence (caused by lost
packets), at the destination. IP does not even care which application a packet
belongs to: It delivers all packets without a sense of priority or sensitivity to
loss. IP itself is not concerned with this aspect of its operation, which is char-
acteristic of all connectionless, best-effort networks. Sequenced traffic, priori-
ties, and guaranteed delivery in the form of acknowledgments, if needed by
the application, must be provided by the higher layers of the TCP /IP protocol
stack. These “reliable” transport functions are not functions of the IP layer.

This book uses IP addresses in their version 4 format (IPv4) almost exclu-
sively. The Internet today is slowly transitioning to the newer form of IP
address, IP version 6 (IPv6). IPv6 is covered in Chapter 3, “IP Addressing and
Routing.” For this book, all addresses are assumed to be IPv4 addresses unless
otherwise stated. IP addresses are usually expressed in a form know as dotted
decimal notation. IP addresses are 32 bits in length, and each 8-bit byte is
expressed as a decimal number between 0 and 255. So examples of valid IP
addresses are 10.0.14.200, 172.16.0.0, or 192.168.69.45. More details on the IP
address are explored in Chapter 3.

Two other major protocols run at the IP layer besides IP itself. The routers
that form the network devices in a TCP/IP network must be able to send the
end systems (hosts) error messages in case a router must discard a packet (due
to a lack of buffer space because of congestion, for example). This protocol
(which must run at this layer because the other layers are technically lacking in
routers when performing the packet transfer function) is known as the Inter-
net Control Message Protocol (ICMP). ICMP is not usually considered a com-
plete protocol by itself, because the ICMP messages themselves are sent inside
IP packets.
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The other major protocol actually has many different functions, depending
on the exact network type that IP is running on. These are known as Address
Resolution Protocols (ARPs), and their main function is to provide a method
for the IP layer protocol itself to determine the proper network layer address
to place in the frame header in order for the network beneath the IP layer to
deliver the frame containing the IP packet to the proper destination. For
instance, if IP is running on a LAN, frames are addressed by media access con-
trol (MAC) address, coded into every LAN adapter card. ARP offers a method
for the IP layer to send a message onto the LAN saying, in effect, “Who has IP
address 192.168.40.69?” The IP software on each system on the LAN examines
the ARP message and the system that has the corresponding IP address
(192.168.40.69) replies to the sending IP address with the correct MAC layer
address in the frame.

The IP layer is also the home of many of the routing protocols in common
use on the Internet today. In fact, all of the routing protocols that are Interior
Gateway Protocols (IGPs) place their messages directly inside of IP packets.
These include RIP, OSPEF, IS-IS, and many others. This practice allows routers
to run routing protocols without the need to implement a transport and appli-
cation layer. And even if these upper layers are present, as is common today,
the routing protocols can function without the overhead of these upper layers.

The structure of the IP packet is shown in Figure 2.3. The structure illustrated
is for IP version 4 (IPv4). The newer IP version 6 (IPv6) header is discussed in
Chapter 3. Unless otherwise stated in this book, all references to “IP” refer to
IPv4. The minimum (no options; very common) IP header length is 20 bytes
(always shown as 4 bytes per line), and the maximum length (rarely seen) is
60 bytes. Some of the fields are fairly self-explanatory, such as the fields for the
4-byte (32-bit) IP source and destination address, but others have specialized
purposes.

These fields of the IP packet header are as follows:

Version. Currently set to 4 for IPv4, the most common form of IP used.
The newer version of IP is IPv6.

Header Length. The length of the IP header in 4-byte (32-bit) units
known as words.

Type of Service. Parameters that affect how packet is handled by routers
and other equipment.

Total Length of Packet. Length of the packet in bytes. Maximum is
65,535—a length that is approached by no common TCP/IP imple-
mentation. Most IP packets are seldom more than 1,500 bytes or so
in length, but a few approach 10,000 bytes. Most hosts will choke if
asked to produce or consume an IP packet 10,000 or more bytes long.
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Figure 2.3 The IP packet header.

The next three fields directly figure in the fragmentation process. Fragmenta-

tion occurs when a larger IP packet (for example, 9,000 bytes) must be broken
up to fit inside a smaller frame (for example, the 1,500-byte frame used in most
types of Ethernet). The three fields are as follows:

Identification. A number set for each packet fragment that helps the
destination host reassemble these like-identified fragments.

Flags. Only the first 3 bits are defined. Bit 1 must be 0. Bit 2 is the DF
(“don’t fragment”) bit. It is 0 if fragmentation is allowed (UDP should
not allow fragmentation of the packet containing a UDP message), or
1 if fragmentation is not allowed (e.g., for UDP). Bit 3 is the MF (“more
fragments”) bit, and it is set to 0 if the packet is the last fragment, or 1
if there are more fragments to come.

Fragment Offset. When packets are fragmented, the fragments must
fall on an 8-byte boundary. That is, an 800-byte-long packet may be
fragmented as two packets of 400 bytes, but not as eight packets of
100 bytes, since 100 is not evenly divisible by 8. This field contains the
number of 8-byte units (known as blocks) in the packet fragment.

The rest of the IP header fields are as follows:

Time to Live. This value is the number of seconds, up to 255 maximum,
that a packet is supposed to have to reach the destination. Each router is
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to decrement this field by a preconfigured amount of 1 or more. If the
packet has the field set to 0, it is discarded. Unfortunately, there is no
easy way for routers to track this time, so most routers interpret this
field as a simple hop count between routers and decrement this field by 1.

Protocol. This field contains the number of the transport layer protocol
that is to receive and process the data content of the packet. The protocol
number for TCP is 6 and UDP is 17. There are 256 possible values, and
although many of them are defined, few of them are used in practice.

Header Checksum. An error check on the IP header fields only, not
the data fields. This checksum is primitive compared to newer error-
checking methods.

Source and Destination Address. The IP addresses of the source and
destination hosts.

Options. The options are not often used in user information packets and
will not be described further.

Padding. When options are used, the padding field is used to make
certain the packet header ends on a 32-bit boundary. That is, the packet
header must be an integer number of 4-byte words.

The Transport Layer

The two main protocols that run above the IP layer are TCP and UDP. As time
goes on, UDP is assuming more and more importance on the Internet, espe-
cially for applications such as voice and streaming audio and video. This is
because TCP is not particularly well suited for such real-time applications.
TCP’s reliability features include sequence numbering with resending to
detect and supply missing or out-of-sequence segments, as well as complete
flow control to prevent any sender from overwhelming a receiver. Neither of
these features, resending nor flow control, is needed or desirable when it
comes to real-time audio and video on the Internet.

TCP contains all the functions and mechanisms needed to make up for the
best-effort connectionless delivery provided by the IP layer. Packets may
arrive at a host with errors, out of sequence, or even with gaps in sequence due
to lost or discarded packets. TCP must guarantee that the segment (the TCP
protocol data unit) is delivered to the destination application error-free, com-
plete, and in sequence. In keeping with the general philosophy of connection-
oriented networks, TCP provides acknowledgments that periodically flow
from the destination to the source to assure the sender that all is well with the
data sent up to that point in time.

On the sending side, TCP passes segments to the IP layer for placement in
packets, which IP will route without connections to the destination. On the
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receiving side, TCP accepts the incoming segments from the IP layer and deliv-
ers the data to the proper application running at the layer above TCP in the
exact order in which the data was sent.

The TCP/IP transport layer has another major protocol that runs at the TCP
layer besides TCP: the User Datagram Protocol (UDP). UDP is a protocol that
is as connectionless as IP. When applications run with UDP instead of TCP,
there is no need to establish (or maintain) a connection between a source and
destination before sending data. Connection management, of course, adds
overhead and delay to the network. UDP offers a way to send data quickly
and simply. However, UDP offers none of the services that TCP supplies. Now
applications cannot count on TCP to ensure error-free, guaranteed (via acknowl-
edgments), in-sequence delivery of data at the destination.

For some simple applications, purely connectionless data delivery may be
sufficient. Single messages between applications may be sent more efficiently
with UDP because there is no need to exchange TCP segments to establish a
connection in the first place. Most applications will not be satisfied will this
mode of operation, however. So all of the primary TCP/IP applications such as
tile transfer (FTP), remote login (Telnet), Web page transfers, and so on use
TCP, and most are expressly forbidden from using UDP. Similarly, several
applications in TCP/IP must use UDP only, such as the Domain Name System
(DNS), and will not function correctly with TCP.

Generally, TCP is for use with “sustained flows” of information from end-
to-end, and UDP is for quick “request/response” message pairs between client
and server. Real-time applications use UDP with another header inside called
the Real-time Transfer Protocol (RTP). The RTP header takes what is needed
from TCP, such as a sequence number to detect (but not resend) missing pack-
ets of audio and video and uses these necessary features in UDP.

Figure 2.4 shows the structure of the TCP header. TCP options are seldom
used, but if present, the TCP options must form 4-byte units. If the option is
less than 4 bytes, the option field is padded to 4 bytes.

The fields of the TCP header are as follows:

Source Port. The 16-bit application port that loaded the data into the
TCP segment.

Destination Port. The 16-bit application port to which the TCP segment
is being sent.

Sequence Number. A 32-bit field that counts the segments sent from
source to destination.

Acknowledgement Number. A 32-bit field that informs the sender of the
next sequence number expected. Together, these fields detect missing
and out-of-sequence segments.
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Figure 2.4 The TCP header.

Data Offset. This field tells the receiver where the data begins. That is,
this field contains the number of 4-byte units in the TCP header.

Reserved. These bits are reserved for future functions. They must be set
to Os.

Control Bits. Six single-bit fields called flags which control the status of
the TCP connection across the network. The flags, when set to a one-bit,
mean:

m URG: Urgent pointer. There is urgent data present in the segment
that should be processed before any other data in the TCP segment.
This flag works with the Urgent Pointer field.

m ACK: Acknowledgment. The acknowledgment field is valid and
should be checked against the sender’s sequence number field.

m PSH: Push. Tells the sender not to buffer the data in the segment,
but to “push” it right out in a packet immediately.

m RST: Reset. Essentially resets a connection and begins the TCP three-
way handshake all over again. This is also used to not accept a con-
nection request from another host.



46

Chapter 2

m SYN: Synchronize. Used to request a connection and to synchronize
sequence numbers.

m FIN: Final. Indicates there is no more data coming from the sender.
The connection should be closed.

Window. Used for flow control so that a sender can never overwhelm a
receiver. This 16-bit number is used to tell the sender how many bytes of
data the receiver is willing to receive before the sender must stop send-
ing and wait for an acknowledgment. The flow control occurs when the
receiver deliberately delays sending the acknowledgment or shrinks the
window.

Checksum. An error-checking mechanism.

Urgent Pointer. Points to the place in the segment following the urgent
data where the “regular” data begins. Only valid when the URG flag
is set.

Options. Used to convey optional fields in the TCP header.
The UDP header is shown in Figure 2.5. In contrast to the TCP header, the

UDP header is quite sparse. This is fine for a connectionless protocol used for
simple request-response message pair exchanges.

©w DA< ™ o

The fields of the UDP header are as follows:

Source Port. The 16-bit application port that loaded the data into the
UDP segment.

Destination Port. The 16-bit application port to which the UDP segment
is being sent.

Message Length. A 16-bit field used to indicate the size of the UDP
header and its data.

Checksum. An error-checking mechanism (not always used in UDP).

Byte 1 | Byte2 Byte 3 | Byte 4
Source Port Destination Port
Message Length Checksum
DATA
32 bits

Figure 2.5 The UDP header.
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The Application Layer

At the top of the Internet Protocol stack, at the application services layer, are
the basic applications and services of the TCP/IP architecture. Application ser-
vices offers several basic applications themselves. These are typically bundled
with the TCP/IP software distributed by various vendors and, fortunately, are
generally interoperable.

The standard application services include a file transfer method (File Trans-
fer Protocol, or FTP), a remote terminal access method (Telnet), an electronic
mail system (Simple Mail Transfer Protocol, or SMTP), and a Domain Name
System (DNS) directory service for domain name to IP address translation
(and vice versa). In addition, many TCP/IP implementations include a way of
accessing records within files remotely (rather than transferring the whole file)
known as Network File System (NFS). There is also the Simple Network Man-
agement Protocol (SNMP). For the Web, the application is really a protocol
called the Hypertext Transfer Protocol (HTTP). Some of these applications are
defined to run on TCP and others are defined to run on UDP.

An important application layer concept in TCP/IP is the socket. Sockets in
turn relate to the TCP/UDP concept of a port. Sockets and ports are important
enough in TCP/IP to deserve a little more exploration.

As mentioned, the TCP/IP architecture works by implementing the
client/server model of networking by means of a set of peer-to-peer protocols.
Peer-to-peer just means that all systems on the TCP/IP network are running
the same software, in this case, the TCP/IP software. Each system has the same
network capabilities as any other. This is the essence of the peer protocol
model. Local systems may not only access data on remote systems but also
have remote systems access data on the local system.

At the same time as TCP/IP is peering, TCP/IP implements the client/
server model. In TCP/IP, all applications exist as two separate implementa-
tions: a client process and a server process. For example, FTP (the File Transfer
Protocol application bundled with TCP/IP) comes as both a client version and
a server version. To attach to a remote system to transfer files, a user need only
run the client process. But to allow remote clients to access the target system,
the target system must be running the server version of the FTP process. In
fact, on multi-user operating systems, the same physical computer is often
running one server FTP process (the passive open to allow remote users to
access the local system) and one or more client FIP processes (the active open
to allow local users to access remote systems).

The choice of port number on the part of these FIP clients and servers is crit-
ical. First, there is usually only one TCP/UDP transport layer, but there are
usually many server application processes running to accept mail, file transfer
requests, and so on. The transport layer must pass the arriving TCP/UDP seg-
ments to the proper application. It makes no sense to pass a file transfer client
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request to the electronic mail server process. So the receiving server TCP layer
must know which port number the FTP server process is using, and the email
process, and the port numbers of whatever other processes are running on that
computer at that exact time. Second, the client port number is important as
well. The server process must know the port number that the client process is
using on the client machine. This is the only way that the server process can
reply to the proper port number on the client. This is because a remote com-
puter may also have only one transport layer running many FTP client
processes at the application services layer.

Fortunately, an easy mechanism exists for sorting out these client and server
port numbers. All TCP/IP server processes must “listen” (technically, the
server processes issue the passive opens) on a well-known port. These well-
known port numbers are documented by the Internet Assigned Numbers
Authority (IANA) and cannot be used for other purposes. The use of well-
known port numbers on the part of servers makes it easy for clients to know
the port number on which a server process is listening, if at all.

For example, the well-known port number for the FIP server process
(passive open) is 21. Port numbers from 1 to 1023 are reserved for well-known
TCP/UDP ports, and almost all of them are assigned. Any TCP segment hav-
ing a destination port number of 21 is given by the TCP layer to the server FTP
process, if this process is running at the application services layer.

But how does the client process (which issues the active open on the remote
system) choose a port number? It might seem that the client process should
also choose port number 21, since the client process is also running FTP. In fact,
this will not work. Well-known port numbers are reserved for use by server
processes only and may not be used at all by clients. Otherwise, only one FTP
client could be run at a time on the remote system, and this is obviously not a
desirable situation when the remote system itself is a multi-user system.

To get around this apparent limitation, TCP/IP client processes must use a
client port number that is not a well-known port number (that is, greater than
1,023). Since these client processes are the “talkers” and the client port number
is included in the TCP segment sent to the remote server process, the remote
server process will know what the client process has chosen for a client port
number and reply accordingly. There is no confusion between separate clients
establishing connections (or sessions) with the same client port number because
these connections are distinguished by socket number (port number plus IP
address, and the IP address must be different for different clients running on
different hosts). And even if the client connections originate in the same
remote system, this system can easily make sure no two client processes
choose the same port number. Either the ports are the same and the IP address
is different at one end, or the IP addresses are different and the ports are the
same: a very elegant yet simple mechanism. This process is illustrated in Fig-
ure 2.6. By convention, the socket is indicated by adding the port to the IP
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Figure 2.6 Sockets and ports.

address, separated by a colon, such as 192.168.40.67:21. The TCP connections
on a client or server are identified by concatenating the socket numbers at
each end of the TCP connection. Why invent a numbering scheme just for TCP
connections? So sockets have yet another use.

A whole series of well-known ports exists. Since the transport layer has two
main protocols, TCP and UDP, each have a set of well-known ports that are not
confused by the applications running at the applications services layer (gener-
ally, applications run on the same ports with TCP or UDP, but there are some
exceptions). The IANA has made efforts to coordinate the port numbers so that
applications that may be both connection-oriented (using TCP) and connec-
tionless (using UDP) employ the same port numbers.

So adding the TCP/UDP port number to the IP address to yield the socket is
an important way to enumerate connections and sessions in TCP/IP and sort
all of the sources and destinations of packets properly. But sockets are impor-
tant in TCP/IP for another reason entirely. The socket is the real interface
between an Internet-ready application program and the TCP/IP protocol stack.
There are other ways to write programs according to the client/server model to
run over the Internet, but using the sockets interface is by far the most common.

To understand the attraction of the sockets interface in TCP/IP, a brief
review of programming concepts is needed. At the very beginning of com-
puter programming, programmers had to know the internals of the computer
architecture in order to do something as simple as open a file. Programs writ-
ten in machine language (0110 1110) or basic assembly language (ADD REG A
STO REG B) offered no real alternatives. Once the high-level language COBOL
came along, it was possible to teach people how to write programs without
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teaching them the internals of the computer. In COBOL, it was just OPEN FILE
ACCTS and that was it. The COBOL compiler translated the OPEN to what-
ever was needed to ready the file for processing. Some sneered that the advent
of COBOL meant the end of true computer scientists, but most people
embraced the ease of programming that the use of COBOL encouraged.

Now consider the situation once the Web came along and the quest was now
for programmers who could write applications that ran on the client/server
Internet. Without sockets, programmers would have to either duplicate all of
TCP/IP (unlikely) or carefully construct segments that could be passed to TCP
or UDP with all of the details needed to construct the necessary TCP and UDP
and IP headers. With sockets, the network looked and was treated just like a
file. And programmers all knew how to read and write to a file—reading from
a socket received and writing to a socket sent. Programmers could all create a
file, write to a file, read from a file, and close a file. Now programmers could
create a socket (attach to TCP/IP), write to a socket (send), read from a socket
(receive), and close a socket (detach from TCP/IP). With sockets, programmers
could write networked applications without knowing anything about networks.

Putting It All Together

The various pieces of TCP/IP are placed in their respective layers in Figure 2.7.

The TCP/IP protocol stack is very complex. For the sake of simplicity, the
preceding presented only enough information for you to understand how
TCP/IP supports the rest of the applications and adjunct protocols described
in the rest of this chapter.

(...) FTP SMTP | Telnet NFS SNMP DNS (...)
Client- | Client- | Client- | Client-
Other | Server | Server | Server | Server Other
Client- Client-
Server Server
Apps (File (Email [(Remote [(Remote [(Network| (Name- Apps
Transfer)| Service) | Login) File Mgt.) to-IP
Access) Address
: Translation)
I
TCP (Connection-Oriented) UDP (Connectionless)
(Sequenced Messages) (Single Messages)

IP (Routes Packets) ICMP ARPs

Network Access: Ethernet, Token Ring, X.25, etc.

Figure 2.7 The major pieces of TCP/IP.
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Key TCP/IP Applications

So far, the application layer of TCP/IP has been explored only generally.
TCP/IP applications originally supplied three main functions: file transfer,
electronic mail, and remote login capabilities. These are certainly still very pop-
ular applications on TCP/IP networks, but not the only ones by any means. In
this section we take a closer look at these three basic applications and several
others. However, even this more detailed look comes nowhere near to being an
exhaustive list of all the common applications bundled with most TCP/IP soft-
ware. Some TCP/IP documentation calls these applications services, but this
merely reflects the fact that the service is defined, not the actually implemen-
tation in program code, which constitutes the application.

This section provides more details and examples for four basic TCP/IP
applications: File Transfer Protocol (FTP), the remote login application (Telnet),
the Simple Mail Transfer Protocol, and the Domain Name Service (DNS). The
first three are self-explanatory; the fourth (DNS) is the application that trans-
lates Internet names to IP addresses and IP addresses back to Internet names.

We also explore four additional applications, but these are not as common
and are not always bundled with all TCP/IP vendors” products. Sometimes
these additional applications must be purchased separately, or they may not
even be supported in limited, basic functionality versions of the TCP/IP proto-
col stack. These four applications are an application for loading a hard-diskless
device (such as a small router) from a server (Trivial File Transfer Protocol or
TFTP), and the Boot Protocol, or BOOTP, an application for accessing a single
record in a file across a TCP/IP network (Network File System, or NFS), an
application for managing devices on a TCP/IP network (Simple Network Man-
agement Protocol, or SNMP), and a graphical user interface for UNIX-based
workstations (X Windows).

These eight applications (which are all applications, despite the presence of
protocol in some of their names) form a good cross section of the wide selection
of network capabilities available to a user on a TCP/IP network or the Inter-
net. An implementer of other network protocol stacks would be hard-pressed
to find as rich a collection of applications as are available for TCP/IP. And the
presence of well-respected standards for TCP/IP implementations makes the
interpretability of these applications almost a certainty. The choice of these
applications was made mainly to show the richness and variety of TCP/IP at
the application layer.

FTP (File Transfer Protocol)

File transfer capability is part of the basic function of the TCP/IP architecture.
FTP enables users on a TCP/IP network to copy an entire file from one system
to another (which also must be running FTP). Exactly what FTP can and cannot
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do must be clearly understood. FTP can make a copy of a file. It cannot move a
file from one system to another. So, after the FTP transfer terminates, there are
now fwo exact copies of the file: one still on the source system and the copy on
the destination system. (The FTP user may delete the source file on the source
system after the transfer, but this procedure requires additional steps and per-
missions.) FTP can copy an entire file. It cannot copy only a portion or a single
record from a file from one system to another. FIP is all or nothing. If the file
is large and the user only wishes to copy a small portion of the file, FTP is of
no use.

FTP deals with only simple file types. The protocol can handle either ASCII
text files or files that consist of a sequence of binary (hexadecimal) data. It can-
not preserve complex record structures found in some files such as indexed
records or linked lists. FTP is bidirectional: Files may be sent as well as received,
even in the same FIP session. FIP lets users access files on remote systems for
performing simple housekeeping tasks as well, such as deleting or renaming
files, or even creating new directories.

File transfer capability may also include optional features that are not gen-
erally available with every version of FIP. One of these features is called third-
party transfer and allows a user on a local system to transfer a file between two
remote systems. That is, the local system need be neither the source nor desti-
nation of the transferred files. Another optional feature is called restart recovery
and provides a user with the ability to restart a failed file transfer where it left
off. Generally, FTP will require a user to retransfer the entire file, even if the
transfer fails on the last bit of the file.

FTP, like almost all TCP/IP applications, requires a client and server
process. A standard set of commands is used on the client FTP process to com-
municate with the server FTP process. These commands allow the user to
move up and down the remote filesystem’s directory tree (if allowed), obtain
file directory information, and transfer the selected files to the user’s local
system. Often, differences exist among file and directory names on different
operating systems—for example, UNIX operating systems are generally more
liberal with filenaming conventions than are older operating systems. For
instance, you could not transfer a UNIX file named MygFile.Here.anyone.c
under that name to an old DOS machine. So, FTP must frequently translate
tilenames as well.

A remote user must access the FIP server with a login ID and password.
Once connected to the remote FTP server, the user may transfer files as ASCII
text (the default mode) or as binary files (known as binary or image mode). Files
that are executable code or other nontext formats must be transferred in binary
mode. Not doing so is a common mistake that users new to FTP often make.

Two major types of FTP file transfers exist. One type is referred to as anony-
mous FTP, which gives remote users access to public filesystems. The other
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type has no such special name but is private FTP and gives remote users access
to a private filesystem. Most FIP server processes allow access to a special
public filesystem through an anonymous login ID. The remote user must actu-
ally enter the character string “anonymous” when prompted for a user ID by
the FTP server system. By convention, the remote user’s user ID and fully
qualified Internet name is used as the password. If the remote FIP server
process does not allow anonymous access, the remote user must have a valid
ID and password on the remote system.

Telnet (Remote Login)

Application-to-application connectivity is one of the main offerings of TCP/IP.
But frequently applications programs are written to run on exactly one system
on a network, usually because that system has access to the files needed to run
the application. TCP/IP offers a simple method for allowing remote users to
access these applications and run them across the network or Internet. The
input keystrokes for the application are transferred from the remote user’s
keyboard across the network to the remote system and processed. The output
messages are sent back across the network and displayed on the remote user’s
screen.

This is the essence of Telnet. Telnet offers a way for remote users on a system
running the Telnet client process to appear as a local user on a system running
the Telnet server process. The remote user must supply a valid user ID and
password before gaining access to the remote system. On systems that main-
tain Telnet servers for the purpose of supplying information to the public (for
example, bulletin board-type services), a special “guest” or “newuser” login
ID may be permitted.

Of course, giving any remote user access to applications and files of infor-
mation on a given system is sometimes risky, especially in view of the well-
publicized activities of hackers. While hackers do not have valid user IDs and
passwords on private Telnet server systems, many hackers will happily spend
hours entering user IDs and passwords more or less at random in the hopes of
gaining access to a remote system. In fact, abuse of Telnet because of intrusions
of unauthorized remote users has led some sites to simply shut down Telnet
servers or discourage their use.

Many kinds of keyboards and screen displays are in common use. Telnet
functions by having the Telnet client and server process implement a very
basic set of default terminal functions known as a network virtual terminal
(NVT). The NVT is very simple: It functions as an old-fashioned half-duplex
keyboard and printer with a scroll of paper as output. (DOS functioned in
exactly the same way, which is why a DOS dir command’s output frequently
scrolls off the top of the screen.)
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NVT defines special control characters as well as commands typed from a
keyboard. These include a special Send Break control character to gain the
attention of the Telnet server process, an Abort Output control character for
terminating output to the display device, and various other functions. These
usually are a combination of the ASCII Control key (written as a ~ in a lot of
documentation) and another character. An especially useful control character
is the Escape code, which is used to return the user to the Telnet command
mode. The exact set of control characters a Telnet server supports and the key-
board sequence to send them is established when the Telnet session is first set
up between client and server. A list of these characters and keyboard codes may
be obtained by a user during a Telnet session with the display command.

DNS (Domain Name Service)

The TCP/IP application that translates Internet domain names to IP addresses
and vice versa is known as the Domain Name System, or DNS. Used with both
FTP and Telnet, this application also has special records used only by email. So
in this section we discuss DNS in an email context.

This DNS application is essentially transparent to TCP/IP users, except
when it is absent or fails. Then users are frequently unable to communicate
with any other TCP/IP system at all.

Users normally establish FTP and Telnet connections, and send email, not
by the IP address of the remote system (although this works as well) but by the
remote system’s Internet name. For example, ftp acct.xyz.com attempts
to establish an FTP session with the remote TCP/IP system whose IP address
corresponds to acct.xzy.com. This text string is entered by the user directly. Of
course, the packets are not really sent to acct.xyz.com, but the IP address of
acct.xzy.com. How is the IP address found? It is unreasonable for the TCP/IP
protocol to expect the user to supply the IP address as well as the name of the
remote system. But it is equally unreasonable to expect the local system’s
TCP/IP software to know the IP addresses for every other TCP/IP system in
the world either.

Fortunately, there is a solution. The TCP/IP standards mandate that the
local host have a minimal number of hostnames and associated IP addresses in
a configuration file. If the remote destination hostname is not found, the local
host (transparently to the user) runs the DNS client process and sends a mes-
sage to the IP address of a name server. This name server runs the DNS server
process and is also specified in a configuration file set up when the TCP/IP
software is initially installed.

The DNS server process may run on a dedicated system (that is, a system
running only DNS and nothing else) or on any regular user system on the
TCP/IP network. However, if run on a normal user’s system, the DNS service
will not be available when the user’s system is not powered on and in use.



TCP/IP Survivor’s Guide

55

Some TCP/IP network administrators configure TCP/IP to always try to do
a DNS name lookup first and only access the local host table if an entry is not
found. Usually at least one DNS dedicated name server is maintained by an
organization employing TCP/IP. Some larger organizations maintain several
name servers in case one fails.

Not even the largest local TCP/IP name server in a single organization can
contain all the possible names and IP addresses for all the TCP/IP hosts in the
world. Instead, the Internet maintains huge name servers known as root servers
that know that IP addresses of every DNS server in a given “zone” (such as the
.COM zone or the .EDU zone). These zone DNS servers are in turn capable of
resolving (that is, translating to an IP address) any hostname supplied to it.

DNS operation sounds complex, but it isn’t. All DNS servers cache the
results of recent IP address resolution queries and use this cache to respond to
subsequent queries. However, since hostnames frequently change, IP addresses
obtained in this fashion are called nonauthoritative, since the IP address was not
supplied by a local DNS server directly.

Figure 2.8 shows how DNS works. At the bottom of the pyramid are the mil-
lions of local, but authoritative, DNS servers for all of the LANs and hosts on
the Internet. At the organization level (for example, samplecompany.com),
there are thousands of DNS servers that know about the entire organization.
There are fewer DNS servers for ISPs, and only a handful of root name servers
for the Internet. All of them share information and help one another locate IP
addresses and names. The only question is how far a DNS server must go to
find the information it needs.

Most TCP/IP implementations allow users to access the DNS server directly
using a special command called nslookup. The output from this command
typically is the default server’s name and IP address, as configured at installa-
tion time.

Root Name Servers: Internet

Few
Network Name Servers:
Fewer Service Providers
Local Name Servers:
Thousands Organization
. - Host Name Servers:
Literally millions End Systems and LANSs

Fewer but larger Domain Name Servers are needed at higher levels
Figure 2.8 The DNS hierarchy.
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SMTP (Simple Mail Transfer Protocol)
and Post Office Protocol (POP)

The sending and receiving of electronic mail on computer networks is probably
the most common application that users access. Even users that use file transfer
and other applications awkwardly can usually send a message to other users
and read their own email. In fact, some networked systems are used almost
exclusively for email and little else.

On host systems running TCP/IP, each system must have a unique IP
address. This IP address is associated with a fully qualified domain name, which is
often just called an Internet name. But since many operating systems allow mul-
tiple users (for example, UNIX), the TCP/IP email protocol sends email from
account to account. This unique account name is usually the user’s login ID (for
example, harryd or rsmith), but not always. TCP/IP email addresses are thus
in the form harryd@acct.abc.com, where the email account is to the left of the
@ (“at”) sign and the fully qualified domain name is to the right of the @ sign.

Usually, email involves the use of two protocols. These are the Simple Mail
Transfer Protocol and Post Office Protocol (POP). Mentioned earlier in the
chapter, SMTP is used to transfer mail between two email servers. POP is used
to allow users to collect their email from an SMTP server. SMTP is used to actu-
ally transfer the email, but POP makes it possible for hosts that are not
attached to the Internet all the time (essentially PCs that are often powered on
and off at will) to receive their email when they wish.

SMTP needs more than just itself to form a complete email package. The rea-
son for this is that the complete email process requires more than just a text file
to transfer from a source account to a destination account. The text file must
originate somewhere, and this usually requires a text editor that allows the
email sender to add, delete, copy, and modify the text in the email. The text file
must be read or saved to disk or even printed somehow, and this might require
a text editor as well. Since the definition and functions of email text editor soft-
ware is beyond the scope of TCP/IP as a communication protocol, SMTP just
defines the actual sending and receiving of email, not the details of its origin or
ultimate fate. This means that SMTP is not really useful to end users directly.
Instead, implementers have added the necessary editing, saving, and printing
capabilities to the SMTP service under a variety of names. Many TCP/IP
implementations simply call this application mail, but other email SMTP edi-
tors are popular on UNIX-based systems, such as elm and pine.

SMTP differs from FIP and Telnet in another important feature. While both
FTP and Telnet establish a real-time connection between a client process and
server process, this is not normally done with SMTP email. An email process
on each TCP/IP host usually gathers edited and prepared email messages on
disk and sends them all out to their respective destinations periodically. At the
destination system, the SMTP process distributes the messages to the proper
user accounts.
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A user’s account is therefore actually just some disk space set aside on the
local system as the user’s mailbox. Arriving messages take up disk space, and
unless the user checks the mailbox regularly, the user’s allocated space may be
consumed and the user’s messages lost on arrival or deleted or both. Because
of this, most TCP/IP multi-user systems remind users upon login that “you
have mail” or “you have new mail” to prompt them to clean up their mailbox
areas on the system’s hard disk drive. Unfortunately, there is no real way to
force users to read, delete, or reply to their email.

Today, most personal computers acting as hosts use both SMTP and POP
(the most popular version is POP3). Without POP, not only would hosts have
to be up and attached to the Internet all the time, but email could also be
received only on the host on which the proper SMTP was running. To over-
come these limitations, POP is used to enable users to fetch their email almost
from any host anywhere, and whenever the user pleases. Sending email still
involves SMTP.

So a user usually does not send email directly to another user but instead to
the user’s SMTP server. But how do users find one another’s SMTP servers on
the Internet? The DNS servers have special records, called MX (mail exchange)
records, which supply the destination user’s SMTP server’s IP address when
the destination user’s IP address is resolved by DNS. The interplay between
SMTP, POP, and DNS is shown in Figure 2.9.
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Figure 2.9 SMTP, POP, and DNS.
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In Figure 2.9, email is sent from User A to User C. The program used to send
email on User A’s computer employs SMTP to send the email to the ISP’s
SMTP email server. A DNS lookup (actually, a series of lookups) is used to find
the SMTP server of the recipient. Once the IP address of the SMTP server of the
recipient is found, the mail is forwarded using SMTP. User C uses POP to
retrieve the email from User A from this SMTP server.

Trivial File Transfer Protocol (TFTP)
and Boot Protocol (BOOTP)

We'll deal with the remaining applications discussed in this section more
briefly. Many users on TCP/IP networks or the Internet have never used any
applications other than FIP, Telnet, and email (these users employ DNS as
well, of course, but DNS is seldom used directly or even seen by end users).
However, a few more applications are detailed to show the scope of TCP/IP
and the wide variety of applications available to users of TCP/IP networks.
Also, the Trivial File Transfer Protocol and Boot Protocol are still sometimes
supported and used in routers, even those with lots of RAM and hard drives,
so a few words about TFTP and BOOTP are in order.

Normally FTP operates with TCP and so is a connection-oriented file trans-
fer mechanism. This is a good thing too, since TCP will not deliver data to an
application unless the data is free of errors, in sequence, and complete. How-
ever, the vast majority of LANs operate in a connectionless fashion. Many
devices attached to LANs today such as hubs and low-end routers have no
hard disk drives at all. Yet TCP/IP management standards and applications
(see the section Simple Network Management Protocol coming up) require a man-
ageable device on a TCP/IP network to have an IP address and run the TCP/
IP protocol stack. Since it is important for network managers to be able to
manage large internetworks with many of these hubs and routers, and these
network devices may have only random access memory (RAM), the question
is just how the TCP/IP protocol stack and network management software gets
loaded into one of this diskless devices.

FTP is one answer, but it requires TCP and the full FTP application. This is
really a case of overkill on a LAN, where the chances of errors are very low.
Requiring all of FTP can decrease the availability of already scarce resources
such as RAM on a low-end device. And once the router or hub network man-
agement or other software is loaded, FTP does not have to be used at all any-
more. However, deleting FTP is risky, because if the memory of the device is
lost (due to a power failure or other glitch), the software must be downloaded
from some router or hub software server all over again.

To address these limitations, many TCP/IP implementations include the Triv-
ial File Transfer Protocol and the Boot Protocol. These are really two applications
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that work together to load a diskless network device with configuration infor-
mation and other software that otherwise would have to be loaded by hand
from diskette or kept on a hard disk in the device itself (increasing cost and
complexity).

Unlike FTP, TFTP uses UDP. UDP is connectionless, as connectionless as the
IP layer and the LAN these protocols run on. This is good fit, since the resulting
protocol stack of TFTP-UDP-IP-LAN is connectionless from top to bottom.
This makes for very compact code implementations and minimal overhead.
Since TFTP is not really intended for users to access for file transfer (that is
what full FTP with TCP is for), TFTP offers only a subset of FTP functions (for
example, there is no “list directory” command). If users do not use TFTP, obvi-
ously something else must be using it.

The BOOTP protocol, yet another application service of TCP/IP, uses TFTP.
With BOOTP and TFTP, router and hub configuration and other code may be
placed on a server on a LAN. This server runs the TFTP and BOOTP server
processes. The TFTP and BOOTP client processes are loaded into the diskless
hub and router’s memory, along with the IP address of the device. The rela-
tionship between TFTP and BOOTP is shown in Figure 2.10.

When the hub or router is powered up, the RAM-resident BOOTP client
sends a message to the BOOTP server process using TFTP. The BOOTP server
replies with a filename. This filename is the file on the server where the net-
work device’s current configuration and software is located. The network
device then uses TFTP to download the file into its local memory. The hub or
router is then ready to go.
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Figure 2.10 FTFP and BOOTP.
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Network File System (NFS)

The Network File System is really a family of applications built on top of
TCP/IP that mainly address several limitations of FTP. Originally developed
by Sun Microsystems, a major UNIX workstation vendor, as part of their Open
Network Computing (ONC) product line, Sun released the specifications of
many of the components of NFS into the public domain. These components
have become important parts of TCP/IP.

NFS allows users to access remote files transparently, as if the files were res-
ident on a local hard drive. Instead of appearing as part of a local UNIX file-
system, these files appear as part of a network filesystem, hence the name. FTP
limits remote file access to copying a whole file, not just a needed record, across
the TCP/IP network. NFS allows a user to open a file on a remote filesystem,
read a single record, add or delete records, and close the file, all without copy-
ing the entire contents. NFS allows virtual disk drive connections across a
TCP/IP network. NFS also allows shared file access among many users.

Because of NFS’s origins outside of the TCP/IP definition process, NFS is
not tied to a TCP/IP network, but that is its most common implementation.
There are three layers to NFS, which establish sessions, file translation mecha-
nisms, and the remote access of the file itself across the network. For the
sessions, NFS implements a remote procedure call (RPC) mechanism, which
defines the format of messages sent across the TCP/IP network to accomplish
NES tasks. RPC extends the concept of local file management procedure calls
(open a file, read a record, and so on) to remote file management procedure
calls across the TCP/IP network.

To handle differences in file types and formats among operating systems,
NFS implements an External Data Representation (XDR) protocol, which pro-
vides for a common format in place of native internal representation for data
to be sent across the network. NFS itself forms an application layer interface
for remote file access and management.

NEFS is defined as a stateless application. This means that an NFS server
process does not keep track of any previous service requests from a specific
NFS client process. While this is done mainly for ease of implementation, it
makes for some awkward file manipulations in NFS. For example, if a client
accesses a remote filesystem (which is what NFS is for) and changes the direc-
tory (the UNIX and DOS cd command) to a subdirectory, the user will have
difficulty using cd .. (go up one directory level) because the remote NFS
server process has no idea what the current directory actually is for that par-
ticular user (most Web sites function in exactly the same way). NFS servers
process all requests independently, in keeping with stateless operation. NFS
servers must enhance basic NFS service to provide state information about a
user’s interactions in NFS. Oddly, Web sites often store session information on
the client machine, in the form of cookies.
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A cookie is a piece of information given by a Web server to a browser. The
information has no defined format, since it only needs to be understood by
the server software that generated it. Cookies do have some common fea-
tures, however, and all cookies received by Internet Explorer (for example)
are stored in simple, flat text files in a folder called “cookies” in most newer
versions of Windows. Cookies store all sorts of useful information about the
user. For instance, if a user has established a login and password to a financial
Web site and wants his or her Web page to show certain stocks upon login,
this information about the user is stored not at the Web site, but on the user’s
computer by means of a cookie. So millions of user “profiles” add nothing at
all to the Web server. Of course, if the user accesses the Web site from another
PC, the user’s preferences are lost and the default Web page is displayed,
because the cookie is on the other PC. Security concerns have led to the
reduced role of cookies on the Internet today, but if you set your browser to
generate a message or alarm whenever a Web site attempts to give the
browser a cookie, as you follow Web links, there will usually be messages or
alarms every few minutes. Cookies allow Web sites to be stateless and yet
seem to remember details about user sessions.

Nevertheless, stateless operation permits NFS to use UDP instead of TCP.
Since UDP is inherently unreliable (UDP’s service is often described as “best
effort,” as is IP’s network service), some NFS implementers have begun using
TCP instead, especially when NFS is to be used over an internetwork with
many WAN links having higher bit error rates than LANs. This use of more
reliable TCP connections with NFS, however, has its price. Since a connection
takes time to establish with TCP, the net effect is to slow NFS down so much
that NFS may not be fast enough for many applications and users. In these
cases, an NFS file open may seem to take forever. The NFS protocol stack is
shown in Figure 2.11.

NFS Network File System
NFS
Application XDR eXternal Data Representation
Services

RPC Remote Procedure Call

TCP uDP

IP
Network Access

Figure 2.11 The NFS layers.
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The use of RPC without NFS allows application developers to write what
are known as distributed applications. Distributed applications do not require all
components of an application (such as DLLs in a Windows environment) to
reside on a local disk drive. Since RPC allows remote execution of processes as
well as remote file access, these components can be loaded on a central com-
puter and accessed by the main application components over the TCP/IP net-
work. There are several advantages to doing this, of course. It keeps the size of
the software loaded on client computers to a minimum and also makes it easy
for developers to change the coding of an application component without
worrying about how to distribute the update to all users. With RPC all the
users access and share the server-based common routines.

Simple Network Management Protocol

Simple Network Management Protocol was introduced in 1989 to manage
routers on the Internet. Since then, SNMP has emerged as the industry-standard
network management software of choice not just for routers, but for LAN hubs,
modems, multiplexers, and even end-user computers. One reason for this is
SNMP’s purposeful simplicity.

SNMP is extremely elementary. Only five commands and responses are
defined in the original version. This original version is now known as SNMPv1.
Whenever just SNMP is used, it is understood to indicate SNMPv1. The newer
version, SNMPv2, was standardized in 1993 but is only slowly being imple-
mented. SNMPv2 is much more complex than SNMPv1, but much better suited
to managing complex internetworks of many LANSs, routers, hub, modems,
and multiplexers. Other enhancements such as better manager authentication
and encryption are also part of SNMPv2.

SNMPv1 uses UDP connectionless transfer. Since an unreliable transfer
method was of limited utility in managing remote devices (is the device dead
or did the message get lost?), SNMPv2 can use TCP to provide reliable TCP /IP
network connections. A lot of network management information can be gath-
ered just by knowing a connection can be established to a remote network
device (regardless of the problem, at least it is there).

SNMP, naturally, is built on the client/server model. But in SNMP, the client
process (the talker) is the central network management software running on a
system in a network management operations center. The server process (the
listener) runs in each and every SNMP-manageable device on the TCP/IP net-
work. When queried by the network management software, the SNMP server
process replies with the current status of some piece of information about the
device. There is one exception to this: SNMP defines a trap event on a managed
device. This special event is sent to the network management client software
without being asked. So SNMP is assigned two well-known ports: one for the
managed device to listen for SNMP commands (port 161) and the other for the
network management software to listen for traps (port 162).
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The SNMP manager application is run on a central network management
workstation. The device to be managed runs the SNMP process known as the
SNMP agent. When asked by the network management workstation (the Get
parameter), the SNMP agent software accesses the current value of a variable
in an SNMP database. This database is technically known in SNMP as a set of
objects. However, most people refer to this database of information about a
managed device as a management information base (MIB). Strictly speaking, a
MIB is just a description of this database’s structure: The first field is an inte-
ger and represents the number of IP datagrams processed, the second field is
20 characters long and represents the vendor of the device, and so on.

Once a MIB is implemented and installed in a managed device and takes on
current, valid values (926, XYZcom, etc.), these fields technically become
objects accessed by the SNMP agent software. Note that the SNMP agent is
only able to access current values in the MIB. Any historical network manage-
ment information must be kept on the network management workstation. This
helps keep the size of the MIB small in the managed device. The components
of SNMP are shown in Figure 2.12.

Many vendors define their own private extensions to the MIB defined in
SNMP for a specific network device. These are usually low-level hardware
extensions with information such as whether the device is on battery backup,
has experienced a fan failure, and so on. Most manageable network devices
sold today include vendor-installed MIBs that are accessible by most SNMP
manager software products.

Network Management Station

C SNMP Management Application >

SNMP Protocol

Port
ubP 162
S A
Get- |Get-Next-| Set Get Trap
Request | Request | Request Response | (Alert)
Y Y A
Port 161 UDP
SNMP Protocol
System ID Traffic Statistics
Vendor MIB (Objects) Error Statistics
Location... Configuration
Managed Device

Figure 2.12 SNMP components.
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X Windows

The original implementations of TCP/IP were all intended for simple,
command-based ASCII display terminals with white (or green) letters on a
black background. A user typed in a command at a prompt and pressed the
Enter key. TCP/IP did its job and the output was displayed, line by line, on the
screen. If the response was long enough, the beginning scrolled off the top of
the screen. DOS still functions in exactly this way.

Instead of this dual-color display, computers today offer graphical user
interfaces (GUIs) that display many colors and different-looking fonts. GUIs
can display the output from several programs running simultaneously in sep-
arate windows and will accept information not only from keyboard-entered
commands but from pointing and clicking with a mouse. Microsoft Windows
is a perfect example of a windows-based GUI.

X Windows was developed at MIT to bring windowing capabilities to a
TCP/IP and UNIX environment. X Windows includes specifications and tools
so that developers can write their own X Windows interfaces for TCP /IP. With
X Windows, a user can run FTP and Telnet, and edit email simultaneously,
each in a different window. This multitasking capability accounts for X Win-
dows’ popularity.

X Windows is not particularly notable as a TCP/IP application, but it is very
common and useful as a TCP/IP interface and is frequently distributed on
UNIX-based systems using TCP/IP. In fact, X Windows is rapidly becoming as
common on UNIX systems as Microsoft Windows is on PC systems.

X Windows is noteworthy in one other regard. The developers of X Win-
dows actually reversed the usual interpretation of the terms clients and servers
in TCP/IP. While most documentation about TCP/IP defines a server as a lis-
tener issuing a passive open and a client as a talker issuing an active open, to
X Windows, the server is the user’s workstation and the client is the remote
process being accessed, by definition. Because of this unusual terminology;,
servers and clients on networks using X Windows are often referred to as
X servers and X clients, to distinguish these terms from conventional TCP/IP
meanings. Nonetheless, the terminology may still be confusing. This usage of
X Windows is shown in Figure 2.13.

A special related device, known as an X terminal, has no native applications
of its own, but only accesses remote systems and applications and displays the
results on a built-in X Windows GUIL All X implementations use TCP/IP as a
network protocol.
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One of the main reasons that TCP/IP has thrived over the years and become
the network protocol of choice in many situations is the dynamic nature of
TCP/IP itself. The standard definition and version of the TCP/IP architecture
is constantly being updated to address newer networking technologies and
methodologies. These changes take place at all layers of the TCP/IP protocol
stack. Application services are continually redefined to reflect new user
requirements such as audio and video support. Network access is constantly
enhanced to enable TCP/IP to function on transport network technologies
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undreamed of not too long ago, such as Gigabit Ethernet. Even the TCP and IP
protocols are not immune. Each has been through several major revisions in
their lifetimes.

This section examines several key aspects of newer TCP/IP capabilities.
This survey is by no means exhaustive, but it is representative of the key fea-
tures that implementations of TCP/IP must address to maintain its place as a
leading network technology. The point is that TCP/IP has never been “fin-
ished,” and given the pace of computer and network technology development
over the last 10 years or so, it probably never will be.

There has been much discussion about the suitability of TCP/IP for broad-
band networks. Rather than formally define just what a broadband network is,
suffice it to say that these networks are fundamentally different enough from
older networks to maintain a sharp distinction between the two. Most
observers would agree that broadband networks must support interactive
multimedia. Multimedia support means that the network must have enough
bandwidth to allow the transfer of video and audio as well as data. Interactive
means that the network must have low enough delays (latency) to allow real-
time communication between endpoints. Interactive multimedia also implies
that the network delays must be consistent. All traffic—voice, video, and
data—must arrive with about the same delay during a session to avoid prob-
lems with the end-user applications.

If people are someday able to watch sports events and live television over the
Internet routinely and without headaches, and exchange all manner of infor-
mation in email, the two aspects of TCP/IP in this section will play a large role.

MIME (Multipurpose Internet Mail Extensions)

As mentioned earlier, one of the main purposes of the original Internet was
sending and receiving email to and from any user on a computer running
TCP/IP attached to the Internet. The SMTP application service handled this
task on TCP/IP host systems, but it had several limitations that have been
addressed through MIME (Multipurpose Internet Mail Extensions). Although
MIME explicitly references the Internet, MIME is in no way exclusive to the
Internet. Any TCP/IP network, connected or nonconnected (that is, totally pri-
vate with no links outside the organization to the global, public Internet), may
implement MIME support for their TCP/IP email. Indeed, there are com-
pelling reasons for doing so.

Until the MIME specification appeared in 1992, the basic structure of email
support in TCP/IP had remained unchanged since 1982, well before the rise of
PCs and LAN s as the platform and network of choice for most users. The email
specification in place from 1982 limited the contents of email messages to short
lines of 7-bit ASCII code, which defines 128 characters (basically whatever
keys can be typed from a standard PC QWERTY keyboard).
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Even then, richer code sets were in use, including 8-bit ASCII code sets that
extended the standard 128 characters to 256, adding accents and other special
characters to the standard set. IBM used an 8-bit EBCDIC code set that also
defined 256 (all different!) characters. But it did not matter: TCP/IP email was
limited to 7-bit ASCIIL. The short line limit referred to the fact that most email
TCP/IP implementations expected to see a newline character every 256 charac-
ters or so, regardless of the email format and content.

These limitations were somewhat of a burden throughout the 1980s, but
email was sent and received on TCP/IP systems without major problems until
the 1990s. Then newer user requirements completely overwhelmed the limited
capabilities of TCP/IP email. The new user requirement was, in a word,
multimedia.

Multimedia refers to the fact that information is conveyed among users not
just by means of text (it is read). Information between users on computers may
now consist of text as well as graphics (it is looked at), audio (it is listened to),
and video (it is watched and takes the form of graphics that move and may
even make sounds). In the early 1980s, multimedia was not a major limitation
on email systems for a very good reason: There was little support or need for
multimedia on the end users’ systems.

The situation quickly changed in the 1990s. Users began creating compound
documents that not only consisted of text (and little of it pure 7-bit ASCII) but
included graphics like company logos, voice annotations, and even rudimen-
tary animation and video. Advanced graphics began to be called “images” and
achieved photographic-quality detail. Applications appeared for sales and
training at first, but then for even general use, that required stereo speakers
and full-motion capabilities on the computer in order for these multimedia
applications to be used properly. All PCs sold today are multimedia-ready and
PC manufacturers expect users to want and need multimedia capabilities.

A problem occurred when users wished to share these multimedia docu-
ments and application contents across an internetwork using TCP/IP. The
1982 TCP/IP mail specification simply never considered multimedia email.
The transfer of email containing not only text but images and audio was never
mentioned.

That changed with the MIME specification. The major extension to TCP/IP
email applications was the specification of seven distinct content types of infor-
mation that could be included in the body of an email document. Even basic
“text” was extended to include not only 7-bit ASCII but several other charac-
ter sets for Asian languages and other specialized fonts. A special multipart
content type allowed the mixing of these various types in the same email mes-
sage. The application type transfers messages as an unstructured stream of
bits, allowing file transfer via email. The message type allows the sending of
an email message within another email message, a process known as encapsu-
lation in MIME. The image type refers to still images (or pictures, or graphics;
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in short, anything that is not read like text). The audio type is for both voice
and audio (for example, high-fidelity stereo sound). Finally, the video type is
for both full-motion video and moving images (animation), with the possibil-
ity of adding an audio sound track. The major MIME types are as follows:

Text. Many different character sets.

Multipart. Mixing of various types in a single email message.
Application. Binary images or executables.

Message. Encapsulating another email message.

Image. Still graphics in many formats.

Audio. Sound encoded in many formats.

Video. Moving graphics in many formats.

The seven MIME content types were further divided into subtypes. Sub-
types exist because the inventors of MIME acknowledged that there was not
just one way of representing any of the content types on a computer or within
an application. For instance, images are frequently generated and stored and
displayed in a number of popular formats. An image may conform to the GIF
(graphical interface format, popularized by CompuServe Information Ser-
vices) or JPEG (Joint Photographic Experts Group, popularized by scanner
vendors and others) standard format. MIME allows the inclusion of both in
TCP/IP email as subtypes of the content type “image.” The MIME subtypes
are as follows:

Text. Plain, richtext.

Multipart. Mixed, alternative, parallel, digest.
Application. Octet-stream, PostScript.
Message. rfc822, partial, external-body.
Image. JPEG, GIE

Audio. Basic, display.

Video. mpeg.

Even within the structure of these seven major types and their associated
subtypes, the MIME specification was meant to be itself extensible. That is,
a mechanism is defined for adding both new subtypes and new content
types to the standard MIME specification. This registration process is
intended to make MIME a good fit with all data types and applications for
the foreseeable future. MIME support is included in almost all TCP/IP pro-
tocol implementations.
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Multicast and the Multicast Backbone

Technically, the Multicast Backbone (MBone) is not part of the TCP/IP proto-
col at all. However, since the MBone does add considerable functionality to
TCP/IP networks connected to the Internet, and there is nothing to prevent the
concepts and operations of the MBone to be applied to private, nonconnected
TCP/IP networks, we will discuss the MBone as part of TCP/IP networks in
general.

The idea behind the creation of the MBone was to extend the multimedia
capabilities added to TCP/IP email by MIME to real-time, interactive applica-
tions. Such applications are still characterized by a need to send not only text
but also audio and video between users. However, the time limitations of
email multimedia support provided by MIME (email is typically sent only
periodically on most TCP/IP networks) are bypassed with the MBone, which
delivers multimedia to users in an as-it-happens manner. The MBone grew out
of an attempt on the part of the IETF to create a network to multicast video of
its own conferences. As such, the MBone was and is quite successful.

Essentially an experimental network built as part of the Internet, the MBone
addresses more than just Internet bandwidth and delay limitations that pre-
vent the use of “live” multimedia on the Internet. The “multicast” capability of
the MBone refers to the fact than a source of a video or audio information, or
any multimedia information in general, must transmit the packets containing
the multimedia information individually to each separate endpoint. In other
words, a video data stream sent from a source to 14 destinations would ordi-
narily be required to send out 14 separate copies of the same packet, each with
the unique IP address of each separate destination. This is hardly efficient use
of the already scarce bandwidth available, and long delays are inevitable for
the attempted employment of real-time multimedia.

The MBone is a virtual network layered on top of the normal TCP/IP routers
and links of the Internet. Multicast TCP/IP routers known on the MBone as
mrouters are used to multicast IP packets from a single input port to many out-
put ports. Since the rest of the Internet does not support multicast, the MBone
uses a system of tunnels to allow multicast packets to be packaged inside
“plain” IP packets. This way, the multicast packets will pass through any non-
multicast routers transparently. The unicast IP routers will pass the multicast
IP packets through unknowingly to a multicast IP router (the mrouter), where
these multicast IP packets can be processed correctly.

If all this seems great, the natural question is this: Why not just convert the
whole Internet to a multicasting MBone and run voice and video and data
right to every desktop connected to the Internet in the world? There are three
reasons why this is not done. First, not all hosts need to handle the constantly
arriving multimedia IP packets. Second, not all organizations have the band-
width needed to receive MBone traffic. Third, the entire aggregate bandwidth
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Figure 2.14 The MBone.

in the MBone itself is limited. This means that even though the MBone is fine
for rudimentary video, it is hardly a cable TV replacement.

The MBone consists of a series of virtual circuits connecting the mrouters
together. Since the Internet, and TCP/IP networks in general, are connectionless
at the IP layer, some way around the limitations on delay-variation-sensitive
applications like voice and video had to be found. The problem with connec-
tionless, independently routed packets with timing-sensitive contents is that
the resequencing and missing packet overhead, coupled with the delay “jitter”
of each individual packet through the router network, make it next to impos-
sible to employ voice and video on a TCP/IP network, multicast or otherwise.
The solution with the MBone was simply to connect the mrouters with more
connection-oriented paths instead of purely connectionless routes from source
to destination. These virtual circuits used on the MBone are the tunnels
between mrouters. The tunnels connect these mrouters, and all sources may
effectively broadcast onto the MBone on an equal-access basis. The overall
structure of the MBone is shown in Figure 2.14.

ARP and ICMP

Two other pieces of TCP/IP need to be investigated in more detail before we
proceed to IP addressing in Chapter 3: ARP and ICMP. The ARP protocol fam-
ily is used to map the IP addresses used in packets to and from the network
layer addresses used in frames, especially on LANs. ICMP is the part of
TCP/IP that conveys IP error information from a router or destination host
back to the source of the packet.
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ARP Protocols

IP is not the only protocol that runs at the IP layer. A whole class of protocols
known as Address Resolution Protocols exist at the IP layer as well. In addition
to ARP itself, there is Reverse ARP, Proxy ARP, and even Inverse ARP (InARP).
Other ARPs for other network technologies have been proposed as well, such
as Asynchronous Transfer Mode ARP (ATMARP). We’ll only define the ARP
protocol itself in detail in this section and mention briefly the purpose of the
other members of the ARP family.

The IP packet must contain the source and destination IP addresses of the
systems wishing to communicate. But the real work of getting data around in
a network is done by the frame, the network layer data unit in the TCP/IP
architecture. The frames have their own source and destination addresses:
MAC layer addresses of “physical” addresses for LANs, connection identifiers
for some public data networks like Frame Relay, and Data Link addresses for
other types of WANSs. The ARP documentation refers to this frame address as
the hardware address.

The question is this: How does a source host on a TCP/IP network, which
has used the Domain Name Service to find out the destination system’s IP
address, tell the network access layer which frame address to use as the desti-
nation address in the frame? Of course, the source system knows its own net-
work layer address: All TCP/IP software installations either configure this by
hand (the old way) or by querying the driver software (the current way). This
is the key to the whole ARP process; every TCP/IP system known its own IP
address and network layer frame address.

The only problem is to find a mechanism for a source system to ask, in effect,
who has IP address 192.168.40.67 (for example) and what is the hardware
(network layer) address associated with it? This is the mechanism that ARP
provides. On LANs, ARP messages are broadcast to all stations on the LAN.
The proper destination IP layer realizes that the destination IP address in the
packet matches its own and replies directly to the sender by reversing the
source and destination IP address in the packet and using its own network
layer address as the source address in the frame.

The original source system can now cache the network layer address of the
destination and proceed with sending live IP packets, supplying the proper
frame address to the network layer software. On most WANs, ARP is still
used, but as a limited multicast rather than a broadcast.

Two problems occur with ARP. One is when there are duplicate IP addresses
on a network (which happens all the time, despite TCP/IP network adminis-
trators” efforts to prevent it). Naturally, the source system receives two ARP
replies and has no idea which one is correct. The second problem occurs when
LAN bridge links fail and then are restored. Recall that bridges make LANs all
one big network, so ARP messages must pass through a bridge. When the WAN
link between bridges fails, the destinations on that portion of the network are
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unreachable. The source systems’ caches of network layer addresses will
purge and empty out. This happens because of a timer that discards any desti-
nation system entries not communicated within a given amount of time. But
when the LAN bridge link is restored, hosts may begin to generate 30 or 40
ARP requests per second. Each is a broadcast and must be processed by each
receiving host. The result is that hosts are swamped with ARP requests and
may slow down considerably or even fail.

Figure 2.15 shows a simplified ARP message header and information fields.
The figure also illustrates the ARP process. (Ethernet types will be discussed in
Chapter 3, “IP Addressing and Routing.”)

RARP (Reverse ARP) is used in cases where a device on a TCP/IP network
knows the network access layer (hardware address to ARP) but must determine
the IP address associated with it. RARP is frequently used for diskless network
devices on TCP/IP networks such as low-end or older routers and hubs.

Proxy ARP is an older technique used in early TCP/IP routers and still
supported in some routers today. Since routers required different IP address
network numbers on each router port, small networks connected by routers
wasted IP address space. Proxy ARP was a method of assigning a single IP
address to both sides of router without using subnet masking. Proxy ARP has
been largely replaced by subnetting (described in Chapter 4, “Subnets and
Supernets”) in modern TCP/IP networks.

192.168.40.79 192.168.40.76 192.168.40.67
"Who has "Not Me!" "l do!"
192.168.40.67" IGNORE REPLY

Ethernet LAN

Frame Frame
Header ARP Message Trailer
(Same as
Hardware Type Protocol Ethernet Type)
HW Addr IP Addr : 1=Request
Length Length Operation 2=Response

(IP and HW Address Information)

A
A4

32 bits (4 bytes)
Figure 2.15 The ARP process.
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InARP was developed especially for use on Frame Relay networks. Instead
of using ARP to find out MAC-layer LAN addresses, TCP/IP networks linked
by Frame Relay networks use INARP to determine the Frame Relay DLCI
(Data Link Connection Identifier) number to use in the frame when sending IP
datagrams. Extensions to ARP will also apply to newer network technologies
as TCP/IP network come to be linked by these newer techniques (such as opti-
cal networking) in the coming years.

Internet Control Message Protocol (ICMP)

One of the distinct advantages of linking of LANs with routers running
TCP/IP instead of relying on LAN bridges is the presence in the TCP/IP archi-
tecture of a special protocol at the IP layer for error messages. Bridges have no
separate software layer above the frame level and so have no way of sending
such error messages to the originator of a message. In the TCP/IP architecture,
this protocol, called the Internet Control Message Protocol (ICMP) is particu-
larly important for best-effort connectionless packet networks using IP.

If a packet is sent and no reply is received, the packet may have been lost by
the router network, or there may be an error condition that forced a router (or
destination) to discard the packet. In these cases, an ICMP message arriving
back at the source can help the source system correct the problem (for exam-
ple, an invalid IP address) or take other recovery steps (such as resending the
packet to another router). For TCP/IP network management purposes, ICMP
provides very useful diagnostic information about network problems.

TCP/IP implementations vary widely in ICMP interpretation capabilities.
TCP/IP documentation states that ICMP must be supported in all cases, but in
very limited TCP/IP implementations (such as TCP/IP shareware and free-
ware), this support may mean no more than that the system will accept ICMP
messages. In many cases, these limited implementations will not even gener-
ate an error message to the user or affect the operation of the TCP/IP software
at the source, defeating the whole purpose of ICMP support. The only way
to be sure is to ask the vendor or source, and then ask for documentation or
references.

ICMP messages are carried inside IP packets. Therefore, for all intents and
purposes, the ICMP messages look just like regular IP packets to routers
(except for the source router, if the ICMP message was originated at a router).
ICMP error messages may be generated by a router or destination host system
and are sent back to the originating address of the packet. The originated sys-
tem will usually be a host, but not always.

Figure 2.16 shows the basic structure of the ICMP message and the different
ICMP message types possible. The ICMP Type field defines codes for router-
to-host and host-to-host error messages. The ICMP Code field has different
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IP Header IP Data

i Type | Code| ICMP Data

Type Field: Message Type:

0 Echo Reply

3 Destination Unreachable
4 Source Quench

5 Redirect

8 Echo Request

11 Time Exceeded

12 Parameter Problem

13 Timestamp Request
14 Timestamp Reply

15 Information Request
16 Information Reply

17 Address Mask Request

18 Address Mask Reply
Figure 2.16 Basic ICMP message structure and types.

meanings depending on the Type field value. These codes provide more spe-
cificinformation about the type problem indicated. The ICMP Data field varies
widely in form and content depending on the Type field. In some cases, the IP
header and first 8 bytes of the original packet triggering the ICMP message are
sent back to the source host.

Unfortunately, many end users are unaware of ICMP messages at all. Many
TCP/IP implementations, in an effort to make life as simple for end users as
possible, never actually display the text that goes along with an ICMP error
message on an end user’s system at all. Instead, a software “statistics counter”
is kept that increments with each Type or Type/Code ICMP message received
by the host system. This makes information on the general pattern of errors
available to the TCP/IP network manager, but since the details of the ICMP
source are not kept, this information is usually of limited value.

Although many users of TCP/IP networks are unfamiliar with ICMP in gen-
eral, one ICMP message is well known to just about all users of TCP/IP. This
is the ICMP Echo message known as ping, sent from the ICMP layer on a
source system to the ICMP layer on a destination system. Usually, the ping
message just wants the destination to echo back some random text of variable
length. Ping is used as a simple test to see whether or not the device is “alive”
and reachable. A series of pings is frequently sent to a hub or router to see if the
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device is functional. Because ICMP messages are sent as regular packets, a
good rule of thumb is that if about 75 percent of all pings are successfully
echoed, the remote device is alive and well.

This chapter cannot begin to describe all of TCP/IP. What have been pre-
sented, however, are all the essentials necessary to understand what routers do
and how they do it. This background now leads us into a fuller discussion of
the key role in routing played by the IP address itself, addressed in the next
chapter.






IP Addressing and Routing

One of the most confusing aspects of routing protocols and routing policy is
that these deal with the IP address. This sounds almost paradoxical. The IP
address is so fundamentally a part of the IP layer in general and router behav-
ior in particular that it seems like almost everyone must be familiar with all of
the details of IP version 4 (IPv4) addressing. Yet this is not the case, and IP
addressing can cause considerable confusion when it comes to detailing the
operation of routing protocols and routing policies, especially with regard to
the newer version of IP addresses, IPv6 (IP version 6). So in this chapter we’ll
explore all aspects of IP addressing with regard to routing, with the exception
of subnetting and supernetting, which are important enough to warrant a
chapter of their own (Chapter 4). IP packet fragmentation is also examined,
because packet fragmentation explains how the IPv6 packet header is put
together and why compatibility between IPv4 and IPv6 routers and hosts is
not necessarily a given.

The IP Address

The first point is that the IP address has nothing at all to do with the TCP/IP
network layer address (also called the Layer 2 address), or hardware address,
dealt with by ARPs. LANs and WAN serial link network addresses are
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mapped to IP addresses, but with the important exception of multicast
addresses, there is no relationship between LAN media access control (MAC)
or WAN serial link addresses in the frame header and IP addresses in the
packet header. This chapter presents a simple networking example to point
this frame-packet independence out and more precisely distinguish between
bridging and routing.

Two types of IP addressing schemes can be used with IP networks. Both
types of IP address are 32 bits long, but they differ in how hosts and routers
interpret the addresses. The two types are as follows:

Classful. This was the original IP addressing scheme established in RFC
791. Based on the value of the initial bits in the IP address, the IP address
fell into one of several classes. Each class differed in the number of IP
address bits assigned to the network and the host portion of the IP address.
This chapter deals mainly with classful IP addresses.

Classless. This newer way of interpreting the 32-bit IP address space
assumes no classes exist at all. The boundary between the network and
host portion of the IP address is not determined by the initial IP address
bits, but by the IP network mask. Classless IP addressing is considered in
detail in Chapter 4, “Subnets and Supernets.”

Primarily, routers, rather than hosts, deal with the differences between class-
ful and classless IP addresses. A good understanding of both classful and
classless IP addressing is essential to understanding how routing and routing
policy works.

Originally, the IP address was established in RFC 760 as an 8-bit prefix that
identified the network to which a host was attached. All the early Internet
gateways did was look at the prefix and route the packet to one of the 200 or so
network sites that could exist. RFC 791 changed this to a classful 32-bit struc-
ture, and RFC 1518 (classless interdomain routing, or CIDR) introduced the
idea of the classless prefix all over again. Routers today do not deal with class-
ful concepts such as “the network portion of a Class A IP address” but rather
with classless concepts such as “the IP prefix.”

Hosts on the same network (for example, a LAN) must have the same net-
work portion or prefix of their IP addresses. This is the only way that routers
can route among networks that form the Internet. So part of the IP address
specifies the network, and the whole IP address specifies the host on the net-
work. Whether classful or classless, the boundary between network and host
IP address bits is movable. An IP address can be expressed in dotted decimal,
binary, octal, or hexadecimal. All are proper and identical.

The basic concepts of the IP address are shown in Figure 3.1. The Internet
name assigned to this IP address is given, along with the IP address dotted
decimal, binary, and hexadecimal notation.
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Fixed Length 32 bits = 4 bytes (octets)

Network
Address Lo&gl d(:?;t)
(prefix)

“«—>

Movable

Boundary

Internet Name: pcl.acct.mycompany.com
IP Address: 192.168.78.26
Binary String: 11000000 10101000 01001110 00011010
Hexadecimal Digits: C0.A8.4E.TA
Figure 3.1 The IP address.

Note that the Internet name is only partially dependent on the IP address.
When a user or organization wishes to obtain a public IP address, they actually
receive two things that are guaranteed to be globally unique on the Internet.
First is the network portion (or prefix) of the IP address, such as 192.168.78.0
(this is actually a private IP address, as are all IP addresses used in this book
for security reasons). The ending of 0 indicates an IP network rather than a
host. Second is the top-level domain name; in this example, the domain name is
mycompany.com (again, this is not a valid domain name). These two elements
are assigned globally, and the rest of the information needed for domain name
and IP address is assigned locally by the network administrator. The PC in the
example is configured as pcl.acct. mycompany.com. (This might indicate PC 1
in the accounting department, but the meaning is totally up to the local net-
work administrator.) The IP address assigned and configured locally to go with
this fully qualified domain name (Internet name) is 192.168.78.26. Both of these
pieces of information are reflected in the local (authoritative) DNS server.

This example uses static IP address assignment. In this case, the organization
either obtains an IP network address on its own or uses a range of IP addresses
assigned the organization’s ISP. It is also possible to assign devices dynamic IP
addresses, using the Dynamic Host Configuration Protocol (DHCP). This is
often done for an ISP’s dial-in users, although organizations still use DHCP on
LAN:S either for security reasons or to assign a unique IP address only when a
device actually needs to access the Internet. There are many more details
involving the use of dynamic IP addresses and the Internet, but these have
little to do with routing on the Internet and so they are not investigated here
further.
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IP addresses always take the form <netid, hostid>. When the host portion of
the IP address is written with all Os, then the network itself is meant. To com-
pletely identify a particular host on a particular network, the whole address is
needed. When all 32 bits of the IP address are specified, this is often called a
host address. But there is no separation between network and host portion of
the IP address. In dotted decimal, the possible IP addresses can run from 0.0.0.0
to 255.255.255.255. When a hypothetical IP address is viewed—for example,
172.17.202.4—determining where the boundary between network and host
number happens to be is difficult. How are people, and routers as well,
expected to find this movable boundary?

RFC 791 had an interesting solution to this boundary location problem. It
divided the entire IP address range into five classes called Class A, Class B,
Class C, Class D, and Class E. The different classes were distinguished by the
value of the initial bits of the first byte of the IP address. Class D was (and is)
used for multicast addresses, and Class E was for experimental use. Classes A,
B, and C were used for normal, unicast traffic among clients, servers, and
routers.

For network and host identification purposes, Class D is not used, nor is
Class E. Class A addresses used the first byte as network address, and the
remaining 24 bits in the last 3 bytes as host address. Class B addresses used the
first 2 bytes as network address and the remaining 16 bits in the last 2 bytes as
host address. Class C addresses used the first three bytes as network address,
and the remaining 8 bits in the last byte as host address. The classful IP address
scheme is shown in Figure 3.2.

Class A |o| NetID (7 bits) Host ID (24 bits)

Cass® 110  NetiD (14bits) Host ID (16 bits)
sy | 110 Net ID (21 bits) Host ID (8 bits)
s Dy | 1110 Multicast Address (28 bits)

gzlta(f-SZESS 1111 Reserved (Experimental)

A
A

32-Bit Fixed Length
Figure 3.2 Classful IP addresses.
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All Class A IP addresses start with a zero-bit and are of the form network.
host.host.host in dotted decimal. This automatically limits the decimal number
in the first byte to the range 0 to 127 (since the 128 value position in the byte
must be 0). Network addresses 0 and 127 are reserved for special use. IP
address 127 dot anything is used as a special loopback address. Packets sent to
this IP address never leave the host but simply loop back through the TCP/IP
software. The 24-bit host field cannot be all Os or all 1s, since these have special
meanings as well. This leaves 2** -2, or 16,277,216 — 2 = 16,277,214 hosts on each
of the possible Class A networks allowed on the Internet. But fully 50 percent of
the entire IP address space is used by Class A addresses (2*' is half of 2*?)!

Who would build such a huge, yet unified, IP network? And why should
half of all IP addresses reside on Class A networks? Recall that LANs using the
same IP network address must all be on the same LAN segment. A single LAN
with Class A IP address 10.0.0.0 (as an example) could have more the 16 mil-
lion hosts, but not one single router on the network. All LAN interconnection
would have to be done with bridges. Of course, when RFC 791 was new, that
is exactly how LANs were connected: with bridges. Bridges were marketed
against the newer routers (then often called firewalls or gateways) as simpler
devices that were, unlike routers, protocol-independent. This meant that
bridges only cared about LAN frames, not the types of packets that the LAN
frames carried. In the days when there were many more network layer packet
protocols in use besides IP, bridges made a lot more sense than they do today.

In the original vision for the Internet, Class A addresses were mainly for
large, national packet-switched networks. A country might get a single Class A
address for all of the hosts within its borders. This plan made sense during the
dawn of the Internet Age, but it makes little sense today. And many Class A
addresses went, not to countries, but to computer companies that helped
shape the early Internet. IBM, for example, asked for and got Class A IP
address 9.0.0.0.

All Class B addresses start with 1 0 and are of the form network.network
Jhost.host in dotted decimal. This automatically limits the Class B first byte
range to 128 to 191. As with Class A, the 16-bit host field cannot be all Os or
all 1s. So there can be 16,384 Class B networks, each with 65,534 hosts. The
Class B address space represents 25 percent of the full IP address space. Class
B networks were supposed to be for large organizations and multidivisional
corporations—smaller than a country but larger than a single company. By and
large, most Class B addresses were assigned in exactly this fashion, although
many companies with Class A addresses also received Class B addresses.

All Class C addresses start with 1 1 0 and are of the form network
network.network.host in dotted decimal. The automatically limits the Class C
first byte range to 192 to 223. As with Class A and Class B, the 8-bit host field
cannot be all Os or all 1s. So there can be 2,097,152 Class C networks, each with
254 hosts. The Class C address space represents 12.5 percent of the full IP
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address space. This is because although there can be a couple of million Class
C networks, there can only be a handful of hosts on each one compared to
Class A and Class B networks. Class C networks were supposed to be for single
companies, and in those days before the PC, 250 computers was a lot for any
company of almost any size to have. Today, a single Class C address is barely
enough for most departmental LANs on a single floor of a large company.

Class D multicast addresses start with 111 0 and are in the range 224 to 239,
and Class E addresses start with 111 1 and are in the range 240 to 255.

The classful IP address structure was intended for a world of a few truly
huge, national networks (Class A), many, many small LANs (Class C), and a
number of networks in between (Class B). The problem is that today there are
many networks with many hosts, and few, if any, fall neatly into one class or
another. So today most routers and hosts use classless IP addressing, where the
boundary between IP address prefix and host identifier is determined by other
than the initial address bits. A full discussion of classless IP addressing is pre-
sented in Chapter 4.

Private and Martian IP Addresses

RFC 1918 established private Class A, B, and C address spaces to be used on
private IP networks and in books such as this when it is not desirable to use
public IP addresses for examples. The private IP address ranges are as follows:

Class A. 10.0.0.0 through 10.255.255.255
Class B. 172.16.0.0 through 172.31.255.255
Class C. 192.168.0.0 through 192.168.255.255

These addresses can never appear in a routing table on a router on the pub-
lic Internet. In addition, there are several “martian addresses” that should not
appear on the public Internet either. The story is that packets sent to these des-
tinations might as well be on Mars as far as the Internet was concerned. The
currently defined martians are as follows:

0.0.0.0 through 0.255.255.255

127.0.0.0 through 127.255.255.255
128.0.0.0 through 128.0.255.255
191.255.0.0 through 191.255.255.255
192.0.0.0 through 192.0.0.255
223.255.255.0 through 223.255.255.255
240.0.0.0 through 255.255.255.255

Martians will be revisited in Chapter 4, since there is actually a subnet mask
associated with each of these addresses and subnet masks are discussed in that
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chapter. Some router vendors lump RFC 1918 private addresses and martian
addresses together, usually all as martians. While it is true that private IP
addresses and martian IP addresses should not appear in the routing table of
an Internet router, they are not necessarily the same thing. In this chapter and
the ones that follow, private IP addresses and martian IP addresses are treated
as distinct concepts.

Reading IP Addresses

IP addresses are read in a certain way and have special meanings depending
on how they are written. For example, 192.168.70.66 is read as “host 66 on IP
network 192.168.70.0.” All IP network addresses must have zero-bits in the
host address field, and this address cannot be assigned to any host (actually,
nothing usually prevents this address assignment; it just won’t work cor-
rectly). The following are some examples of how IP addresses are read and
where they are commonly used:

0.0.0.0 As source address, means unknown host.
255.255.255.255  As destination address, means any host (a form of
“anycast”).

172.16.255.255 As destination address, means any host on 172.16.0.0
(“directed broadcast”).

0.0.0.33 As source address, means host 33 on the local network.
192.168.14.0 As source address, means some host on network
192.168.14.0.

Other forms of IP addresses exist, but those listed previously are the most
important. When these forms are used outside of their defined roles (that is,
something like 172.16.255.255 as a source address instead of a destination
address), the result is usually an error condition.

Direct and Indirect Routing

IP addresses are used in routing. Some books and references make extensive
use of the concepts of direct routing and indirect routing of packets. This termi-
nology can be misleading, since direct “routing” of packets can actually occur
without a router at all. In this book, the terms direct delivery and indirect delivery
of packets are used instead. A host can use direct delivery to send packets
directly to another host, or use indirect delivery if the destination host is reach-
able only through a router.

But how does the source host know whether the destination host is reach-
able through direct (local) delivery or indirect (remote) delivery through a
router? This is a very interesting question, and answering it will involve
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understanding exactly how bridges and routers differ in operation, and how
routers use the IP address to determine how to handle packets. So let’s now
examine direct and indirect packet delivery.

Direct Delivery or No Routing Required

The host knows that no router is needed to handle a packet sent from the
source host to the destination host because the IP addresses of the source and
destination hosts have the same IP network portion (prefix) in both source and
destination IP addresses—a simple yet effective way to let hosts know whether
or not they are on the same LAN.

Although the focus of this chapter is on the IP address, there will also be ref-
erences to the TCP/IP network layer addresses (usually the MAC address on
a LAN) and the TCP/UDP port and socket numbers. This is still very much the
client/server world of TCP/IP. The relationship between all of these concepts
is shown in Figure 3.3, which is also used to illustrated direct delivery (or
direct routing) of IP packets when no routing is required.

Figure 3.3 follows a packet from client to server when both are on the same
LAN segment (meaning there is no router in between client and server). This
figure outlines direct delivery of the packets. All direct delivery means is that
the packet and frame does not pass through a router on the way from source
to destination.

CLIENT SERVER
Client Process: Server Process:
File Transfer File Transfer
using FTP using FTP
APPLIC
(Message to Socket layer (Reply to Socket
192.168.40.70:20) 192.168.40.66:4378)
(Active (Passive
Open) Open)

From Port: 4378 From Port: 20

To Port: 20 Tcp To Port: 4378
From IP Addr: 192.168.40.66 P From IP Addr: 192.168.40.70
To IP Addr: 192.168.40.70 To IP Addr: 192.168.40.66

From NIC: From NIC:

00000C 37A8B3 00000C 90DE45

To NIC: Frame To NIC:
00000C 90DE45 00000C 37A8B3
(Message to Server) (Reply to Client)

Figure 3.3 The client/server model, the IP address, and direct delivery.
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The server must initially issue a passive open on the socket, in this case the
well-known port for FTP control messages, port 21. The socket is the combina-
tion of dotted decimal IP address and TCP port (FTP uses TCP), in this case
192.168.40.70:20. Once the server is listening, the client FTP process can issue
an active open on a not-well-known port to connect to the FTP server. The
sockets used at the application layer are “from” socket 192.168.40.66:4378 and
“to” socket 192.168.40.70:20.

The TCP/IP protocol stack on the client uses this information to build the TCP
header and IP header. The ports go into the TCP segment header, and the IP
addresses go into the IP packet. If the IP address of the server is not in the client
DNS cache, DNS is used to find the IP address for the FTP server, which might
only be known to the user as ftp.mycompany.com.

In the example shown in Figure 3.3, the IP packet is placed inside an Ether-
net MAC frame. The MAC source and destination addresses are shown in the
figure as well. The client knows its own MAC address, and if the server’s
MAC address is not cached, then ARP is used to determine the MAC address
of the FTP server. In the example, the source MAC address is 00000C 37A8B3
and the destination MAC address is 00000C 90DE45. Note that it is common to
specify IP addresses and ports in decimal (dotted decimal), but MAC addresses
are always in hexadecimal. The server’s reply to the client is also shown in the
figure.

LAN MAC addresses are 48 bits (6 bytes) long. The first 24 bits (3 bytes) are
assigned by the Institute of Electrical and Electronics Engineers (IEEE) to the
manufacturer of the NIC. The last 24 bits (3 bytes) are the NIC manufacturer’s
serial number for that NIC. The MAC address is used in the LAN frame
header.

MAC frames usually have one of two Ethernet frame formats today. There
are other MAC frame formats, such as Token Ring and Fiber Distributed Data
Interface (FDDI), but by far the most common LAN type today is Ethernet.
Ethernet frames more often use the original frame structure used by DEC,
Intel, and Xerox in the original Ethernet, known as DIX Ethernet. Alternatively,
Ethernet frames can use the official IEEE 802.3 CSMA/CD (Carrier Sense
Multiple Access with Collision Detection) frame structure that is supposed
to be used on all forms of 10Base-T “Ethernet” LANs. 10Base-T LANs use
unshielded twisted-pair (UTP) wiring instead of coaxial cable, and hubs
instead of the awkward media attachment units (MAUs) employed in DIX
Ethernet LANs. However, the DIX Ethernet frame structure is simpler
and allows for more information (the IP packet) inside the frame, so many
10Base-T LANSs still use DIX Ethernet frames. The structure of both frame
types is shown in Figure 3.4.
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DIX Ethernet Frame Structure:

Destination Source Type Information Erﬁggi
Address Address (IP packet) Sequence
6 Bytes 6 Bytes 2 Bytes 46 - 1500 Bytes 4 Bytes

Type = X'0800' for IP packets

IEEE 802.3 CSMA/CD Frame Structure:

Destination Source |Length | Information Erﬁg;ﬁ
Address Address . (IP packet) s

X equence

6 Bytes 6 Bytes 2 Bytes 38 - 1492 Bytes 4 Bytes

8 Bytes of added overhead with
Type = X'0800' for IP packets

Figure 3.4 DIX Ethernet and IEEE 802.3 CSMA/CD frames.

Both frame types use the same form of source and destination MAC
address, and use a 32-bit (4-byte) frame check sequence (FCS) for frame-level
error checking. The FCS in both cases is a standard 32-bit cyclical redundancy
check known as CRC-32. The difference is that the DIX Ethernet frame indi-
cates information type (frame content) with a 2-byte Type field (x0800 means
“an IP packet inside”) and the IEEE 802.3 CSMA /CD frame places this “Ether-
type” field at the end of an additional 8 bytes of overhead called the SNAP
(Sub-Network Access Protocol) header.

These 8 bytes must be subtracted from the information field (IP packet)
length so that the overall frame length is still the same as in DIX Ethernet, since
this maximum length is universal in all forms of Ethernet. In DIX Ethernet,
frame length is inferred from the frame delimiter indicators on the LAN, while
in IEEE 802.3 CSMA /CD an explicit 2-byte Length field replaces the Type field
in DIX Ethernet.

One or more LAN bridges might exist between the source and destination
host. No matter, this is still direct delivery. ARPs will pass right through
bridges, and MAC frames are forwarded through bridges without regard for
MAC frame content. Bridges create one big LAN, and all hosts on this LAN
must have the same IP network address. Routers operate differently than
bridges, as will be shown in the next section, The IP Router and Indirect Delivery.

The source host knew to ARP for the MAC address of the destination host
because the destination host is on the same LAN as the source. How did the
source host know this? Because the network portion of 192.168.40.66 is the
same as the network portion of 192.168.40.70: 192.168.40.0. Hosts on the same
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LAN segment must have the same IP network addresses. And destination
hosts on the same LAN are simply “ARP’d” to determine their MAC addresses.
The destination MAC address in the frame is thus the MAC address that cor-
responds to the destination IP address in the IP packet inside the MAC frame.

What is different when the FTP client and server are on different LANs and
must communicate through a router? The example in the following section
shows what differs.

The IP Router and Indirect Delivery

What precise role does the router play in the world of TCP/IP and the Inter-
net? It is fine to say that the router is the network node of the Internet, and that
no one can attach to the Internet today without a router, but what does this
mean? What exactly does a router do? This section explains how routers route
IP packets to perform what is called indirect delivery of packets from source to
destination. In contrast to direct delivery, which occurs when packets can be
sent between devices on the same LAN segment, indirect delivery uses one or
more routers between source and destination. The source and destination
could still be quite close in terms of distance, for instance, on separate floors of
the same building. All that matters is whether or not there is a router between
source and destination.

Consider a simple network consisting of two LANs connected by routers, as
shown in Figure 3.5. The Internet consists of thousands of LANs and routers,
of course, but all of the essentials of routing can be illustrated with the simple
diagram. The routers are just R1 and R2, and the hosts are just named
H1.L1.com, H2.L2.com, and so on, but this naming convention is fine for this
simple network.

For the purposes of this discussion, all of the LAN segments are assumed to
be Ethernets. Although drawn as distributed cables, most Ethernet LANs are
built as IEEE 802.3 10Base-T LANs with hubs and UTP wiring. Only the frames
on the Ethernet LANSs are really Ethernet. Each host has a network interface
card (NIC) installed. The interface actually carries the IP address, not the host,
but in this scenario each host has only one interface. Note that routers are the
ones that have more than one TCP/IP interface, and so routers have more than
one IP address. As it turns out, this is how routers connect LANSs together over
the Internet. A router can have 2, 8, 16, or even more interfaces. Each interface
usually needs an IP address and typically represents a separate “network” as
the term applies to IP.

Each NIC in the host or router has a 48-bit (6-byte) MAC address. These
details are unimportant for this discussion, so here the MAC layer addresses
are just labeled as M1, M2, and so on. Each host and router interface has an IP
address as well, and these are given in Figure 3.5. The hosts also have host-
names as well, but the routers are just Router1 and Router2 and the routers are
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host1 host2
192.168.9.4 192.168.9.5
M1 M2

IP Network 192.168.9.0

IP Domain: example.com

M3
192.168.9.2
> Serial link using PPP Router 1
10.30.40.1
10.30.40.2
S1
Router 1
172.16.2.1
M4 IP Domain: sample.com

IP Network 172.16.0.0

M5 M6
172.16.2.7 172.16.2.8
host3 host4

Figure 3.5 Routers, LANs, and indirect delivery.

only shown with network layers and IP layers (although most routers do have
application layers and usually hostnames). Since the routers in this example
are in different locations, they are connected by a serial link. The serial link is
running PPP, and so the packets are placed inside PPP frames on this link
between the routers. There is no need for global uniqueness on serial ports,
since they are point-to-point links in this illustration, so each one is just labeled

S1, for Serial 1, at the TCP/IP network layer.

All IP addresses have two essential parts: the network (some say the sub-
network) and host portions of the IP address. Public and private IP addresses
also exist. Private IP addresses can be used on any network, as long as these
addresses are shielded from the rest of the Internet—usually with some form
of network address translation (NAT) running in the router. This example of a

simple network uses private addresses as if they were public IP addresses.

Public IP addresses must be obtained from a central authority, such as the
Internet Registry, and are globally unique throughout the Internet. Mapping
between a hostname like hostl.example.com and an IP address such as
192.168.9.4 is done by the local DNS server, which is always authoritative to
the local network. DNS information is spread throughout the Internet, but
since the locally assigned hostnames and IP addresses can change, only the

local DNS can ever be authoritative for a given network.
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The hosts on the upper LAN are hostl.example.com and host2.example.
com. The IP network address is 192.168.9.0 (a private Class C address). The
hosts on the lower LAN are host3.sample.com and host4.sample.com. One of
the hosts on the lower LAN could have been hostl.sample.com, since only the
fully qualified domain name need be unique, but the hostnames in this exam-
ple were chosen for simplicity and clarity. The IP network address on the lower
LAN is 172.16.0.0 (a private Class B address). The serial ports on the routers
are given IP network addresses from the 10.0.0.0 private Class A address space,
although in many cases point-to-point serial links can be “unnumbered” inter-
faces and not be assigned IP addresses at all. The reason that this is possible
will be apparent later on in this example.

Now all of the pieces are in place to follow a packet between client and
server on the “internetwork,” this time using routers and indirect delivery of
packets.

Suppose a client process running on hostl.example.com wants to send a
packet to a server process running on host4.sample.com. The application is
unimportant for this example; it could be FTP, Telnet, or something else. What
is important is that the source host knows that the destination host (server) is
not on the same LAN. How does it know? For one thing, the domain names are
different: example.com for the source and sample.com for the destination. This
distinction is easy for people to make but not computers running TCP/IP. But
maybe the globally assigned domain is just com and the locally assigned
domain is hostl.example and host4.sample. More information is needed to
decide if the domains are truly different. Fortunately, DNS can be used to
resolve the IP address associated with the destination. Now it should be obvi-
ous to the source that the destination IP network address (172.16.0.0) is on a dif-
ferent network than the source IP network address (192.168.9.0). (This is a
classful example; classless host and router operation is discussed in Chapter 4.)

Now the source knows that the packet to 172.16.2.8 must be sent through at
least one router, and perhaps several routers, using indirect delivery. Why is it
called indirect delivery? Because the packet destination address is the destination IP
address of the host, but the initial frame destination address is the MAC address of the
router. So the packet is sent “indirectly” to the destination host inside a frame
sent to the router. Therefore, the frame constructed and sent on the LAN by
host1 is:

Dest. MAC: M3 Src. MAC: M1 Dest.IP: 172.16.2.8 SourcelP: 192.168.9.4 INFO

Note that the frame is sent to the router (M3), but the packet is sent to
172.16.2.8 (the server). This is how routing works. (Bridges or direct delivery in
routing always have frames where the destination MAC is the same as the IP
address it represents.)

How did the source host get so smart? That is, how did the source host
know the MAC address of the correct router? After all, there could be several
routers on a LAN. All that host1 has done so far is to use DNS to determine the
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IP address of the destination. However, every TCP/IP configuration on a host
must include a default gateway that is to be used when packets must leave the
local LAN. The default gateway can be set statically or dynamically using
DHCP or even other, related protocols. In this example, it is assumed that the
default gateway (router) IP address has been entered statically when the host
was configured for TCP/IP.

Since the default gateway is by definition on the same LAN as the source
host, the source host can simply ARP to obtain the MAC address of the inter-
face on the router attached to the LAN. Note that the IP address of the router
is used just to get the MAC address of the router, not so that the source host can
send packets directly to the router.

So the router pays attention to the frame when it arrives on the LAN, but
host2 ignores the LAN frame (the frame is not for M2). By looking at the packet
inside the frame, Routerl knows that the destination host is not directly con-
nected to Routerl. The next hop is another router. How did Router1 get so smart?
In much the same way as hostl: Routerl knows the IP addresses assigned to its
local interfaces. These are 10.30.40.1 and 192.168.9.2. (Not that a router should or
would ever forward a packet out on the same interface the router received the
packet from!) The router avoids this situation with a solution called split horizon,
making sure packets “make progress” toward a destination and avoid heading
right back where they came from. Obviously, the destination IP address of
172.16.2.8 does not belong to either of these two networks.

A router might have many interfaces, not just two as in this simple example.
So which output port should the router use to forward the packet? The net-
work portion of the IP address is looked up in a forwarding table (sometimes
called a routing table) according to certain rules in order to find out the IP
address of the next-hop router and the output interface on which this router is
to be found. The rules used for these lookups will be discussed in more detail
in the Chapter 4. For now, assume that Router1 finds out that the next hop for
the packet to host4 is Router2, and that Router?2 is reached on serial port S1.

Routerl now places the packet from hostl to host4 inside a PPP frame for
transport on the serial link. Another key feature that distinguishes routers
from bridges is the router’s ability to fragment a packet for transport on an out-
put link (at least in IPv4). Fragmentation involves each router knowing the
maximum transmission unit (MTU) size for the link types on all of the router’s
interfaces. Ethernet LANSs, for example, all have an MTU size of 1,500 bytes
(1,518 bytes if you include the LAN frame header). Serial links usually have
MTU sizes larger than that, so this example assumes that Routerl does not
have to fragment the packet it received from the LAN. Fragmentation is
important to understanding the differences between IPv4 and IPv6, and it
plays a role in routing protocols, so the basics of fragmentation will be covered
in a later section of this chapter.
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. Frame
Flag |Address | Control | Protocol Information Check | Flag
X'7E' | X'FF' X'03' | 2Bytes | (Variable Length) | Seq. | X'7E'
2 Bytes
01111110 0000 0011 0111 1110

11111111

Protocol Field Values:

X'C021' = Link Control Protocol (LCP)
X'8021"' = Network Control Protocol (NCP)
X'0021' = IP packet

Figure 3.6 The PPP frame.

Figure 3.6 shows the structure of a PPP frame. When the PPP frame carries
an IP packet, the Protocol field is set to x0021, as shown in the figure. Note that
none of the other fields in the PPP header have a source address for the frame.
Point-to-point links only care about the destination, which is always xFF in
PPP, and this essentially means “any device at the other end of this link that
sees this frame.” (This is one reason why serial interfaces on routers do not
really need IP addresses.)

So the packet from hostl to host4 arrives at Router2 on the serial link.
Router2 knows that the next hop for this packet is not another router, but that
Router2 can deliver the packet directly to host4 using direct delivery. How?
Simply because the network portion of the IP address in the packet destination,
172.16.2.8, is on the same network as the router itself on interface 172.16.2.1.

So the frame containing the packet is placed on the LAN with the following
structure:

Dest MAC: M4 Src. MAC: M6 Dest.IP: 172.16.2.8 SourcelP: 192.168.9.4 INFO

Note that in this case the MAC address of the source is the router, and the
MAC address of the destination is the MAC address of host4.sample.com.
Again, Router2 can always ARP with IP address 172.16.2.8 if the MAC address
of the destination host is not in the local ARP cache on the router. The source
and destination IP addresses on the packet never change, of course. Host4
must be able to reply to hostl.

Again, it is assumed that there is no problem with MTU sizes in this exam-
ple. But MTU sizes are often important, especially when the operational dif-
ferences between IPv4 and IPv6 are considered. So before discussing IPv6
addresses and IPv6 router operation, we’ll take a brief tour of IP packet frag-
mentation. Fragmentation and MTU size also play a role in routing protocols.
So at least a basic understanding of fragmentation and MTU size is necessary



92

Chapter 3

to appreciate some of the details of the routing protocols discussed later in this
book. Most importantly, an MTU size mismatch can cause an OSPF link to get
stuck and not come up although everything else is fine. And fragments play an
important role in IS-IS when finding routing information in the IS-IS database.

Maximum Transmission Unit (MTU)

Every network interface, LAN or WAN, on a TCP/IP network must be config-
ured with a TCP/IP parameter known as the maximum transmission unit
(MTU) size. This is the upper limit in size, in 8-bit bytes (octets), of the maxi-
mum length of the transmission frame that can be sent on a particular network
using the network layer protocol. Most networks have a well-defined MTU
size, but a surprising number do not (for instance, Token Ring LAN’s MTUs
are “tunable,” IBM’s SDLC WAN protocol for SNA has an “undefined” limit,
and so on). It is common in these environments to choose a default or com-
monly used MTU size for consistency (for example, 4464 bytes for Token Ring
and 2048 for SDLC). Typical MTU sizes used in TCP/IP are listed in Figure 3.7.
Note that the WAN MTU sizes are very flexible: Smaller sizes are favored to
avoid such WAN complications as serialization delay. Serialization delay occurs
when smaller delay-sensitive packets, such as those containing voice, are
delayed while a much longer packet containing lower-priority traffic, such as
bulk data transfers with FIP, is being sent bit by bit on the interface.

The TCP/IP network administrator needs to be aware of the MTU size
allowed on every link on a path through a TCP/IP from every source to desti-
nation. This knowledge is necessary because of the way the IP protocol
performs (and the TCP/IP network handles) IP packet fragmentation. If the IP
software on a source (host or router) has a packet to send and the packet is
larger than the network interface’s MTU size, the IP software must perform this
process of fragmentation. Simple in principle, all fragmentation means is that
the IP packet is split up into two or more frames. These packet fragments are
then sent across the TCP/IP network, routed independently to the destination,
and then reassembled into the original IP packet at the destination network
host system (other routers will never reassemble a fragmented packet).

This fragmentation process has two important aspects. First, the fragmenta-
tion may be repeated even within the TCP/IP network by many routers. If a
frame containing a fragmented IP packet encounters another type of network
interface between two routers with an even smaller MTU size, the router has no
choice but to “fragment the fragment” for further transport across the TCP/IP
network. Second, the reassembly process is always done at the destination host
running TCP/IP. This avoids the extra effort of reassembling packets in routers
just to refragment them later on in the network when a smaller MTU in encoun-
tered. This, of course, adds extra processing delay to the destination system, but
the TCP/IP network runs faster.
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Network Maximum [P
Protocol Packet

Ethernet 1500

IEEE 802.3 1492

IEEE 802.4 8166

IEEE 802.5* 4464

FDDI 4352

SMDS 9180

Frame Relay* 4091

SDLC* 2046

* These protocols have "tunable" frames sizes
Figure 3.7 Typical MTU sizes.

The point for TCP/IP network administrators is simple: Fragmentation of IP
packets is to be avoided if at all possible. The reason for this far-reaching statement
is simple also: Fragmentation on the TCP/IP network means that fragments
may be lost (in which case a time-out delay is added to the whole process) or
arrive out of sequence. Considerable recovery effort to resequence and
reassemble IP packet fragments is needed on the destination host and will be
perceived by the user as a TCP/IP network transport delay. In other words, the
TCP/IP network appears slow even when all data has arrived at the destina-
tion but is still being resequenced and reassembled.

Obviously, the most important MTU size is not at the end user’s network
that attaches to the router (these are probably Ethernet LANs anyway), but the
smallest MTU size in the entire internetwork, wherever that may be. Any MTU
size from a source to a destination must be factored in, and in a large TCP/IP
network with several alternate paths between the routers, this may not be a
trivial task. Because of the independent routing characteristics of TCP/IP net-
works, the path MTU may even change between two end users from minute to
minute and even be asymmetrical (the path outbound is not the path inbound
for data sent between two users)!
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TCP/IP defines a process of path MTU discovery for finding out the path
MTU at any time. Unfortunately, a path MTU discovered at the beginning of a
file transfer may not last for the entire duration of the file transfer session. If
the path MTU grows larger, then more packets are sent than necessarys; if the
path MTU grows smaller, then fragmentation is inevitable.

Since the MTU for most LAN protocols is fixed, the only latitude most orga-
nizations have is with the WAN link protocols carrying the IP protocols
between routers on the TCP/IP internetwork. These WAN links are usually
known as serial lines in TCP/IP documentation. It appears that the best solu-
tion is to align the serial line MTU size with a LAN protocol, and that would
be the optimal situation. In other words, a TCP/IP internetwork linking only
Ethernet LANs would set serial-line MTU sizes to 1,500, based on the MTU
size of an Ethernet frame.

In fact, the process is more complicated. Serial lines (WAN links) run much
slower than LANs (WAN links have less bandwidth and longer signal propa-
gation delays than LANSs). TCP/IP network administrators would like to be
able to give IP packets with interactive application data (such as Telnet) prece-
dence over IP packets with “bulk data” from other applications (such as FTP).
Many implementations allow and support this, since the application port
number is included in the TCP or UDP header.

But this is not a perfect solution. Users transferring bulk data prefer larger
IP packets to minimize overhead added from layer headers and the raw num-
ber of packets sent. Users running many interactive applications prefer smaller
packets to minimize buffering delays and transport delays. The selected MTU
size must strike a balance between the needs of these two user communities.
Of course, a member of the bulk data community doing file transfers in the
morning may become a member of the inactive community in the afternoon,
so the situation is not clear-cut.

The MTU situation is also complicated with the increasingly frequent use of
data compression techniques both in modern modem standards and in some
network protocols, such as Compressed Serial Line Interface Protocol (CSLIP)
in TCP/IP. There are also newer TCP/IP standards for header compression
that complicate the issue even further. The point is that the MTU size config-
ured and used by IP is in no way aware of these compression techniques func-
tions or of their possible existence on a TCP/IP network.

The entire subject of MTU sizes, especially in regard to the MTU size effect
on TCP/IP network performance, is frequently a neglected topic. This section
has attempted to give TCP/IP network administrators a perspective on the
issue.
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Fragmentation and Reassembly

Fragmentation in IP routers and hosts is sometimes called segmentation. How-
ever, because the IP header contains a bit called the Don’t Fragment bit, we will
use fragmentation in this section. IP packet fragmentation is important in
understanding one of the main differences between IPv4 and IPv6 operation.
The structure of the IPv4 packet is repeated in Figure 3.8. The minimum (no
options present; this is very common) IP header length is 20 bytes (always
shown as 4 bytes per line), and the maximum length (rarely seen) is 60 bytes.
Some of the fields are fairly self-explanatory, such as the fields for the 4-byte (32-
bit) IPv4 source and destination address, but others have specialized purposes.
The three fields used in the fragmentation process are as follows:

Identification. A number set for each packet fragment that helps the
destination host reassemble these like-numbered fragments.

Flag. Only the first 3 bits are defined: Bit 1 must be 0, Bit 2 is 0 if fragmen-
tation is allowed (recall UDP is not supposed to allow fragmentation of
the packet containing a UDP message) or 1 if fragmentation is not allowed
(for example, for UDP), and Bit 3 is 0 if the packet is the last fragment or
1 if there are more fragments to come.

Fragment Offset. When packets are fragmented, the fragments must
fall on an 8-byte boundary. That is, an 800-byte-long packet may be frag-
mented as two packets of 400 bytes, but not as eight packets of 100 bytes,
since 100 is not evenly divisible by 8. This field contains the number of
8-byte units, known as blocks, in the fragmented packet.

The rest of this section concentrates on the fragmentation process and the
implications for TCP/IP network administrators. The point has already been
made that fragmentation is a processor-intensive operation and should be
avoided at all costs, if possible. Of course, if all source hosts were aware of the
minimum path MTU size before sending an IP packet, the problem would be
solved. The trick is to figure it out.

A method to determine this path MTU is commonly used, but it is not per-
fect, and it is slow. The method works as follows: Before sending live packets
to a destination system where the path MTU is not known, the source system
sends out an echo packet of a given size, usually using the MTU size of the
source system’s own TCP/IP network—1,500 for Ethernet, 4,500 for Token
Ring, and so on. This packet has the Don’t Fragment bit set in the Flags field.
If the packet comes back, as echoes should, then the MTU size is fine and is
used for live data.
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1 Byte 1 Byte 1 Byte | 1 Byte
1 .| Header Type of | h Pack
Version Length Service Total Length Packet
Identification Flags Fragment Offset
Time to Live Protocol Header Checksum

32-bit Source IPv4 Address

omU>mI

32-bit Destination IPv4 Address

(Options if present, padded if needed)

DATA

Y

<
<

32 bits
Figure 3.8 The IPv4 header and fragmentation fields.

However, if there is a smaller MTU size on a network that the packet must
traverse as it makes its way through the router network, the router attached to
this smaller MTU size network must discard the packet, since the Don’t Frag-
ment (DF) bit is set. But the router will send an ICMP message back to the
source indicating an error condition: namely, that the packet has to be dis-
carded because the DF bit was set. The source can then adjust the packet size
downward and try again. This process may be repeated several times.

The method works, but it is awkward and slow. The live data basically waits
until the path MTU size is determined. And since each packet is independently
routed, if there are multiple paths through the router network (and there usu-
ally are, since this is the whole point of routers), the MTU size may change
with every possible path an IP packet may use from the source to the destina-
tion. However, this method is better than a “send and pray” process.

Figure 3.9 shows a portion of a simple TCP/IP network. The arriving IP
packet is coming from a WAN with a preconfigured MTU size of 4,500 bytes.
The destination host is attached to the router by means of an Ethernet LAN
having an MTU size of 1,500 bytes. The figure shows the portions of the IP
packet and the values of the fragmentation fields for each fragment. The figure
also shows how the destination host interprets the fragmentation fields to
reassemble the entire packet at the destination.
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Router

Ethernet

MTU size:

1500 bytes
Destination Host

WAN Packet: LAN Packet Fragments:
#1: #2: #3:
Identification: ~ 489 Identification: 326 326 326
Flags: Last Flags: More More Last
Fragment Offset: O Blocks Fragment Offset: O Blocks 187 Blocks 374 Blocks
from start from start from start from start
(Original Packet = 4488 bytes) (187 8-byte blocks = 1496 bytes)

Figure 3.9 IPv4 fragmentation.

Fragmentation is to be avoided for two main reasons: the need for time-outs
on undelivered fragments and the lack of knowledge on the part of a destina-
tion of the reassembled packet size. These reasons are the performance penalty
that fragmentation involves. To explore them further, we need to take a quick
look at the destination host reassembly process.

A fragmented packet is always reassembled at the destination host. How-
ever, since all packets are independently routed, the pieces can arrive out of
sequence. When the first piece arrives, some local memory is allocated for the
reassembly process. The fragment offset of the arriving packets indicates where
in the sequence the newly arrived packet should be placed.

Many different packets from several sources may arrive fragmented. All of
these pieces may be undergoing the reassembly process at the same time. The
destination host IP layer software associates packets having matching Identifi-
cation, Source Address, Destination Address, and Port fields as belonging to
the same packet. However, the Total Length field in a packet fragment’s IP
header only indicates the length of that particular packet fragment, not the
entire packet before fragmentation. Only when the destination system receives
the last fragment can the total length of the original packet be recovered.

If a packet is partially reassembled, and the final piece to complete the set
has not arrived, the IP software includes a tunable time-out parameter. If the
reassembly timer expires, the remaining packet fragments are discarded. If the
final piece of the packet finally arrives after the time-out, this long-awaited
packet fragment must be discarded as well.
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This description of the reassembly process illustrates the two problems of
reassembly time-out and memory allocation due to packet size uncertainties.
The reassembly time-out value must have a value low enough so as not to
unreasonably delay the recovery process of the TCP layer. The TCP layer con-
tains session (connection) information that will detect a missing packet in a
sequence of TCP segments (the contents of the packets) and request the miss-
ing information be re-sent. Too large a value of the reassembly timer makes
this retransmission process very inefficient. Too small a value leads to need-
lessly discarded packets. In most TCP/IP implementations, the reassembly
timer is set by the software vendor and cannot be changed. This is yet another
reason to avoid fragmentation.

The second problem is because arriving IP packets have no way of inform-
ing the destination system that, say, “I am the first of 10 fragments.” If this
were the case, the destination system could allocate memory for reassembly
that was the best fit of the contiguous available buffer space. But all packet
fragments can indicate is “I am the first of many,” “I am the second of many,”
until one finally says “I am the last of many.” This uncertainty of reassembled
size leads many TCP/IP software implementers to allocate as large a block of
memory as available for reassembly. Obviously, a fragmented packet may
have been quite large to begin with, since it was fragmented in the first place.
But the net result is the local memory becomes quite fragmented. And if
smaller blocks of memory are allocated, the resulting noncontiguous pieces
must be moved to an adequate-sized memory buffer before the TCP layer can
process the reassembled packet.

There used to be a common third problem as well: reassembly deadlock.
When memory was a scarce commodity in many hosts and routers, all avail-
able local memory could end up holding partially assembled packet frag-
ments. In this case an arriving fragment could not be accepted even if it
completed a set and the system ground to a halt. But in these days of inexpen-
sive and plentiful memory, this rarely happens.

All in all, these factors combine to make fragmentation of IP packets an
expensive luxury.

Limitations of IPv4

What has all this talk of fragmentation to do with the IP address? Simply that
fragmentation behavior changes from IPv4 to IPv6. Fragmentation by routers
has been seen as a major limitation of IPv4 that is addressed by IPv6. The need
for time-consuming fragmentation is not the only limitation of IPv4, of course.
Some of the major limitations of IPv4 are as follows:



IP Addressing and Routing

m The classful IP addresses of Classes A, B, and C are intended for a world
of few large networks and many small networks.

m The Internet today consists of just many large networks ill-suited for
classful address assignments.

m Not enough 32-bit IP addresses exist, even without classes, for a world
where even toasters and cars might have IP addresses.

m Jdentification of certain packets with IPv4 is difficult—those that should
be sent over the same path to form a flow of packets on the Internet,
such as packet flows for voice and video.

m Fragmentation is a needless complexity for Internet routers.

The limitations of the original structure of the IP address space has been one
of the considerations that has led to a major revision in the TCP/IP protocol,
the first one in years. The current structure of IP Class A, B, and C addresses
envisioned a world of a few large networks and many small networks running
TCP/IP. In fact, the world today consists of just many large networks. The IP
Class structure address space is in danger of being exhausted at the current rate
of growth. IPv6 was developed for other reasons as well, but the IP address
space structure limitations and the threat of IPv4 address exhaustion were
uppermost. Once the IP address space issue was addressed, the IPv6 imple-
menters went ahead and fixed a lot of the other limitations of IPv4 as well.

.m The current version of IP is version 4 (written IPv4, or just IP). The new
version of IP is IP version 6 (IPv6). During development, IPv6 was identified as
IPng (which stood for IP: The Next Generation, because the developers were big
fans of the TV show Star Trek: The Next Generation), but the ng designation
was dropped in favor of v6 for continuity purposes. IPv5 exists and is defined in
RFC 1819 as the Streams 2 (ST2) Protocol.

Although most of the discussion surrounding IPv6 has focused on the IP
address space (in 1990, the exhaustion of Class B IP addresses was predicted
for 1994), many aspects of the entire IPv6 standard affect virtually every user
of TCP/IP. The one possible exception is the operation of totally private IP net-
works, with no outside connections to the Internet or even other IP networks.
Such private networks will not have to worry about IPv6 for years to come.
Most other IP network operators will have to worry about the impact of and
transitioning to IPv6 probably within the next few years, and certainly within
the next 5 years. Others in the industry, such as some router vendors, have
adopted a wait-and-see attitude.
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Features of IPv6

This section will emphasize two of the most important aspects of IPv6: the
IPv6 header and address and how IPv6 will affect router operation. (A com-
plete examination of IPv6 would need to be exhaustive and is left for other
books to cover.)

IPv6 has been around since about 1995, but the pressure to make the transi-
tion from IPv4 to IPv6 has only recently become evident. IPv4 address exhaus-
tion, once greatly feared, has been overcome mainly through the use of NAT
and Dynamic Host Configuration Protocol (DHCP). But increased address
space is still a major reason to make the transition to IPv6.

Pressure to transition from IPv4 to IPv6 comes mainly from network service
providers and operators, such as cellular telephone network operators, who
are concerned with the exhaustion of the IPv4 address space. The major fea-
tures of IPv6 are as follows:

m An increase in the size of the IP address from 4 bytes (32 bits) to
16 bytes (128 bits)

m An increase in the size of the IP header from 24 bytes (192 bits) to
40 bytes (320 bits)

m Enhanced security capabilities using IPSec

Provision of special mobile and autoconfiguration features

m Provision for support of flows between routers and hosts for interactive
multimedia

m Inclusion of header compression and extension techniques

IPv6 increases the size of the IP address from 4 bytes (32 bits) to 16 bytes (128
bits). For backward compatibility, all currently assigned public IP addresses
would be supported as a subset of the new IPv6 address space. The increased
IP address would increase the IP packet header size (and thus the total TCP/IP
overhead) from the current 24 bytes (192 bits) to 40 bytes (320 bits). Ironically,
the new header is longer but actually much simpler than the old IPv4 header.

Enhanced security was a major goal of the IPv6 developers. Many routers
today, especially low-end routers, have few additional firewall capabilities or
features. Some of these inexpensive network devices are not even capable of
having these security features added. These routers are just not powerful
enough to both route and perform security checking such as screening source
and destination IP addresses and accepting traffic only from trusted routers on
the TCP/IP network. These pass-through routers without security features have
been a real problem in suddenly security-conscious organizations once a virus
or intruder has made their way into the target network. But replacing all pass-
through routers with firewall-capable devices or special firewall systems has
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been such a complex and expensive task that many needed security features
go unimplemented.

IPv6 essentially makes the decision for both TCP/IP network implementers
and router vendors. All devices compliant with the IPv6 standard must support
authentication between routers. That is, the routers must identify themselves
before any routing table updates are accepted by the other devices. There will
still be pass-through routers, of course, but these devices must minimally now
run the authentication software if they are IPv6-compliant.

IPv6 features autoconfigured address and special support for mobile users.
Wireless networks support laptop devices running TCP/IP over special wire-
less modems today, but the high bit error rates and low bandwidths available
with wireless modems make the unreliable delivery of TCP/IP packets today
particularly ill-suited for wireless operation. These new mobile features include
chained headers that allow for the faster forwarding of IP packets through routers
and the fact that intermediate fragmentation of IPv6 packets in routers is for-
bidden. The path MTU must be respected in IPv6 routers.

IPv6 includes support for flows to support multimedia traffic. The Flow field
in the new IP header structure is to be used by IPv6 routers to ensure that IPv6
packets with voice and video information get priority treatment and follow
virtual circuits (that is, connections) through the IPv6 router network. For
historical reasons, the IPv6 developers are loath to call these virtual circuits
connections and these flow-enabled routers switches, but that is essentially what
these terms mean.

IPv6 is perfect for a dynamic environment, unlike IPv4, which expects IP
addresses to essentially remain where they are for all time. There are many dis-
covery options bundled with IPv6, including not only support for autoconfig-
uration, but also for finding the maximum path MTU size (to avoid the need
for fragmentation, which IPv6 routers will not do anyway), finding other hosts
without using ARP, and finding routers as well.

The last major feature included in the IPv6 specification (exactly which
features are major or minor is open to debate, depending on a user’s most
pressing IPv4 limitation) is a standard for header compression and extension.
At first, these two aspects may seem contradictory, but they are actually com-
plementary. The header compression addresses situations in which the new
40-byte IPv6 header consists mostly of “empty” or repeated fields (such as all-
zero bit fields). In this case, there is a standard way of compressing the 40 bytes
of the header down to 20 or so. However, since the IPv6 header fields are
already a simplified structure compared to the current IPv4 header fields, a
mechanism exists for extending these fields (for new features) in the future.
The idea is that header extensions will be more palatable for implementers and
vendors if the hope of efficient header compression is also there.

The effect of the new IPv6 protocol on the layers of the TCP/IP architecture
above IP is worthy of consideration as well. The network access layer of
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TCP/IP, being the vehicle for IP packet transport inside data link layer frames,
is unaffected by any changes to IP itself. However, the TCP layer and the appli-
cation services are a different matter. TCP heavily depends on IP to deliver
TCP segments (or UDP also, for that matter) inside IP packets. There have been
serious discussions about necessary changes to TCP in reaction to the changes
included in IPv6. For now, however, TCP is not included in the changes due to
IPv6 implementation.

The same cannot be said for the application services themselves, such as
Telnet or FTP. In many cases, needed changes are merely cosmetic. Most docu-
mentation on TCP/IP standard applications claims that I addresses are 32 bits
long. Obviously, this must change. Some applications, such as FTP, carry IP
addresses inside what are normally considered data fields in most other appli-
cations. Over 58 protocols changed with IPv6, including the socket interface,
ICMP (ICMPv6 for IPv6), and routing protocols.

So for IPv6 consistency, any application that is implemented using an IP
address must allow for the expanded 128-bit IPv6 address structure as well as
the traditional 32-bit IPv4 addresses. This is a minor enough change, but it still
must be done for the application to work properly with IPv6. The situation is
trickier for applications that carry IP addresses as data. Some mechanism may
be needed to figure out whether an IPv4 address or an IPv6 address is being
used during an FTP session.

The transition of both the Internet and private TCP/IP networks from IPv4 to
IPv6 has been explored by developers as well. This is critical for IPv6 deploy-
ment and acceptance. The suggestion to users before they even consider making
this transition is simple: Get more memory. All TCP/IP network devices from
hosts to routers need to store a number of IP addresses in memory. Hosts need
fewer than routers, but there are exceptions. The four-times-larger IPv6
address means that at least four times the memory will be required in a network
device to hold the same amount of table entries for IP addresses as before.

TCP/IP network hosts on networks with Internet connectivity will get a dual
stack of software: one for handling IPv4 and one for handling IPv6. Both are
needed because the host will never know if the arriving data is from a remote
IPv4 network or a remote IPv6 network. These hosts will have IPv4-compatible
IPv6 addresses, as mentioned previously. Private TCP/IP networks may con-
vert to IPv6 whenever they want.

Routers will identify themselves to TCP/IP networks as IPv6 routers. If the
host is also IPv6, there is no problem, and a source need not worry about the
destination IP version (that is totally up to the destination network). However,
the IPv6 router must convert the traffic from an IPv6 host to IPv4 before deliv-
ering this traffic to the destination IPv4 network. In other words, for the fore-
seeable future, there will be no IPv6-only routers. All routers must handle both
IPv4 and IPv6 for now.
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Ironically, most of the added features of IPv6 are currently only used by a
few TCP/IP users. Therefore, most users will merely sit and wait for the dust
to clear for now before making the transition to IPv6. Of course, the users
eagerly awaiting these features will convert to IPv6 right away. But for the vast
majority of TCP/IP network users, the best strategy for the time being seems
to be to stay with IPv4 until these networks must convert to IPv6.

The IPv6 Header Structure

The structure of the IPv6 header is shown in Figure 3.10. There are only five
fields in the entire IPv6 header besides the new expanded 16-byte IP source
and destination addresses. This simplified header structure makes for faster
processing in the routers.

1 Byte | 1 Byte | 1 Byte | 1 Byte
A
Version Flow Label
Payload Length Next Header Hop Limit
40 128-bit Source IPv6 Address

©w D ~+< W

A
Y

32 bits
Figure 3.10 The IPv6 header.
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The functions of the five fields of the IPv6 header are as follows:

Version. A 4-bit field for the IP version number (x06).

Flow Label. A 28-bit field used to label packets request special handling
by router (for example, priorities for voice and video packets).

Payload Length. A 16-bit field indicating the length of the packet in bytes,
excluding the IPv6 header.

Next Header. An 8-bit field indicating the type of header immediately
following the IPv6 header (that is, the same function as the Protocol field
in IPv4).

Hop Limit. An 8-bit field set by the source and decremented by 1 at each
router. Packet is discarded if Hop Limit is decremented to 0.

IPv6 Header Changes

Following are some of the most important changes in the IPv6 header:

Longer addresses (32 bits to 128 bits)

No Fragmentation fields

No Header Checksum field

No Header Length field (fixed-length header)

Payload length in bytes, not blocks (32-bit units)
Time-to-Live (TTL) field becomes Hop Limit

Protocol field becomes Next Header (packet content format)
64-bit alignment of the packet, not 32-bit alignment

A Flow Label field has been added

No Type of Service bits

Notice that many of the IPv4 fields have vanished entirely, especially the
fields used for packet fragmentation. IPv6 addresses the fragmentation perfor-
mance issues and problems by forbidding it altogether in routers once the
packet has been sent. Source hosts may still fragment, however, if the source
host wishes to send packets larger than the path MTU to a destination. In IPv6,
fragmentation may be avoided entirely by making all packets 576 bytes long
(the same length worked in IPv4, but resulted in many “extra” packets).

The IPv4 header Checksum field is gone as well, since end system error
checking is the preferred method in today’s more reliable network technolo-
gies, and almost all transmission frames provide better error checking at the
network layer. There is no need for a Header Length field either, since all IPv6
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headers are the same length. The Payload Length field excludes the IPv6
header fields and is measured in bytes, rather than the awkward 4-byte units
of IPv4.

The Time-to-Live field, which was never interpreted as a timer anyway, is
gone. In its place is the Hop Limit field, a straightforward indication of the
number of routers and network nodes a packet may pass through before it
should reach its destination. The Protocol field of IPv4 has become the Next
Header field in IPv6. This was more a matter of semantics than technology, but
the term next header is more accurate, since the information inside the IPvé6
packet is not necessarily a higher-layer protocol (for example, TCP segment) in
IPv6. There are many other possibilities.

Instead of making the entire packet an integer number of 32-bit (4-byte) units,
as in IPv4, the new IPv6 header must be an integer number of 64-bit (8-byte)
units. The 32-bit unit was chosen for IPv4 when many high-performance com-
puters were 32-bit machines, meaning memory access and internal bus opera-
tions moved 32-bit units (called words) around inside the computer. In today’s
world, which IPv6 was designed for, high-performance computers often sup-
port 64-bit words. It only made sense to align the new IPv6 header for ease and
speed of processing on the newer-architecture computers.

Finally, in place of the Type of Service field in IPv4, the new IPv6 header
defines a Flow Label field used by routers to speed IPv6 packets containing
time-sensitive application data such as voice, video, and multimedia on its
way. The Type of Service field was usually ignored by router software in IPv4
anyway, and other uses were not standardized.

One other topic involving IPv6 should be mentioned in this necessarily brief
overview. The IPv6 specification includes a concept known as Extension
Headers. In a sense, Extension Headers take the place of the Options in the
IPv4 packet header. IPv6 Extension Headers are only present when needed
and are designed to be extensible. In this context, extensible means that the use
and purpose of Extension Headers are designed to be flexible and new func-
tions may be defined in the future, but “extensible Extension Headers” is not
an illuminating phrase.

The currently defined Extension Headers include a Hop-by-Hop Option
Header, which is to be examined by every router handling the IPv6 packet, a
Routing Header that specifies the IP addresses of the routers on the “path”
from source to destination (similar to Source Routing in Token Ring LANS),
and an Authentication Header for enhanced security on TCP/IP networks
(these can be used in IPv4 as part of IPSec). There is even a Fragmentation
Header for the use of the source host when there is no way to prevent the source
from sending packet larger than the path MTU size (IPv6 routers cannot frag-
ment, but hosts can). There are several others as well, but these few mentioned
give a feel for the kinds of capabilities included in the IPv6 Extension Headers.



106 Chapter 3

IPv6 Addresses

IPv6 addresses can be one of three types. There are broadcast addresses at all
in IPv6, even directed broadcasts. In IPv6, multicast serves the same purpose
as broadcast in IPv4. The three types are as follows:

Unicast. This type of IPv6 address is used to identify a single interface.

Anycast. This type of IPv6 address, new in IPv6, is used to identify a set
of interfaces, usually on different devices. Anycast addresses can be used
to deliver packets to the nearest interface.

Multicast. This type of IPv6 address is used to identify a group of inter-
faces for multicast purposes. IPv6 relies of multicast addresses for a lot
of the discovery features of IPvé.

The differences between anycast and multicast are that packets sent to an
anycast IPv6 address are delivered to one of several interfaces, while packets
sent to a multicast IPv6 address are delivered to all of many interfaces.

There is no such thing as dotted decimal in IPv6. All IPv6 addresses are
expressed in hexadecimal. They could be expressed in binary as well, but 128
Os and 1s are a lot to write down. IPv6 addresses are written in eight groups of
16 bits each, or eight groups of four hexadecimal numbers, separated by
colons. Some examples of IPv6 addresses (which appear over and over in
books and articles) are as follows:

FEDC:BA98:7654:3210:FEDC:BA98:7654:3210
1080:0000:0000:0000:0008:0800:200C:417A

Obviously, this form of address still involves a lot of writing and typing. So
several ways have been devised to abbreviate IPv6 addresses. For example,
any group can leave out leading Os, and all-0 groups can be expressed as just a
single 0. Also, a long string of leading Os can simply be replaced by a double
colon (::). In fact, groups of 0s anywhere in the IPv6 address can be expressed
as :: as long as there is no chance of ambiguity. That is, the double colon can
only be used once in any IPv6 address.

Even with these conventions, the first IPv6 address given previously cannot
be compressed at all. But the second can be expressed as:

1080::8:800:200C:417A

This is lot better than writing out all 128 bits, even as hexadecimal. Do not
forget that only one set of double colons can ever be used inside an IPv6
address. So:

1080:0000:0000:9865:0000:0000:0000:4321
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could be written as:

1080:0:0:9865::4321 or 1080::9865:0:0:0:4321
but never as:

1080::9865::4321

A special case in IPv6 has been made for using IPv4 addresses as IPv6
addresses. For instance, supposed the IPv4 address 10.0.0.1 is transitioned
to a network using IPv6 instead of IPv4. The IPv4 address should already
be globally unique (this example of 10.0.0.1 is a private IPv4 address, so it is
not unique, of course), so another globally unique IPv6 address is not strictly
necessary.

The IPv4 address could be written in IPv6 as:

0:0:0:0:0:0:A00:1

or even:
=A00:1

But IPv4 addresses in IPv6 can still be written in dotted decimal as:
::10.0.0.1

In this case, the double colon at the start is the tip-off that this is really an
IPv6 address even though it looks just like an IPv4 address.

The IPv6 Address Prefix

Although the idea of classful addressing does not apply to IPv6 addressing,
the first few bits of an IPv6 address do reveal something about the IPv6
address. IPv6 addresses have an address type, and this is determined by the for-
mat prefix of the IPv6 address. There are reserved addresses in IPv6 as well, for
things like loopback (0:0:0:0:0:0:0:1), multicast (starting with FF), and so on.
There is also an unspecified address consisting of all 0s (0:0:0:0:0:0:0:0, com-
pressed as just :: ) that can be used as a source address by an IPv6 device that
has not yet been assigned an IPv6 address. IPv6 address space is also reserved
for NSAP (Network Service Attachment Point) addresses used in Open Sys-
tems Interconnection (OSI) networks, IPX addresses used with Novell Net-
Ware, and geographical addresses.

The IPv6 format prefixes are shown in Table 3.1. The table lists the allocated
use of the format prefix, the format prefix value in binary, and the fraction of
the total IPv6 address space used by that format prefix.
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Table 3.1 [Pv6 Address Prefixes

PREFIX FRACTION OF
ALLOCATED USE IN BINARY TOTAL SPACE
Reserved 0000 0000 1/256
Unassigned 0000 0001 1/256
Reserved for NSAP allocation 0000 001 1/128
Reserved for IPX allocation 0000 010 1/128
Unassigned 0000 011 1/128
Unassigned 0000 1 1/32
Unassigned 0001 1/16
Aggregatable global unicast 001 1/8
addresses
Unassigned 010 1/8
Unassigned 011 1/8
Reserved for geographic-based 100 1/8
unicast addresses
Unassigned 101 1/8
Unassigned 110 1/8
Unassigned 1110 1/16
Unassigned 11110 1/32
Unassigned 1111 10 1/64
Unassigned 1111 110 1/128
Unassigned 1111 11100 1/512
Link local use addresses 1111 1110 10 1/1024
Site local use addresses 1111 1110 11 1/1024
Multicast addresses 1111 1111 1/256

These format prefixes are binary, not hexadecimal. So, for example, an IPv6
multicast address begins with FF, not 1111:1111.

Provider-based IPv6 addresses are important. Like IPv4 addresses, most
IPv6 addresses will be handed out to customers by ISPs. So the most common
IPv6 address used will be provider-based, unicast IPv6 addresses beginning
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with 001. There will also be variable-length fields following in the address for
the registry identifier (the authority that assigned this IPv6 address space to
the ISP), the provider identifier (the ISP), the subscriber identifier (the cus-
tomer), the subnet identifier (a group of physical links), and the interface iden-
tifier (such as the MAC address).

Two types of local IPv6 addresses exist: link local and site local. Local IPv6
addresses are just those addresses that do not have global significance and so
can be used over and over again as long as they do not cause confusion to
hosts or routers. Both types start with the same 8 bits: 1111 1110 or FE in hexa-
decimal. The FE format prefix acts as a flag to routers on the Internet that they
are not to route packets with these destination addresses: they are for local use
only. Site local addresses can be used on an entire site (for example, on a LAN).
Link local addresses can be used between two devices directly connected by a
point-to-point link. Usually, both site local and link local IPv6 addresses end
with a 64-bit representation (called EUI-64) of the 48-bit MAC address of the
LAN interface (even LANs can be used in a crossover, point-to-point fashion).
When this is done, there is no need for hosts or routers to ARP, since the MAC
address is now embedded in the IPv6 address.

IPv4 Packet Processing

What is the difference between a router handling an IPv6 packet and a router
handling an IPv4 packet? Because for some time to come, routers will have to
handle both types of headers, this is a good place to explore this issue in a little
more detail.

A router must follow three main steps in IPv4 to process a packet. Processing
a packet just means checking an incoming packet for errors and other parame-
ters, determining the proper output port for the packet, and then sending the
packet out on that port. Each of these major steps is broken down into a series
of smaller steps:

1. Check incoming IPv4 packet.

m Compute Checksum and compare to received value. If wrong,
discard packet.

m Check Type of Service parameters and provide requested handling.
m Check Time-to-Live field. If zero, discard packet.

2. Determine output port.
m [s a Source Route used in Option field? If so, send to specified router.

m Does the packet allow fragmentation? Is fragmentation needed on
the output port?
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m s the Type of Service required available?

m Based on the preceding, a table entry is analyzed and chosen for
output. Else the packet is discarded.

3. Send the IPv4 packet:
m Fragment if needed.

m Rebuild packet header: decrement Time-to-Live, set Fragment Offset
if needed, and recompute Checksum (since some IPv4 header fields
have changed).

m QOutput packet.

In all cases where a router discards a packet, an ICMP message must be gen-
erated and sent back to the source host. Also, recall the performance penalty
when fragmentation is needed.

IPv6 Packet Processing

The following outline lists the steps a router follows in an IPv6 TCP/IP net-
work. These steps assume that no Extension Headers that must be examined
by the router are used (in this case, the router just checks the Next Header field
value). The overall steps are the same as in [Pv4 processing but much more
efficient.

1. Check incoming IPv6 packet.

m Check Payload Length against received packet. If incomplete,
discard.

m Check Hop-Limit field. If zero, discard packet.
2. Determine output port.

m Check Next Header field for Extension Headers.

m Check Flow Label for priority handling.

m Based on the preceding criteria, a table entry is analyzed and chosen
for output.

3. Send the IPv6 packet:
m QOutput packet, with only hop limit changed.

The IPv4/IPv6 Transition: Terminology

What about routers in the transition period between IPv4 and IPv6? How will
the two environments coexist? How will IPv4 and IPv6 routers and hosts inter-
operate? Because this is an important issue, we will explore it in more detail.
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Fortunately, a transition plan has been put in place by the IPv6 developers.
This plan contains some terminology that is new, so a few words of explana-
tion are in order. The transition plan defines the following terms:

IPv4-only node. A host or router that implements only IPv4.

IPv6/IPv4 (dual) node. A host or router that implements both IPv4 and
IPveé.

IPv6-only node. A host or router that implements only IPvé6.

IPv6 node. A host or router that implements IPv6. Both IPv4/IPv6 dual
nodes and IPv6-only nodes are included in this category.

IPv4 node. A host or router that implements IPv4. Both IPv4/IPv6 dual
nodes and IPv4-only nodes are included in this category.

IPv4-compatible IPv6 address. An address assigned to an IPv6 node that
can be used in both IPv6 and IPv4 packets. A special format is used for
this type of IP address.

IPv4-mapped IPv6 address. An address assigned to an IPv4-only node
represented as an IPv6 address. These addresses always identify IPv4-
only nodes, never IPv4/IPv6 or IPv6-only nodes.

IPv6-only address. An address assigned to any IPv4/IPv6 or IPv6-only
node. These addresses always identify IPv6/IPv4 nodes, never IPv4-
only nodes.

These terms can be somewhat confusing, but all these terms mean is that
hosts and routers can be classified as IPv4 devices, IPv6 devices, or both IPv4
and IPv6 devices. The IPv4/IPv6 devices are capable of understanding and
using both IPv4 and IPv6. However, the IPv6-only address can be used in an
IPv6/IPv4 device. Otherwise, no older IPv4 devices on a TCP/IP network
would be able to communicate with them.

IPv4/IPv6 Device Compatibility

Table 3.2 shows the communication capabilities of IPv4 and IPv6 devices.

Table 3.2 is an attempt to clear away some of the confusion over the inter-
operability capabilities of the many forms of these various devices. In the
table, the entries mean the following;:

Direct. There is direct interoperability capability between the two types
of devices.

Translate. There is indirect interoperability capability between the two
types of devices only through the assistance of a special “translating”
router. A translating router is one capable of translating IPv4 address to
IPv6 addresses and vice versa.
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Table 3.2 IPv4 and IPv6 Devices

IPV6/IPV4  IPV6/IPV4 IPV6-ONLY IPV6-ONLY
NODE W/ NODE W/ NODE W/ NODE W/

IPV6 COMP. IPV6-ONLY IPV6-COMP. IPV6-ONLY
ADDR. ADDR ADDR ADDR.

IPv4-only Direct Direct None Translate None
node

IPv4/1Pv6 Direct Direct Direct Direct Direct
node w/ IPv4-

compatible-

address

IPv6/IPv4 None Direct Direct Direct Direct
node w/

IPv6-only

address

IPv6-only Translate Direct Direct Direct Direct
node w/ IPv4-

compatible

address

IPv6-only None Direct Direct Direct Direct
node w/

IPv6-only

address

None. There are no interoperability capabilities between the two types
of devices at all. That is, they will not be able to communicate.

Fortunately, the Directs are many and the Nones are few. A couple of Trans-
lates are needed in some cases, but not many. IPv4-compatible IPv6 addresses
are expected to be used extensively in the early stages of IPv6 deployment. In
this case, many organizations can use their existing IPv4 address to compose
IPv6 addresses simply and directly by essentially embedding these older IPv4
addresses in IPv6 addresses.

Deploying IPv6

By now it should be apparent that IPv6 deployment is a long, ongoing process.
During this transition, some devices, hosts, or routers might even be able to
run dual IPv4 and IPv6 layers. These devices can send and receive both IPv4
and IPv6 packets. These devices need both IPv4 and IPv6 addresses, and they
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may or may not be related. But this way, IPv4-only clients can access services
on an IPv6-only server.

IPv6 packets can also be sent inside an IPv4 tunnel. In other words, a com-
plete IPv6 packet can be encapsulated inside an IPv4 packet and sent over a
series of IPv4-only routers. Packets can be sent by either a configured tunnel or
an automatic tunnel. Tunneling devices have an IPv4-compatible IPv6 address
consisting of 96 zeros followed by the 32 bits of the IPv4 address. With config-
ured tunneling the IPv4 tunnel endpoint is determined by the router performing
the encapsulation. With automatic tunneling the IPv4 tunnel endpoint is deter-
mined by the IPv4 address inside the IPv6 packet header. No dual-protocol
stacks are needed to support tunneling.

Tunneling can be one of four types:

Host to router. Hosts with dual IP stacks can tunnel IPv6 packets to
a dual-stack IP router that is only reachable over an IPv4 network.

Router to router. Routers running dual IP stacks connected by an IPv4
only series of other routers can tunnel IPv6 between themselves.

Router to host. Routers with dual IP stacks can tunnel IPv6 packets to
a dual-stack IP host that is only reachable over an IPv4 network.

Host to host. Dual IP stack hosts can tunnel IPv6 packets between them-
selves using direct delivery.

The last two types deliver packets to final destination. In these cases, the
tunnel endpoint is the IPv6 destination address of the device. These are exam-
ples of automatic tunneling and simply use the IPv4-compatible address in the
IPv6 packet to build the IPv4 packet header.

We will discuss further details of routing protocols with regard to IPv6 in
later chapters. The next chapter introduces the ideas of subnetting, supernet-
ting, and variable-length subnet masking (VLSM), mostly from an IPv4 per-
spective. The concept of VLSM is also applied to IPv6 in Chapter 4.






Subnets and Supernets

One major concept deserves a chapter of its own, especially when IPv6 is con-
sidered: the subnet mask. This feature determines the position of the boundary
between network and host portions of the IP address. It does so whether the
version of IP being considered is IPv4 or IPv6 or whether classful or classless
IP addresses are involved. A subnet mask is always used. Mistaken impres-
sions to the contrary, even with classful IP addresses there is a subnet mask—
a default subnet mask—that is applied to an IP address, whether or not an
explicit mask has been configured.

In this chapter we look at all aspects of finding and perhaps moving the
boundary between network and host bits in the IP address. The movable
boundary is an important one, because routers performing indirect delivery
generally only need to look at the prefix (network portion) of the device
address to determine what the IP address of the next hop is and what output
interface to send the packet to on its way to the destination. Of course, direct
delivery does require both prefix and host addressing knowledge, and this is
the point of the whole chapter. How do network devices such as routers,
switches, and hosts always know exactly where the boundary between prefix
and host address is within the IP address? Only when this prefix/host bound-
ary is determined will the device know whether a router is the next hop or not.
And that, as has been established in the last chapter, makes all the difference.
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First, we examine IPv4 addressing, including classful IPv4 addressing. The
original need for subnetting is introduced, and then the reverse concept in rout-
ing, supernetting, is covered, all in terms of classful IP addresses to this point.
Supernetting is the goal of an IPv4 feature called classless interdomain routing
(CIDR), which became the basis for a more generalized and advanced method
of applying masks to classless IP addresses. So the emphasis here is on classless
IP addressing using variable-length subnet masks (VLSM), the newer way of com-
bining the concepts of subnetting and supernetting into one package.

We close the chapter closes by looking at how routers apply masks to IPv6
addresses. Not only are IPv6 addresses much larger than IPv4 addresses, the
variations in notation make the application of normal subnet masking nota-
tion to IPv6 challenging. There are also the related issues of how best to orga-
nize the IPv6 address space for quick router lookups. The key here is that IPv6
addresses complicate the organization of IP address information and subnet
masks in several ways. All of these IPv6 issues are explored in full.

IP Addressing and the Internet

The view of the Internet presented in Figure 1.1 was a little misleading in one
respect: The figure was just too neat and organized. The figure presented ISPs
in a hierarchical fashion, from small to large, and in order not to make the fig-
ure too confusing, the links between the ISPs were not nearly as haphazard
and almost random as the links between ISPs in the real Internet are. In the real
world of the Internet, links between ISPs can span distances that are local,
national, or international. Customers link to more than one ISP. ISPs link to
each other, and NAPs, as well as they can.

The decommissioning of the NSFNET backbone has forced ISPs to migrate
from a core and backbone structure to a much more distributed architecture
increasingly dominated by large commercial Internet service providers. Since
many of the “new” Internet service providers are “old “ telephone companies,
it has become common to call any location inside the ISP cloud with a numbers
of routers, servers, and links to customers a point of presence (POP). The links
between ISPs really link one ISP’s POP with another ISP’s POP. Even small
ISPs can have a POP; the POP term applies to one router and server and a cou-
ple of links as well as to a large national ISPs with hundreds of routers, servers,
and links. The general form of the Internet today, with the emphasis on POPs
and links, is shown in Figure 4.1.
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’ National ISP

Figure 4.1 The Internet as POPs and Links.

As mentioned in Chapter 1, ISPs that have POPs all across the United States
are called national providers or national ISPs, although there is nothing to pre-
vent any ISP at all from calling itself national. ISPs that cover more focused
areas are called regional providers or regional ISPs and connect to other
providers at one or more points. Customers connect their providers with access
links, although many ISPs customers are also service providers in their own
right, as pointed out in Chapter 1. ISPs can avoid full mesh requirements by
peering at a public peering point (such as a NAP) or peering directly. The term
full mesh just means that if any number of ISPs want to communicate most effi-
ciently, they should have a complete set of direct connections—a full mesh—
among them. Since this is impossible for all of the ISPs on the Internet today,
ISPs can still reach each other by connecting (peering) to a public NAP. Many
pairs of ISPs peer directly.

Sometimes the phrase network service provider (NSP) is still seen and used
with regard to the Internet. At one time ISPs were those service providers that
furnished Internet connectivity in a given area, mainly to end users. NSP was
reserved for those service providers that ran and maintained a backbone net-
work that more or less paralleled the NSENET backbone. Today, the term NSP
has little to recommend its continued use, since all ISPs are scrambling for cus-
tomers and few ISPs can afford the luxury of specialization.
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Network access points (NAPs) were established by the NSFNET to form a
series of public peering points where different service providers could inter-
connect. There were two reasons for the NAP structure. First, at the time, the
NSF’s Acceptable Use Policy (AUP) restricted the use of the Internet to
research and education. Companies that wanted to use the Internet to distrib-
ute sales and marketing information, commercial software and upgrades, and
so on, were technically forbidden from using the NSFNET backbone for this
purpose. Second, without NAPs, ISPs would need to be directly connected to
each other for commercial purposes unless every ISP was willing to be a free
transit ISP to almost anyone else, a situation few ISPs really wanted to think
about. So commercial- and general-use traffic on the Internet was supposed to
use the NAPs.

Initially, there were four NAPs, and the NSFNET was linked to the NAPs by
March 1995. However, it was not very long before Web traffic overwhelmed
the NAPs, which were usually built on a combination of 100-Mbps FDDI and
45-Mbps ATM. The routers at the NAPs frequently suffered from routing insta-
bilities and high packet loss, leaving ISPs unable to reach each other, not only
in the United States but also in many European countries. Why? Because in
many cases it was more cost-effective for European countries to link to the U.S.
NAPs than to link directly to each other, given the state at the time of the inter-
European link rate structures. So a lot of Internet traffic between France and
Germany, for example, traveled first to a parking garage in Reston, Virginia,
where the east coast NAP was located.

Each NAP employed a route server—part of the overall Routing Arbiter (RA)
project—to coordinate the routing information supplied by the routing proto-
cols of all the ISPs that linked to the NAP. Without the assistance of the route
server, all ISPs would have to exchange full routing information with every
other ISP linking to the NAP. The route server keeps a common database of all
of this routing information for each ISP. So ISPs just send and get routing infor-
mation to and from the route server. The route server also applies any of the
routing policies established at the NAPs by the ISPs. The routing polices at the
NAPs are kept in the Routing Arbiter Database (RADB). Collectively, the RADB
and other routing information databases are known as the Internet Routing
Registry (IRR). The routing policies written for the NAP route servers use a lan-
guage called the Routing Policy Specification Language (RPSL).

Few people, even network administrators, need concern themselves with
configuring routing policies for use with the route servers at NAPs, so RPSL
will not be covered in detail. Instead, the emphasis will be on configuring rout-
ing policies on routers directly connected either within an ISP’s autonomous



Subnets and Supernets

119

system (AS) or between ISPs that are connected as peers. And even when ISPs
have a presence at a NAP or other form of public peering point, there is no
requirement that the ISPs use a central database or the route server. Direct
interconnections are always allowed.

As mentioned, the alternative to the NAP structure was the direct intercon-
nection and peering of pairs of ISPs. There were attractions to direct intercon-
nection, such as reduced reliance on third-party administrators and managers
to resolve link and router problems, to configure increased capacity, and the
like. Peering also reflects actual traffic flows and necessary Internet topologies
much more closely than do NAPs. Links between peers can be easier to provi-
sion, upgrade, tune for performance, and fix when broken. Early peering was
driven by just such a desire for “NAP avoidance.” This benefited the NAPs as
well, because the reduced traffic loads freed up bandwidth and alleviated a lot
of the congestion that NAPs were noted for. Peering primarily appealed to
larger ISPs, mainly because the larger ISPs increasingly desired to keep traffic
exchanges more or less equal in both directions. Also, smaller ISPs did not
always have the resources to establish and maintain the WAN link infrastruc-
ture needed to implement large-scale peering both in regard to monthly links
costs as well as the cost of all those “extra” router WAN ports. Despite the
emergence of large-scale peering, the large ISPs do maintain a presence at the
NAPs; otherwise, it would be even harder for a smaller ISP to reach the world.

What has all this talk about NAPs to do with IP addressing? Everything.
After all, routes and routing information are all about prefixes, and prefixes are
the network portions of classful or classless IP addresses. ISPs exist to link
Internet-attached hosts that are clients to Internet-attached hosts that are
servers. The servers are in the vast majority of cases located on LANSs that share
a common IP network address space (for example, 172.17.0.0).

How do clients find servers (actually, the networks that the servers are on)?
It’s one thing to say that DNS translates a client request like going to Web
server www.example.com to an IP address such as 172.17.48.200 so that the
Web browser can try and link to the Web site. But it is quite another to figure
out how all of the routers in all of the ISPs that make up the Internet know
where network 172.17.0.0 is in the first place.

Clients find servers because the routes to all reachable networks on the Inter-
net are advertised by routers. That is, the ISP that links directly to 172.17.0.0 shares
this information with other ISPs, with or without NAPs, until the whole Internet
knows where the server is located. The links between ISPs can be fast or slow,
and therefore some links may be more attractive than others. Figure 4.2 shows
what routing protocols and policies do on the Internet.
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Client

Packet from
client to server

Very Slow

Figure 4.2 Routing protocols and policy on the Internet.

The client attached to ISP A has sent a packet bound for the server attached
to ISP F into the Internet. The routers in ISP A must first of all know from the
IP address of the destination that the server is not a host attached to ISP A.
The routers must also know whether the best way for the packet to reach the
next ISP in the chain to the server is through ISP C, ISP D, or ISP B. Perhaps
the ISP A routers will consider speed of links above all else to determine the
best path. From a pure bandwidth point of view, ISP C might look very attrac-
tive, because the links to ISP F through ISP D are all high-speed links. But
wait! ISP D will not act as a free transit point to ISP E. How does ISP A know
this? Perhaps ISP B should be used to reach ISP F, and ISP B will allow transit
of ISP A’s traffic. How does ISP B tell ISP A about its transit status to ISP F?
However, the link between ISP B and ISP E is very slow, much slower than
even the link between ISP A and ISP C. How can ISP B inform ISP A that ISP
B is a bad choice to reach ISP F quickly? Perhaps ISP A has decided that the
best way to reach ISP F is just through the smallest number of ISPs. In this
case, the link to ISP C looks very attractive, but slow. How is this information
shared by all other ISPs?

The answer to all of the questions and issues raised in the previous para-
graph is that each ISP will configure, apply, and maybe adjust a routing policy
to influence the way that IP addresses are distributed by the routing protocols.
And the routing policies all deal with IP addresses. Clients and servers deal
with full, network /host classful or classless IP addresses. Routers, on the other
hand, deal with subnetting and supernetting IP addresses, as well as VLSM
and the IP route prefixes that VLSM produces. Before we look at VLSM, which
applies to classless IP addresses, we’ll start with the concept of IP address sub-
netting, which applies to classful IP addresses.
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IP Subnetting

As introduced in Chapter 3, “IP Addressing and Routing,” the IP address
space was originally classful and contained a number of special-purpose and
private addresses. These are summarized in Table 4.1.

Because the first bits of the IP address determine the IP address class, the IP
addresses belonging to that class fall into certain numeric ranges, which are
shown in the Table 4.1. The examples are all drawn from private address
spaces, as established by RFC 1918.

However, there are potentially more than 2 million Class C networks. In
contrast, there are only 100 or so Class A networks and about 16,000 Class B
networks possible. The problem is that once the Web hit town and everyone
needed an IP network address for their PCs and Web sites, it became obvi-
ous that Class A and Class B addresses would quickly become exhausted,
leaving only Class C addresses for most networks. But routers must have a
separate routing table entry for each and every IP network. If most IP net-
works are Class C networks, then all Internet routers would potentially
have to hold in memory (and maintain!) a list of more than 2 million entries.
Even in the current era of inexpensive and abundant memory;, this size rout-
ing table poses challenges.

Table 4.1 The Classful IP Address Space

FIRST BYTE CLASS EXAMPLE

0-127 A 10/8

128-191 B 172.18/16

192-223 C 192.168.14/24

224-239 D 224.1.1.1 (multicast)
240-255 E Reserved (experimental)
PREFIX RANGE PURPOSE

0/0 0.0.0.0 Default (unknown dest.)
10/8 10.0.0.0-10.255.255.255 Private addresses

127/8 127.0.0.0-127.255.255.255 Loopback

172.16/24 172.16.0.0-172.31.255.255 Private addresses
192.168/24 192.168.0.0-192.168.255.255  Private addresses

255.255.255.255 255.255.255.255 Local broadcast
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Where IP Addresses Come From

Most people get the IP addresses for their networks, clients, and servers from
their ISP. But where do ISPs get their IP addresses? And large organizations
can still apply for their own IP addresses independent from any ISP. But apply
to whom?

Initially, IP addresses (and the Internet domain names that were associated
with them) were handed out by the Internet Assigned Number Authority
(IANA). Today the Internet Corporation for Assigned Names and Numbers
(ICANN), an international nonprofit organization, oversees the process of
assigning IP addresses.

The actual IP addresses are handed out by the following Internet registries:

ARIN (American Registry for Internet Numbers). Since 1997, ARIN has
handed out IP addresses for North and South America, the Caribbean,
and Africa below the Sahara.

RIPE NCC (Reseaux IP Europeens Network Coordination Center).
RIPE assigns IP addresses in Europe and the surrounding areas.

APNIC (Asian Pacific Network Information Center). APNIC assigns IP
addresses in 62 countries and regions in Central Asia, Southeast Asia,
Indochina, and Oceania.

AfriNIC (African Network Information Center). AfriNIC is to take over
assignment of African IP addresses from ARIN.

The collection of these Internet registries databases that determine who has
what IP address space are known as the Internet Routing Registry (IRR). Inter-
net domain names are a related activity, but as with IP addresses, names must
be globally unique, and unlike IP addresses, they can be almost anything.
Internet domain name assignment is also overseen by ICANN and currently
administered by security corporation VeriSign.

The IP address space assignments that form the IRR fall into distinct geo-
graphical distributions and start with IP Class A address 61.0.0.0. This distrib-
ution is shown in Table 4.2.

Note that the figure lists a number of Class A and Class B addresses. Anyone
can still ask for a Class A or a Class B address, but most likely people will get
a Class C address, or even a group of Class C addresses, since all Class C
addresses can only be used for networks with less than 254 hosts.

To make use of the classful IP address space flexible, a single Class A or
Class B address would need to be divided into a number of smaller IP net-
works. The way to do this is known as subnetting. At the same time, flexibility
would be improved if many small Class C addresses could be combined into
one larger IP network. They can—by supernetting, which is discussed in the
Classless Interdomain Routing (CIDR) section of the chapter.
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Table 4.2 IP Addresses and Geography
ADDRESSES ALLOCATION ADDRESSES ALLOCATION
61.0.0.0- APNIC-Pac rim 196.0.0.0- Various
61.255.255.255 198.255.255.255
62.0.0.0- RIPE NCC-Europe 199.0.0.0- ARIN-North/
62.255.255.255 201.255.255.255 South Am.
63.0.0.0- ARIN 202.0.0.0- APNIC-Pac rim
64.255.255.255 203.255.255.255
128.0.0.0- Various 204.0.0.0- ARIN
191.255.255.255 209.255.255.255
192.0.0.0- Multiple regions 210.0.0.0- APNIC-Pac rim
192.255.255.255 211.255.255.255
193.0.0.0- RIPE NCC-Europe 212.0.0.0- ARIN
195.255.255.255 213.255.255.255

The Basics of Subnetting

Subnetting is not restricted to IP Class A and Class B addresses. In fact, the
original application of subnetting to IP networks was to allow a single Class C
IP address to be used on small LANs connected by routers instead of bridges
and having fewer than 254 hosts. Bridges would simply shuttle frames
between all of the interfaces on the bridge, but routers, because they are packet
layer devices, determine the proper output port for a packet based on the net-
work portion of the IP address. If there is only one Class C address assigned to
the entire site, but there are two LANSs on the site connected through a router,
then the Class C address must be subnetted (and the IP host addresses
assigned on each LAN segment correctly) so that the router functions properly.
These LAN segments now become subnets of the main IP address space.

Subnetting is accomplished through the use of an IP address mask. The mask
is just a string of bits as long as the IP address: 32 bits in the case of IPv4. If the
mask bit is a one-bit, it just means that the corresponding bit in the IP address
the mask references is part of the network portion of the IP address. If the
address bit is part of the host (local) portion, the corresponding mask bit is set
to a zero-bit. That’s all there is to it. So a mask of 255.255.0.0 means that the first
16 bits of the IP address having this mask are part of the network address, and
the last 16 bits are the part of the host portion of the address.

All subnet masks must end in 128, 192, 224, 240, 248, 252, 254, or 255. Those are
the values of each bit position as they are “turned on” left to right in any octet.
Oddly, subnet masks were once allowed to turn on bits that were noncontiguous,
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or not starting at the left of the address without gaps. So 255.255.19.0 was once a
valid subnet mask. But this is no longer true, and the effect is to restrict masks
to the ending values listed. Note that 255.224.0.0 is a valid subnet mask, as is
255.255.248.0 and 255.255.255.252. Once the one-bits stop, the rest of the subnet
mask must be set to all zero-bits.

Classful IP addresses (Class A, Class B, and Class C) have default subnet
masks that correspond to the class of the IP address in question. Default sub-
net masks do not have to be configured on hosts and routers in many cases,
leading some to believe—mistakenly—that classful IP addresses do not need a
subnet mask at all. This is simply not true. All hosts and routers need a subnet
mask to determine the boundary between the network and host portions of the
IP address. If the default mask works, fine. But this does not mean that the
mask is not present or used.

Subnet masks can be written in as many forms as there are for IP addresses:
dotted decimal notation, bit string, octal, or hexadecimal. It is most common to
see subnet masks in either dotted decimal or hexadecimal notation. In VLSM
and the Longest-Match Rule later in this chapter, the prefix or slash notation is
introduced. Sometimes the default mask for an IP address class is called the
natural mask for that type of address. In all cases it is possible to change the
default mask to something else in order to move the boundary between
the network and host portions of the IP address to wherever the device needs
to look for it. Of course, all devices, hosts or routers, that need to route the pack-
ets within the subnetted network need to have identical masks. Many routing
protocols today exchange subnet mask information right along with the routes.

The default masks for the original classful IP address space are shown in
Table 4.3.

Reverse masking is useful on hosts and routers. Instead of indicating the bits
to use as the network address, reverse masking indicates which bits are to be
used for the host portion of the IP address. The default reverse masks for Class
A, B, and C are 0.255.255.255, 0.0.255.255, and 0.0.0.255, respectively.

Table 4.3 Default Classful IP Address Masks

NETWORK/ EXAMPLE ADDRESS
CLASS DEFAULT MASK HOST BITS INTERPRETATION

A 255.0.0.0 8/24 10.24.215.86 is host 0.24.215.86
on network 10.0.0.0

B 255.255.0.0 16/16 172.17.44.200 is host 0.0.44.200
on network 172.17.0.0

C 255.255.255.0 24/8 192.168.27.3 is host 0.0.0.3 on
network 192.168.27.0
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Basically, subnetting moves the boundary between network and host for a
particular classful IP address to the right of the position where the boundary is
normally found. (As will be shown later, supernetting, as well as CIDR and
VLSM, move the boundary between network and host for a particular classful
IP address to the left of this position.)

Suppose a network administrator is faced with the situation in which a sin-
gle Class C address space, in this case 192.168.77.0, needs to be shared between
two LANSs linked by a single router to the Internet. Naturally, the total number
of devices at the site having IP addresses all at once cannot exceed 254. It can-
not because IP addresses 192.168.77.0 (the network itself) and 192.168.77.255
(the directed broadcast) cannot be assigned to hosts. It is assumed that this
limitation is not a problem. How can subnetting be used to allow devices on
the two LANSs to use the router properly between them and yet at the same
time appear as one single Class C network to the Internet? Simply by adjusting
the default Class C address mask on all of the hosts and the two router ports
so that the Class C address space is split into two distinct networks. Recall that
routers will not route between LAN ports unless there are two different IP net-
work addresses assigned to the ports.

How can 192.168.77.0 appear to be two networks (subnets)? Just by setting
the IP subnet mask on all hosts and the router LAN ports to look at 25 bits for
the network portion of the IP address instead of 24 bits. This leaves 7 bits
for the host address instead of 8, so each LAN segment can only have 128
addresses (usually with only 126 devices) instead of the full 256 addresses and
254 devices.

The subnet mask used in this example could be written:

255.255.255.128
11111111 11111111 11111111 10000000
FF FF FF 80

All are identical and mean exactly the same thing: On this interface, for this
address, use 25 bits for the network address instead of 24. It makes no differ-
ence if the address belongs to Class A, B, or C; subnetting can be done to all
classful IP addresses.

How does subnetting by the network administrator in the 192.168.77.0 net-
work example work? If the twenty-fifth bit of the IP address is a zero-bit, then
the router can send those packets out on interface ENO (Ethernet 0) to LAN 1.
This automatically limits the host address assignments (in most cases) on that
LAN to the range 192.168.77.1 to 192.168.77.127 because only those host
addresses have a zero-bit in the twenty-fifth position. And if the twenty-fifth
bit of the IP address is a one-bit, then the router can send those packets out on
interface EN1 (Ethernet 1) to LAN 2. This automatically limits the host address
assignments (in most cases) on that LAN to the range 192.168.77.129 to
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192.168.77.254 because only those host addresses have a one-bit in the twenty-
fifth position. Note that IP address 192.168.77.128 is now technically the “this
network” address “ending in zero” for that subnet. Older routers often allow
this subnet to be used as a valid address, but the best practice is to use the
highest and lowest IP address as intended: to indicate the network and as a
directed broadcast. The effect of the subnet is shown in Figure 4.3.

The network administrator in charge of handing out the host IP addresses for
the two LANs must be careful. An IP address such as 192.168.77.200 cannot be
assigned to LAN 1, and an IP address such as 192.168.77.21 cannot be assigned to
LAN 2, because in both cases the bits in the twenty-fifth position do not match the
subnet mask.

The hosts on each LAN must have the correct and identical subnet mask con-
figured as well. Why? Because unless the originating host knows that the next
hop to the destination is a router, the host will try to ARP for the MAC address of
the destination on the same LAN segment. If the ARP fails, the originating host
just assumes that the destination is powered off or otherwise unreachable and
eventually gives up trying to deliver the packet. Consider a packet sent from a
host on LAN 1, say, 192.168.77.26, to a host on LAN 2, perhaps 192.168.77.144. If
the default subnet mask is configured on the hosts, then these two addresses
appear to be on the same LAN and ARPs are used to try to map the IP address of
the destination to the MAC address of the LAN port with that IP address. Only
when all hosts have 255.255.255.128 as a mask will they know that destinations
on the other LAN segments are reachable only through the router. An ARP might
still be used, but only to find the MAC address of the router interface, not the des-
tination. The packet still goes to 192.168.77.144. But the frame goes to the router.

Packets from Internet are still sent to
192.168.77.1 through 192.168.77.254
with mask 255.255.255.0

l

Router

ENO: ENT:

192.168. 77. 0 Subnet 192.168. 77.128
225.255.255.128 Mask  225.255.255.128

LAN 1: LAN 2:
25th bitis 0 25th bitis 1
Hosts in range 192.168.77.1 Hosts in range 192.168.77.129
t0 192.168.77.126 (126 hosts) to 192.168.77.254 (126 hosts)

Figure 4.3 A simple subnet example using Class C.
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Note that the router interface on the Internet side is unconcerned about the
subnet masking used on the other router interfaces. This is because as far as
the Internet is concerned, the 192.168.77.0 network is reachable through this
router, and that’s that. So the 192.168.77.0 route is advertised with its default or
natural mask of 255.255.255.0 and all is well.

More Advanced Subnetting

Today, subnetting is often used with Class A and Class B addresses and less
commonly with Class C. There’s not much to be gained by subnetting a Class C
address into 16 subnets (for example), each having 14 hosts on a LAN segment
(there are not 16 devices allowed, because the high and low subnet address
should not be assigned to hosts). But consider an ISP that has been assigned a
Class A address such as 10.0.0.0. There is no possible way that the ISP wants a
single “network” without one single router that would cover 16,777,216 hosts.
The ISP would most likely want to subnet the address space many times over
and assign pieces of this subnetted Class A address to its many customers.
Because this is a logical division of the address space, not a physical division, all
other ISPs need to know is, say, “here’s a packet for 10.234.75.0—send it over to
that ISP with the Class A space.” Only the ISP’s internal routers would need to
know what to do with the packets from other ISPs in more detail—all based on
the subnet masks used.

An important concept in Classful IP addressing is the major network. When
anything but the natural Class A, B, or C subnet mask is applied to the major
network, the result is a number of subnets. For example, the major network for
a network of 172.16.55.0 with a mask or 255.255.255.0 is 172.16.0.0. No subnet
mask need be specified for a classful major network, because the natural mask
is always assumed unless otherwise given. The major network 172.16.0.0
address space has been subnetted to 172.16.55.0 with mask 255.255.255.0.

Subnets are not overly complicated, but conceptualizing what they are can be
tricky at first. This is especially true when subnetting Class A or Class B
addresses. For example, suppose the subnet mask for a Class B network is
255.255.224.0. How many subnets does this subnet mask yield and how many
hosts can be allocated on each subnet? In the third byte, the first 3 bits are turned
on for the mask (224 = 192 + 64 + 32). Three masked bits give eight subnets,
although the first and last subnet is not useful for host addresses. This is because
the all zero-bits and all one-bits 255 special addresses rules apply to subnet bits
also! So there are technically six subnets available for host addresses, subnet 000
and 111 being unavailable for assignment.

How many hosts on the subnets? There are now not 16 bits for the host
address, as in a normal Class B address, but only 13 bits available, since 3 bits
were used by the subnet mask. Thirteen bits gives 8,192 possible hosts for each
subnet. However, the first and last addresses in each subnet are not available
for assignment to a host (the 0 and 255 rule yet again), so there are 8,190 hosts
supported on each Class B subnet.
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Only six networks with 8,190 hosts might be useful for some ISPs with a Class
B address, but that’s still only a handful of customers and a lot of hosts per cus-
tomer. Maybe a tighter subnet mask would help. Consider subnet mask
255.255.240.0 for the same Class B address. Now the subnets are 14 274 -2 = 14)
and the hosts on each are 4094 (212 — 2 = 4094). A subnet mask of 255.255.248.0
gives 30 subnets and 2,046 hosts on each, a subnet mask of 255.255.252 gives 62
subnets and 1,022 hosts on each, a subnet mask of 255.255.254.0 gives 126 sub-
nets with 510 hosts on each, and so on. The ISP will have to strike a balance
between number of subnets and number of hosts if the subnet mask is to be the
same all over the network.

A related subnet issue is determining exactly what the subnet address (all
zero-bits after the mask) and broadcast address (all one-bits after the mask) are
for a given IP address and subnet mask. This can be tricky because subnet
masks do not always fall on neat byte boundaries as classful addresses do. An
IP address like 172.30.0.128 might not look like network-itself address that can-
not be assigned to a host, but it might be.

Consider a Class B address such as 172.17.0.126 with a subnet mask of
255.255.255.192. Is this IP address available for host assignment on this subnet,
and just what is the subnet and broadcast address for this subnet? What range
of host addresses can be assigned to this subnet? These types of questions
come up at ISPs all the time.

There are people who can do this type of calculation in their heads. For the
rest of us, the first thing to do is to mask out the network portion of the IP
address with the subnet mask by writing down the bits. Then the subnet por-
tion of the address can be simply marked off. Next, forming the subnet and
broadcast address for the subnet can be easily done by setting the rest of the
bits in the address (the host bits) first to all zero-bits and then to all one-bits.
The resulting address range forms the limits of the subnet.

To illustrate, Figure 4.4 shows how to derive these answers for Class B IP
address 172.17.0.126 and subnet mask 255.255.255.192.

Exercises like these are important because when subnetting the IP address
space, host addresses must be carefully assigned to the proper subnets (router
interface). This concern is especially acute with regard to classful IP addresses.
Having a discontinguous major network that has been subnetted so that part of
the space is reached through one interface of the router (10.4.0.0 over here . . .)
and the other part of the subnetted major network is reached through another
interface (10.5.0.0 over there . . .) can be a problem. Care must be taken in how
the router deals with the subnets and the masks that establish them. This
aspect of subnets is discussed again in the section VLSM and the Longest-Match
Rule, coming up in the chapter. Figure 4.5 shows subnetting applied to a Class
A address. Now there are 254 subnets (two less than expected at first) each
with 65,534 hosts (again two less) in network 10.0.0.0 when the subnet mask is
255.255.0.0.
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IP address
Subnet mask

Mark out the
subnet...

...giving the:

Subnet address

172.

17.

0.126

225.255.255.192

172.

17.

0.126

225.255.255.192

255.255.255.192

172.
172.

Broadcast address 172.

17.
17.
17.

0.126
0. 64
0.127

10101010 00010001
11111111 11111111

10701010 00010001
11111111 11111111

00000000
11111111

00000000
11111111

01
11

01
11

)

111110
000000

111110
000000

Natural Class B mask

Subnet
portion

Host
portion

Prefix (network portion)

111111171 11111111
10701010 00010001
10101010 00010001
10701010 00010001

11111111
00000000
00000000
00000000

Valid host address range on subnet 172.17.0.64 =
172.17.0.65 through 172.17.0.126 (62 hosts)

Figure 4.4 Finding a subnet address, broadcast address, and host range.

The figure introduces a new notation for subnet masking. This is the / (for-
ward slash). Why is it necessary to write out the subnet mask in dotted deci-
mal as if the mask were somehow separate from the IP address to which the
mask applies? Subnet masks have no meaning on their own. So the slash nota-
tion, introduced with CIDR, ties the subnet mask concisely right to the IP
address the mask applies to. So IP address 10.0.0.1 with a subnet mask of
255.255.0.0 is the same as writing 10.0.0.1/16. (Presumably, reverse masking to

Y

11
01
01
01

000000
111110
000000

111111

indicate the host bits could be indicated with a backslash as 10.0.0.1\16.)

IP address
Mask (/16)

10.
255.

255

.0.1
.0.0

Allows 254 subnets for 10.0/16, each
with 65,534 hosts, instead of one net
(10/8) with 16,777,214 hosts

00001010 OOOOOOOOE 00000000 00000001
11111111 511111111 500000000 00000000

< > >
P> »><€

Natural Subnet
Class A portion
mask

5

Y

Host portion

< »>

Prefix (network portion)

Routing table entry: 10. 0/16

Figure 4.5 Subnetting a Class A address.
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An IP address like 192.168.5.14/32 is a host address. Every IP address has a
slash notation, whether or not the subnet mask slash is explicit. By convention,
the absence of a subnet mask means a host address (/32). Classful IP addresses
have default slash notations of 10.0.0.0/8, 172.16.0.0/16, and 192.168.0.0/24.
But because this notation is primarily used for classless IP addresses, this sec-
tion on classful IP address subnetting has not used the slash notation at all
until now.

Slash notation sometimes is abbreviated even further. Why write 10.0.0.0/8
when you can write 10/8 with a lot less effort? If the rest of the bits are zero-
bits, just ignore them. Although fairly common, this abbreviated notation will
not be used consistently in this book. So 192.168.14.0 with a subnet mask of
255.255.255.0 is just as likely to appear as 192.168.14.0/24 as it is to appear as
192.168.14/24. Both mean the same thing.

Subnetting was originally introduced to allow the more flexible use of
routers in LAN environments, but subnetting also allows an ISP to make more
flexible use of former Class A and Class B address spaces. However, classful IP
address spaces are officially a thing of the past. Classful addresses have given
way to CIDR and VLSM. CIDR came first, so we’ll next look at the opposite of
subnetting: supernetting with CIDR.

Classless Interdomain Routing (CIDR)

Classless interdomain routing was an immediate answer to a couple of prob-
lems: first, the impending exhaustion of IP Class A and Class B address space,
and second, the rapid and large increase required in routing tables to handle
the many Class C addresses required to satisfy Web-hungry users.

Classful addresses are fine in theory, but in practice they leave a lot to be
desired. One of the biggest concerns is the limited number of large networks that
can exist with classful IP addresses. Only about 16,000 total LANs (networks)
can be linked to the Internet in the whole world with Class A and Class B
addresses. These networks can have a lot of hosts, but that’s not the way that
routers work to connect clients and servers. By 1992 the inevitable exhaustion of
the classful IP address space was on everyone’s mind. Already, the Internet had
about 8,500 routes, and projections put the number of routes by 1995 at 80,000
routes. That increase in the number of networks did not happen; growth leveled
out because of to the combined effects of CIDR and related IP addressing
schemes such as the Dynamic Host Configuration Protocol (DHCP) and Net-
work Address Translation (NAT). But at the time, people were worried.

Class C addresses continued to be the only classful addresses routinely
handed out to ISPs and others. But Class C IP addresses could only have 254
hosts per network, which boiled down to a LAN segment on a site router’s
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interface. Now, the “real” IP address space consists only of contiguous bits.
This just means that the 32 bits of the IP address have no real built-in concept
of classes or anything else. It was the default class mask that determined the
whole class structure. Move the mask setting the network/host boundary to
the left in a major Class A, B, or C IP address, and the result was subnetting.
CIDR invented a way to move the network/host boundary to the right, and the
result was supernetting.

With CIDR, a block of contiguous (assigned in a group, with no networks
within the range assigned to anyone else) IP Class C addresses could be given
to a service provider or large customer and allow them to configure IP net-
works with anywhere from a few hosts up to 16,384 hosts. The number of con-
tiguous Class C addresses needed was determined by a simple count of the
number of host addresses required. This CIDR plan is shown in Table 4.4.

CIDR changed the terminology that applied to the IP address space. Routes
to IP networks were now represented by prefixes. A prefix consisted of the IP
network address ending in zeros, followed by a slash (/), and ending with an
indication of how many of the leftmost contiguous bits in the address are part
of the network mask that should be applied to the address for routing pur-
poses. For example, before CIDR, the Class C address 192.168.64.0 would ordi-
narily have a mask of 255.255.255.0 applied to it. Subnetting could add bits to
this major network mask, but only in the fixed patterns and values outlined in
the previous section. CIDR supernetting enabled a “CIDR-ized” network
address to be represented as 192.168.64.0/18, and that was all the information
needed. Sometimes this was abbreviated even further to just 192.168.64/18,
but the two forms are equivalent. The notation just means that a subnet mask
18 bits long should be applied to 192.168.64.0. This notation is the same as
writing “192.168.64.0 with mask 255.255.192.0” but in much more compact
form.

Table 4.4 Grouping Contiguous Class C Addresses under CIDR

IF YOU NEED... REGISTRY WILL GIVE YOU...
Fewer than 256 addresses 1 Class C network

Fewer than 512 but more than 256 addresses 2 contiguous Class C networks
Fewer than 1,024 but more than 512 addresses 4 contiguous Class C networks

Fewer than 2,048 but more than 1,024 addresses 8 contiguous Class C networks

Fewer than 4,096 but more than 2,048 addresses 16 contiguous Class C networks

Fewer than 8,192 but more than 4,096 addresses 32 contiguous Class C networks

Fewer than 16,384 but more than 8,192 addresses 64 contiguous Class C networks
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Prefix length (/18)

i8 i16 24
IP address 192.168. 64.0/18 11000000510101000501000000 00000000
Natural mask 255.255.255.0 11111111511111111511111111 00000000

CIDR mask 255.255.192.0 (/18) 11111111 511111111 511000000 00000000

iy

Supernet portion

Y.

Natural Class C mask

Allows 64 "Class C" subnets to be
Natural mask:

represented by one routing table 192.168.64.0 => 192.168.64/24
summary entry: 192.168.64/18 CIDR mask:
192.168.64.0 => 192.168.64/18

Figure 4.6 CIDR supernet addressing.

Even when CIDR was used, all bits after the IP network address had to be
zero, of course. That aspect of IP addressing did not change. So 192.168.64.0/18
was a valid IP network address, but 192.168.64.0/17 was not. This aspect of
CIDR is shown in Figure 4.6. The IP network 192.168.64.0/18 is a CIDR super-
net because the mask contained fewer bits than the natural mask that would be
applied to the address under classful IP addressing.

CIDR allowed for the creation of a network such as 192.168.64.0/18 with
16,384 hosts (14 bits remain for the host portion of the 192.168.64.0 network)
instead of requiring 64 separate IP network addresses to be assigned and con-
figured. But CIDR did more than allow the grouping of contiguous Class C
addresses into bigger networks than formerly possible. Once the principle of
supernetting was established, CIDR allowed for the aggregation of all of the pos-
sible IP addresses under the specified prefix into this one compact notation.

Aggregation just means that instead of having 64 routing table entries to rep-
resent the Class C addresses that comprised network 192.168.64.0/18, this entire
group of 64,000 or so hosts could be reached with a single routing table entry. Of
course, this required that all of the host addresses under this 192.168.64.0/18
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aggqregate be handed out and used correctly, but this was not an unreasonable
expectation because the CIDR block was assigned to a single entity such as an
ISP. Sometimes the term route summarization is used in the same sense as aggre-
gation, and in fact, most people use the terms aggregation and summarization
interchangeably. To add to the confusion, there are the terms CIDR block and
supernet to consider. Technically, CIDR blocks introduced the <prefix/length>
notation, supernets have prefixes shorter than the natural mask, and aggregates
are used to represent a summary of an IP address space. In this book, all of these
terms basically mean exactly the same thing: prefix notation with a slash.

Keep in mind that even though the route to 192.168.64.0/18 can be adver-
tised to another router as a single entity and routing table entry, this does not
necessarily mean that all 64,000 hosts that make up network 192.168.64.0/18
are really on a LAN attached to a single router. More specific routes to other
networks can still be spread around many routers and many interfaces. As
long as the routing protocols know what to advertise where (the major role of
routing policy), there should be no confusion (resulting in routing loops or
black holes) among the routers.

So a router in another AS can reach all of the 64,000 or so hosts on network
192.168.64.0/18 over a single interface. But once closer to the destination, the
routers in the AS that have assigned the 192.168.64.0/18 address space can eas-
ily distribute the arriving traffic based on more specific routing information.
The more general aggregate routing table entries can coexist with the more
specific routing table entries and all will be well. This aggregate /specific con-
cept is shown in Figure 4.7. An informal representation of the routing table
information is shown in the figure for some of the routers.

But wait a minute. How does Router C know that an IP packet addressed to,
for example, a Web site at IP address 192.168.113.245 should go to Router F and
not somewhere else? What makes the routing table in Router B smart enough
to know that the path to 192.168.96.0/19 is to be ignored for this particular
packet? How does a packet arriving at Router B for host 192.168.97.45 make its
way to Router E?

More than CIDR was required to make routers properly route when multi-
ple routing table entries seem to be attractive as a next hop for individual
packets to a host. What was needed was VLSM and the longest-match rule.
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VLSM and the Longest-Match Rule

The term wvariable-length subnet masking just means that one classless network
(such as 192.168.64.0/18) can be configured with different-length subnet masks.
This can be done on different routers or even on the same router. It just depends
on what the router is required to do with the address space. Without VLSM,
only one subnet mask could ever be applied to an entire network, and
192.168.64.0/18 could only have its 64,000 hosts reachable through a single
router interface. If there were more subnets, there would be fewer hosts on
each. This trade-off between routes (networks) and hosts might be okay, but
usually more flexibility of assigned IP address space is required by ISPs. VLSM
permits this flexibility or IP address space configuration.

Consider a simple example of VLSM in action on a single router. The net-
work administrator of the router has been assigned a traditional Class C IP
network address of 192.168.11.0 to divide into three subnets. But the three sub-
nets (LANSs) on the three router interfaces are of different sizes. One subnet
needs 100 hosts, another requires 50 hosts, and so does the third subnet. In
theory, regular subnetting should work, since there are only 200 hosts needed
and a Class C address provides 254 host addresses (192.168.11.1 through
192.168.11.254). However, VLSM is needed to do this properly.

It is necessary because the natural mask for a Class C network is
255.255.255.0. Any Class C subnet mask must have contiguous bits set to 1
beyond this 24-bit mask. (Originally, subnet masks were not required to use
contiguous bits, which made life very interesting for routers. Now all subnet
masks must use contiguous bits from left to right.) Table 4.5 shows the only pos-
sible subnets possible for a Class C address. A 32-bit mask is the same as a host
address, and 31-bit masks are not generally useful, since the space leaves no
room for multiple devices of a “network.” (There are, however, special cases
where /31 masks are used.)

Nowadays the 255.255.255.252 or /30 mask is commonly used on point-to-
point links between routers. This leaves only two IP addresses for each end of
the link, and “masking down tight” leaves plenty of other network addresses
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for other router interfaces on the network. Why assign a subnet with 62 or 126
hosts to a link that can only have two ends?

A lot of routers still use unnumbered interfaces for point-to-point links.
Why assign an IP address to such a link at all when the packets and frames on
the link do not rely on link IP addressing for delivery across the link in any
way? The packets between routers have the client or server (host) source/
destination addresses and the frames on point-to-point links, unlike LANs,
have addresses totally independent of IP addressing. There is nowhere for the
packet to go to or come from but the other end of the link. Only LANs and
multipoint types of router interfaces really need IP addresses. However, placing
IP addresses on all router interfaces do make using tasks like diagnostic pings
and traceroutes easier, and routing protocols today more or less expect IP
addresses on all interfaces.

Before VLSM came along, the same mask had to be applied to an IP address
across the entire network. So this address could form two subnets with
126 hosts each (192.168.11.0/25), or four subnets with 62 hosts each
(192.168.11.0/26), but not the three subnets with the number of hosts needed.
With VLSM, subnets do not have to be of equal size everywhere. Since subnets
are only locally meaningful, their meaning can change from one interface and
LAN segment to another.

VLSM handles the need for variable-sized subnets easily, as is shown in Fig-
ure 4.8. The mask 255.255.255.128 (192.168.11.0/25) is configured on the first
interface, ENO. This allows the assignment of host addresses 192.168.11.1
through 192.168.11.126 (126 hosts) on this LAN segment. The mask
192.168.11.192 (192.168.11.0/26) is configured on interface EN1, allowing host
addresses 192.168.11.129 through 192.168.11.190 (62 hosts) on this LAN seg-
ment. Finally, the same mask is applied to the third interface, allowing host
addresses 192.168.11.193 through 192.168.11.254 (62 hosts) on the LAN.

Table 4.5 Possible Class C Subnets

LAST OCTET NUMBER OF HOSTS PER SUBNET (EXCLUDES
OF MASK BINARY  SUBNETS SPECIAL ADDRESSES)

128 (/25) 1000 0000 2 126

192 (/26) 11000000 4 62

224 (/27) 11100000 8 30

240 (/28) 11110000 16 14

248 (/29) 11111000 32 6

252 (/30) 1111 1100 64 2
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128 hosts
Network ENO
192.168.11.x 64 64
hosts | EN1 EN2 | hosts

Interface ENO needs 100 hosts

Network: 192.168.11.0

Mask: 255.255.255.128

Addresses: 192.168.11.1-.126
Interface ENT needs 50 hosts Interface EN2 needs 50 hosts
Network: 192.168.11.128 Network: 192.168.11.192
Mask: 255.255.255.192 Mask: 255.255.255.192
Addresses: 192.168.11.129-.190 | Addresses: 192.168.11.193-.254

Figure 4.8 Using VLSM.

Masking with VLSM takes some getting used to. At least classful masks
255.255.255.128 and 255.255.255.192 look different enough to make people
notice. VLSM creates networks like 192.168.11.0/24 and 192.168.11.0/25 that
look almost the same but are distinct networks and IP address spaces. Now,
every host on more specific network 192.168.11.0/25 is also covered under the
more general aggregate prefix 192.168.11.0/24, but no host on network
192.168.11.128 /25 is included in address space 192.168.11.0/25. Part of the con-
fusion comes from the fact that including 25 bits in an IP prefix makes the
address in the last byte 128, not 1. Including 26 bits makes the last byte 192,
not 3, and so on.

The Longest-Match Rule

VLSM provides an important clue for understanding how routers can mix and
match prefixes and differing lengths in a routing table and still route packets
to the correct next hop. Suppose a router has two entries in a routing table,
based on the simple network introduced in Figure 4.7. Look at a simplified
view of the routing table on Router B, along with the first 24 bits of the bit con-
figuration of the two prefixes:

PREFIX PREFIX IN BITS NEXT- HOP ROUTER
192.168.64.0/18 Router C 11000000 10101000 01/ 000000
192.168.96.0/19 Router E 11000000 10101000 011/ 00000
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A slash and a space marks the division between the prefix and the host por-
tion of the address, based on the subnet mask bits given. What happens when
a packet with a destination address of 192.168.97.45 arrives from Router A?
The 32-bit destination address in bits is as follows:

DESTINATION ADDRESS ADDRESS IN BITS
192.168.97.45 11000000 10101000 0110001 00101101

No subnet mask is associated with a host address. The bits that are impor-
tant for this discussion are marked in bold. Looking at the simplified routing
table, it would seem that either entry is a potential match for the destination
address. In fact, the first 18 bits are exactly the same. But the nineteenth bit is a
one-bit in the routing table entry for 192.168.96.0/19 and so is the nineteenth
bit in the destination address 192.168.97.45. This makes the /19 entry the
longest match for the destination address, and the packet is forwarded to
Router E. The rest of the bits represent the host of the 192.168.96.0/19 network
and are used for local delivery of the packet on Router E.

The longest-match rule is also often called the best match or the more specific
route for a given destination IP address. But whatever it is called, the point is
the same: The longest-match next hop is always used in favor of a potential,
but shorter-match, next hop. This is how VLSM works. What about a packet to
a host at 192.168.90.166 arriving at Router B? Now the destination address in
bits is as follows:

DESTINATION ADDRESS ADDRESS IN BITS
192.168.90.166 11000000 10101000 01011010 10100110

This time the nineteenth bit is a zero-bit, so the 192.168.96.0/19 next hop is
not the longest match for the destination. But the first 18 bits do match the entry
for 192.168.64.0/18, and the packet is sent on to Router C. The same longest-
match rules apply at each router, and VLSM requires longest-match rules to
allow the flexible use of subnet masks required on the Internet today.

Radix Tree Representation

The use of VLSM complicates the IP address space considerably. It is not
always obvious what the longest match will be for a given host address when
there are several possibilities closely sharing the IP prefix space. A common
way to visualize the IP address space for the purpose of longest matches is to
use the radix tree representation of the IP address space. Also known as a binary
tree, the radix tree is a way to compactly visualize the relationships between
prefix with similar bases addresses but different subnet mask lengths.

Think of the entire 32-bit IP address space as an underground parking
garage with 32 levels. (IP addresses 32 bits long are host addresses, and /31
masks are not generally useful for networking, but they still count.) The
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ground-level entry point to the Radix Parking Garage is level 0 and is written
as /0. The first parking level is /1, the next /2, all the way down to the very
bottom at /32. Not only are the levels labeled with slashes, but the Radix
Garage has very different numbers of parking spaces at each parking level.
The entrance level (/0) has really no place to park at all, the first parking level
(/1) has two spaces, the second level (/2) has four, and so on. So all together,
there are a lot of spaces in the garage. Every one of them is a potential IP net-
work address and prefix.

The root of the radix tree is 0/0 or 0.0.0.0/0. This is the default IP network
address, in the sense that anything is a longer match than 0/0 for a destination
IP address. The 0/0 address is not really a place to “park” packets in a real next
hop, and it is often called the route of last resort. The router that forms the next
hop for the default routing table entry is often called the gateway of last resort.
This just means that if 0/0 happens to be the longest match for a packet’s des-
tination address, this router is the next hop. But since this really means “if you
don’t know what else to do with this packet, send it here,” the term last resort
is a very good one. Routing protocols usually never advertise their default
routes to other routers unless they are very closely related, because it is easy to
form routing loops and black holes (“Send it to the default here!” “No! Send it
back!”). Default routes have local significance only, like calling one person in
the world “Mom.” Siblings call the same person “Mom,” but most people in
the world have their own “Mom.” “Send this packet to Mom” means some-
thing different to most people, but it is a real person nonetheless.

At the 0/0 root, all 32 bits of the IP address are zero-bits, and none of them are
network address bits. That’s what 0/0 means. At the firstlevel (/1), only the first
bit of the IP address is part of the prefix. This bit can obviously be only either a
zero-bit or a one-bit, so the two possible IP network address prefixes at level /1
are 0.0.0.0/1 and 128.0.0.0/1 (the first bit position in the first byte has a value of
128 decimal). These two “parking spaces” can also be written as 0/1 and 128/1.

Note than IP address prefixes 0.0.0.0/0 and 0.0.0.0/1 are two different net-
works and prefixes. If both are present in a routing table with two different
next hops, the longest match will always be 0.0.0.0/1 and not 0.0.0.0/0, as long
as the first bit of the packet destination address is a 0 bit and there are no
longer matches in the routing table (not likely, but this is only an example).

At the next level (/2), the second bit of the 32-bit IP address is included in the
mask. Since each of the network prefixes at level /1 can have either a zero-bit or
a one-bit in the second position, there are now four entries at the /2 level of the
tree. The four entries are 0.0.0.0/2 (00 in the first two bits of the IP address),
64.0.0.0/2 (01 in the first two bits of the IP address), 128.0.0.0/2 (10 in the first
two bits of the IP address), and 192.0.0.0/2 (11 in the first two bits of the IP
address). The same logic applies to every level of the Radix Parking Garage.

All prefixes at the first three levels of the IP radix tree are shown in Figure
4.9. A selected portion of the tree, much farther down, is also shown applied to
the IP address space introduced in Figure 4.7.
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The radix tree makes it obvious now that prefix 192.168.64.0/18 is not the same
as prefix 192.168.64.0/19. The radix tree also makes it easier to see just what spe-
cific IP addresses fall under a particular aggregate. To be part of the aggregate
space, the prefix must fall under the radix tree whose root is the point that repre-
sents the aggregate. So prefix 192.168.112.0/20 is a more specific route of the
aggregate 192.168.96.0/19, but not a more specific route of the aggregate
192.168.64.0/19. The prefix 192.168.112.0/20 is, however, a more specific prefix
under 192.168.64.0/18. It all depends on position in the tree.

Aggregates are useful to cut down on the size of the routing tables in routers
and the number of routing updates that need to be distributed among routers
on the Internet. This use of aggregates is shown in Figure 4.10. Of course, what
addresses should be aggregated (summarized) and advertised is an important
aspect of routing policy.

This concept of aggregation is very important when the specific routes
under a particular aggregate are suppressed and not sent as part of a routing
protocol’s advertisements to other routers. When aggregates are not properly
configured and controlled with routing policies, packets can wander around
the Internet and never reach their proper destination.

Aggregation

Be aware that concepts like CIDR, VLSM, and aggregation do not work in iso-
lation to solve problems with regard to classful IP addresses. All of these ideas
work together in the router and on the network so that packets are always
making progress one router at a time toward the one router in the world that
has that particular network directly configured on an interface. (Actually, there
can be more than one router physically attached to a particular network, but
only one will be the designated router as far as the Internet is concerned.)
Routing protocols that could deal with only classful IP addresses struggled
with aggregation. For example, the original RIP (RIPv1) did not exchange
address masks along with routing information, so either the natural masks for

Level:

0.0.0.0/0 (root) /0

0.0.0.0/1 128.0.0.0/1 A

64.0.0.0/2 128.0.0.0/2

192.168.64.0/18 <~ /18

192.168.64.0/19 192.168.96.0/19 /19

0

192.168.64.0/20 192.168.80.0/20 192.168.96.0/20 192.168.112.0/20 /20
Figure 4.9 The radix tree and IP addresses.
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Advertised to other ISPs or NAP Advertised to other ISPs or NAP

10.1.1.0
10.1.2.0
10.1.3.0
10.1.128.0
10.1.129.0

10.0.0.0/15

ISP's assigned space:
10.0.0.0-10.1.255.255
(10.0.0.0/15)

ISP's assigned space:
10.0.0.0-10.1.255.255
(10.0.0.0/15)

Figure 4.10 Aggregation and routing policy.

each route had to be applied or subnets had to be defined locally on each and
every router that needed to know about the subnet. This classful operation
severely limited the location and methods that ISPs could use to distribute
their IP address spaces for LANs and links.

ISPs and corporations found classful addressing extremely confining because
classful routing protocols always perform route aggregation or summarization
on major network class boundaries. So a packet to 10.100.17.66 will always be
forwarded to the next hop for network 10.0.0.0, because the natural mask for a
Class A network is always 255.0.0.0. All 16 million or so potential hosts on the
10.0.0.0 network better be reachable through that same router interface. It made
no sense to assign a 10.0.0.0 address to a point-to-point link between routers,
because the other 16 million addresses were now totally useless.

If different pieces of a major Class A, B, or C network were separated by
another major network, this resulted in a situation called discontiguous major
subnets. With classful addressing, aggregation was a real problem when discon-
tiguous major subnets were configured. The reason for this problem is shown
in Figure 4.11.

The three routers in the figure, Router A, Router B, and Router C, are all
attached to the same LAN. The network administrator of Router A has config-
ured network 172.20.29.0/24 (a subnetted Class B address) on another inter-
face, and the network administrator of Router C has configured network
172.20.78.0/24 (another subnetted Class B address) on another interface.

The problem is that classful routing protocols will only aggregate subnetted
classful addresses into major network addresses. So both Router A and Router
C have no choice but to advertise a route to 172.20.0.0 to Router B. Poor router
B learns about 172.20.0.0 from two different interfaces, both with the exact
same information: The network is directly connected to a router one hop away.
Router B will innocently assume that either Router A or Router C can be used
to forward packets to network 172.20.0.0 and usually simply pick one router or
the other as the active next hop.
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Router A advertises a way Router C advertises a way
to reach Class B address to reach Class B address
172.20.0.0 172.20.0.0
Router A Router C
172.20.29.0/24 172.20.78.0/24

192.168.27.0/24

Router B

"Is the 172.20.0.0 next hop to Router A
or to Router C?"

Figure 4.11 Classful routing and discontiguous major networks.

The solution to the discontiguous subnet situation is to use a routing proto-
col that understands classless routing, or to make sure subnets are contiguous.
Because continuous subnets are so limiting, network administrators faced
with this problem will use newer routing protocols that distribute the subnet
masks right along with the route information. The way that classless routing
protocols handle aggregate prefix distribution is shown in Figure 4.12.

Now the mask is part of the routing information and all is well. It should be
noted that it is possible to have different subnet masks lengths on each of the
subnets. For example, Router A could be using 172.20.29.0/24 and Router C
could be using 172.20.78.0/20. The longest-match rule takes care of any pack-
ets addressed to either address space.

Aggregates on the Internet

Just because classless routing protocols with VLSM are in use does not mean
that aggregation is now a simple or painless activity. On the Internet, aggre-
gation is used still used to cut down the size of routing tables and minimize
the amount of routing information distributed, but this requires careful allo-
cation of the ISP’s address space. Figure 4.13 shows how the edge routers of
an ISP usually employed aggregate addresses to advertise into the ISP core of
backbone routers.
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Router A advertises Router C advertises
172.20.29.0/24 172.20.78.0/24
_ > «~———
Router A Router C
172.20.29.0/24 172.20.78.0/24

192.168.27.0/24

Router B

Routing table entries:

Prefix Next Hop
172.20.29.0/24 Router A
172.20.78.0/24 Router C

Figure 4.12 Classless routing and aggregate prefix distribution.

The choice of IP addresses used in a real ISP network should be anything but
haphazard. You should plan carefully if you want to make sure that none of
the specifics for the 172.18.0.0/16 prefix end up linked to Router I, for example.
But even if it were necessary to assign more-specific IP addresses covered
under an aggregate to a router other than one directly attached to the back-
bone router, the longest-match rule would take care of the exception. Routine
assignment of specifics without regard to aggregation on the backbone will not
lead to ambiguous routing in and of itself, but such a practice will increase the
size of the routing table and the amount of routing information that needs to
be maintained by the routing protocols.

Consider the position of network 172.18.4.0/24 in Figure 4.13. This network
is attached to Router A, but the aggregate IP address 172.18.0.0/16 is adver-
tised into the core by Router D. A portion of what Router C’s routing table
would look like is shown in Table 4.6.

The term self in the table just means that this network is directly connected to
Router C, while the other networks are more than one hop away through the
next-hop router in the table. The longest-match rule means that a packet to
172.18.4.5 goes to Router A (as it should) instead of Router D. Even if a routing
policy suppresses advertisements of specifics under 172.21.0.0/16, this sup-
pression will not apply to route 172.18.4.0/24, because 172.18.4.0/24 is not
under the binary tree rooted at 172.21.0.0/16.
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Figure 4.13 Aggregation to the backbone.
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Table 4.6 Router C's Routing Table (Portion)

PREFIX NEXT-HOP ROUTER

172.17.0.0/16 Router G

172.18.0.0/16 Router D
172.18.4.0/24 Router A
172.19.7.0/24 Router D
172.21.5.0/24 Self

172.21.6.0/24 Router B

Aggregation on the Internet occurs repeatedly as routers seek to minimize
their routing table size and update information volume. The prefixes that rep-
resent the address spaces assigned to ISPs can therefore become shorter and
shorter as the information about the address space flows toward the Internet
core of exchange points. This effect is shown in Figure 4.14. The left-hand side
of the figure shows route distribution without aggregation, and the right-hand
side of the figure shows the effects of repeated aggregation as routing infor-
mation flows toward the heart of the Internet.

In each case, the lowest level represents the address spaces assigned to the
ISP’s customers. Each ISP’s potential address space is shown, with the aggre-
gate that will be used to represent the space when it is advertised outside of
the AS.

Care is needed when advertising aggregate routes between ISPs, espe-
cially when an ISP uses a default route (0/0) for destinations that are no
longer reachable through a longer match because of a failed link or router
(unreachable destinations are not represented by entries in the routing
table). If the longest match is now the default, the result could be a routing
loop (traffic shuttled back and forth endlessly) or a black hole (packets to
unreachable destinations are discarded). Both of these situations are shown
in Figure 4.15.
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Figure 4.14 Repeated aggregation.
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Figure 4.15 Black holes and routing loops.
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10.1.129.0/24

10.1.128.0/24

10.1.3.0/24
10.1.2.0/24

With aggregation

A Routing Loop

Traffic to 192.168.1.1

0/0 default:
send to ISP #1

* Link to customer
down!

192.168.1.0/24
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On the left-hand side of the figure, ISP 2 has defined a 0/0 default route
when there is no longer a match for a route in a router’s routing table. The next
hop for packets to such a route is to simply discard the packet, since there can
be no real destination for packets sent to 0.0.0.0 addresses. Network
192.168.1.0/24 is a customer network of ISP 2, and this fact is advertised to ISP
1 as the aggregate 192.168.0.0/13. The black hole occurs when the link from
ISP 2 to the customer is down. The route to the more specific 192.168.1.0/24
network now disappears from the routing table. When packets to a host at
192.168.1.1 (for example) arrive from ISP 1, the default route, which is now the
longest match, simply discards the packets (in some cases, an ICMP message
is returned to the sender, but this does not make the destination any more
reachable than it would be without the ICMP message).

A routing loop is shown on the right-hand side of the figure. Again, the only
link to the customer 192.168.1.0/24 network has failed. In this case, the 0/0
default points to a real next hop, but this time the next hop is a router in ISP 1’s
network. ISP 1’s router will just loop the packet back to ISP 2, and so on, until the
TTL on the packet expires and an ICMP message is sent back to the source. In
real routing loops, the loop is not always closed so quickly; packets tend to wan-
der around an ISP network until they either find their way back to the ISP that
forwarded them or the TTL expires. In either case, the result is bad. (There can be
other causes of routing loops besides default routes; this is just one example.)

Aggregation is often desirable for a router, but it is not magic. There are
limits to aggregation just as there are limits that apply to almost anything
in networking. For instance, one of the consequences of the longest-match rule
is that destinations, whether routing domains such as ASs or customers,
connected to multiple other routing domains must always be explicitly
announced and advertised in their most specific (nonaggregated) form and
should never be aggregated along with other addresses.

Figure 4.16 shows why. Here, a host (192.168.1.10) is reachable through both
Routing Domain 1 and Routing Domain 2 (the routing domains can be an AS
or a complete ISP cloud; the point is the same). However, the host is a customer
of the ISP running Routing Domain 1, so all traffic to 192.168.1.10 should flow
through Routing Domain 1 unless there is a problem. Routing Domain 2 can
always be used, but only as a last resort to reach the host. The aggregate adver-
tisements that these routing domains make to Routing Domain 3, which is
directly connected to them both, are shown in the figure.

Note that Routing Domain 1, the preferred path for traffic to the host at
192.168.1.10, advertises 192.168.1.0/24, which is the natural mask for formerly
classful addresses in the 192.168.0.0 address space. In contrast, Routing
Domain 2 has aggregated the host network into a single advertisement for
192.168.0.0/16. The result is that traffic to 192.168.1.10 follows the longest-
match path to Routing Domain 1.
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Host 192.168.1.10

Traffic to
192.168.1.1

Routing domain
#1

Customer network

Routing domain
#2

Figure 4.16 Aggregates and longest matches.

Be aware that there are circumstances where both routing domains might
advertise the /24 route and the /16 aggregate to Routing Domain 3. For exam-
ple, the owner of the host network might well be a customer of the two ISPs
running Routing Domains 1 and 2, or the two routing domains could belong to
the same ISP. In either case, the routers in Routing Domain 3 would follow
rules other than the longest-match rules to determine the next hop to the host.
Some form of load balancing or traffic sharing could even be used in Routing
Domain 3 to try to distribute packets to the host fairly and avoid overwhelm-
ing either of the two routing domains.

Aggregates and Routing Policy

There are many reasons that the use of aggregates on the Internet requires
careful consideration and the use of a routing policy. The decision to aggre-
gate, what to aggregate, and whether to also advertise the specifics under the
aggregated range is a crucial one that every ISP (and even customers with mul-
tiple routers) must face. The increased use of NAT and DHCP just complicates
the issue, since the IP address space on a customer network might have little to
do with the routes to the customer network actually advertised across the
Internet. The issue used to be even more complicated before RFC 2008 encour-
aged customers changing ISPs to always renumber their IP addresses (under
the address lending policy). No customers relished that idea, so before RFC 2008
it was not unusual for a new ISP to advertise more specific routes for a piece of
the old ISP’s address space. The longest-match rule made sure that traffic
found its way to the new ISP.
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Other routing polices might be needed when a customer connects to two
different ISPs. Since the customer can be reached through both ISPs but pre-
sumably has only one IP address space, how should the customer’s network
best be reached over the Internet? There are some companies that have actu-
ally started to advertise their routes to both ISPs and let routes point where
they will. Few ISPs like this idea, and there is always a routing policy to help
the ISPs control their routes.

Generally, it is never a good idea for an ISP to aggregate another ISP’s
addresses. Otherwise, the situation shown in Figure 4.17 might result.

In the figure, a NAP receives aggregate routes from two national (Tier 1)
ISPs. The two national ISPs in turn have several smaller ISPs as customers, and
often these customers are linked to both national ISPs. The figure shows the IP
addresses used and advertised by each ISP, both as an aggregate and as the
real address space assigned to the ISP’s customers.

Note that at the NAP, traffic to Small ISP 3 network 10.24.17.0 is sent to
National ISP 2 instead of the expected National ISP 1 (all traffic to Small ISP 3
has to flow through National ISP 1 anyway). The problem is that National ISP
2 has chosen to advertise all its reachable addresses as the two aggregates
10.32.0.0/13 and 10.24.0.0/18. National ISP 1 is fine: Every other ISP reachable
through National ISP 1 is represented by more specific addresses under
10.24.0.0/13. But National ISP 2 is inadvertently including Small ISP 3’s
10.24.16.0/21 aggregate under National ISP 2’s 10.24.0.0/18 umbrella. Since
the /18 prefix is a longer match than National ISP 1’s /13 prefix, all traffic to

Traffic to 10.24.17.0 (Small ISP #3)

Follow longest match to ISP #2? Huh?

10.32.0.0/13
10.24.0.0/18

(should be 10.32.0.0/13 plus
10.24.56.0/21 and 10.24.0.0/20)

Small ISP #4:
10.24.56.0/21
10.24.56.0-10.24.63.0

10.24.0.0/13

National ISP #1:
10.24.0.0/13
10.24.0.0-10.31.255.255

National ISP #2:
10.32.0.0/13
10.32.0.0-10.39.255.255

Small ISP #5:
10.24.0.0/20
10.24.0.0-10.24.15.0

Small ISP #3:
10.24.16.0/21
10.24.16.0-10.39.23.0

Figure 4.17 Aggregating other's routes.
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Small ISP 3 goes through National ISP 2. From there, the transit traffic has no
choice but to flow through either Small ISP 4 or Small ISP 5 to get to National
ISP 1 if a routing loop is to be avoided (that is, National ISP 2 should never send
the traffic back to the NAP). This is hardly a good situation for any of the ISPs,
least of all Small ISP 4 and 5.

All would be well if National ISP 2 advertised as aggregates 10.32.0.0/13 (this
is fine) and 10.24.56.0/21 (for Small ISP 4) and 10.24.0.0/24 (for Small ISP 5). In
this case, National ISP 2 should not be aggregating other ISP’s routes.

There are two possible exceptions to the “do not aggregate other ISP’s
routes” rule. The first is when one address space is a complete subnet of the
proposed aggregate. The second is when two ISPs are peers and mutually
agree just how to represent the aggregates exchanged with other ISPs.

IPv6 Prefixes

This chapter has focused on the use of IPv4 subnets and supernets and applied
CIDR and VLSM to IPv4 addressing schemes. This is only expected: IPv4 is
still the most common form of IP and will be for some time to come. However,
at least a few words about the use of prefixes and masks in IPv6 are in order
here, if for no other reason than the vast majority of the rest of this book deals
with IPv4 exclusively.

As mentioned in the previous chapter, IPv6 deals with prefixes only. There
are no classes on IPv6 addresses, although the uses of the IPv6 address space
is often determined by the value of the first few bits of an IPv6 address. IPv6
routing is quite similar to IPv4 with CIDR and VLSM, but there are a few
points to be made to clarify this general statement.

For example, IPv6 addresses can be provider-based or for local use. All
provider-based IPv6 addresses for aggregatable global unicast packets begin
with either 0010 (2) or 0011 (3) in the first four bit positions of the entire 128-bit
IPv6 address. Other bits in the provider-based IPv6 format represent fields for
the top-level aggregator (TLA: 13 bits), reserved functions (8 bits), and the next-
level aggregator (NLA: 24 bits). The fields form the first 48 bits of the IPv6
address and make up the public topology portion of this type of IPv6 address.
The next 16 bits form the site topology portion of this type of IPv6 address, so
the first 64 bits essentially make up the network portion of the IPv6 address.
TLAs are usually Internet registries and NLAs are usually large ISPs.

Typical IPv6 address prefixes would look as follows:

2001:0400::/23
2001:05FF:: /29
2001:0408::/35
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and so on. The 64 bits that make up the low-order bits of the IPv6 address must
be in a format known as the EUI-64 (64-bit Extended Unique Identifier) format.
Normally, the 48-bit MAC address consists of 3 bytes (24 bits) for the manu-
facturers identifier and 3 bytes (24 bits) for the node ID, or serial number of the
MAC board itself. So a typical MAC address would look like 0000:900F:C27E.
The next-to-last bit in the first byte of this address is the universal/local bit and
is usually set to a 0 bit (local). In EUI-64 format, this bit must be set to a one-bit
(universal), making the first byte 02 instead of 00. So 0000:900F:C27E becomes
0200:900F:C27E.

To convert a MAC address to an EUI-64 address that can be used on an inter-
face for the host portion of an IPv6 address, you must also insert the string
FFFE between the manufacturer and serial number fields of the MAC address
(between the first and last 3 bytes). So the MAC address becomes
0200:90FF:FEQF:C27E. This is more easily shown as follows:

MAC address:  0200:900F:C27E

Split in half: 0200:90 OF:C27E
Insert FFFE: FF FE

Form EUI-64: 0200:90FF:FEQF:C27E

This format is for the provider-based IPv6 addresses. Local-use IPv6
addresses can be subnet local (link local) or subscriber local (site local). Both
begin with 1111 1110 (FE in hexadecimal), but link local IPv6 addresses con-
tinue with a 10 (making the first two bytes FE80 if all of the trailing 6 bits in the
second byte are zero-bits) and site local IPv6 addresses continue with a 11
(making the first two bytes FECO if all of the trailing 6 bits in the second byte
are zero-bits). Both forms usually end with the 48-bit IEEE MAC address, but
again with the added FFFE bits to form a the EUI-64 identifier. The site local
form (FECO) has a 16-bit field for the subnet. These address forms are used as
the private addresses in IPv6 (just as 10.0.0.0 and the others in IPv4).

For instance, two routers connected by a small LAN can use the link local
IPv6 address of FE80::<EUI-64 format MAC address> on their interfaces. This
type of address is never advertised by an IPv6 router attached to the Internet,
and it cannot be used to span subnets. On point-to-point links, some other dis-
tinguishing identifier of the interface card other than the MAC address can be
used at the end of the link local address.

Site local addresses include a 16-bit subnet field, so these forms of private IPv6
addresses can be used to span subnets (and through routers), but only if there is
no connection to the Internet (these addresses are also never advertised onto the
Internet). Using link local and site local IPv6 addresses, an organization can
build an entire global network, but only if none of the traffic tries to travel across
the Internet. Then IPv6 provider-based addresses are needed. This is similar to
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building a complete corporate network in IPv4 using the 10.0.0.0 private address
space, but using NAT for traffic that must travel across the Internet. But with
IPv6, the lower-order bits (80 bits) of the site local address (subnet and interface)
are just pasted on to the higher fields (48 bits) of the provider-based forms of
IPv6 address. This is a lot easier than implementing NAT.

What about private masks and routing in IPv6? As shown in the preceding
text, prefix masks in IPv6 have the same general form as prefix masks in IPv4;
they just look a little strange at first. For example, the following is a sample
IPv6 site local host address (this time in lowercase hex notation) and one pos-
sible network prefix for it:

£e80::90:691f:fea0:8000/128
fe80:: /64

As in keeping with all of the addresses used in this book, this IPv6 address
is a private address. The /64 mask tells the router that the first 64 bits of the
address are to be used for longest-match routing purposes.

As far as aggregation is concerned, an IPv6 routing table at a customer site
would have entries starting with fe80 and fec0 for local links and subnets, and
entries starting with 2001:0408:001A::/48 (for example) for links to the Inter-
net. The small ISP to which the customer attached could aggregate the entries
for many customers as 2001:0408:0010::/40. The large ISP to which the smaller
ISP is linked would aggregate many smaller ISPs address spaces as
2001:0408::/35, and on the Internet backbone this address space could even
end up as 2001:0400::/23.

Summary: The Five Roles for Routing Policy

Before moving on the second part of this book and considering the role of rout-
ing policy in IGP routing protocols, we should summarize the role of routing
policies in the overall routing process as presented in the first chapters. The
following are five roles for routing policy in a routing environment:

To help determine content of the routing table

To help determine which routes form the forwarding table

|
|
m To help determine which routes are advertised to other routers
m To determine if routing protocols should share information

|

To modify the routing information associated with a route

In this list, the routing table—sometimes called the routing information base
(RIB)—is assumed to contain everything about routes learned from all of the
IGP and EGP routing protocols. Based on this information, the router builds
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the forwarding table containing the next-hop router IP address and physical
interface through which the next router is reached. When the routing proto-
cols, IGP or EGP, talk to other routers, routing information is announced
(advertised) to the other routers. Not only that, but a router running multiple
routing protocols can want one routing protocol to share route information
learned from another routing protocol (or source of routing information).
Finally, the information associated with the route (for example, the next hop or
metric) in either the routing table or the forwarding table can be modified as it
arrives or as it leaves the router.

These roles are shown in Figure 4.18.

Although the emphasis in the previous few chapters has been on the under-
lying mechanisms of TCP/IP and IP addressing, these topics were introduced
for better understanding of the routing protocols and routing polices dis-
cussed in the rest of this book. The main point is that changes to the Internet,
IP addressing, and the way that routers handle these IP addresses in their rout-
ing tables has made it necessary to produce more and more elaborate routing
polices so that the routing protocols function correctly in all circumstances.

Whether the concern is subnetting or supernetting, IPv4 or IPv6, large
national ISPs or small local ISPs, NAPs or private peering, there is always a
routing policy that addresses them all. Routing protocols today are only a start
toward making a collection of routers perform as needed. The routing policies
complete the task.

What routes should
be shared by the
Everything learned routing protocols?
about the network
from all IGPs and EGP... .
. Routing
table >

What should be told
to other routers?

What goes into the
forwarding table?

Prefix Next Hop Router
172.17/16 Router G What routing information
172.18/16 Router D should be modified, if any?
172.18.4/24 | Router A
172.19.7/24 | Router D
172.21.2/24 | Self
172.21.6/24 | Router B

Figure 4.18 The need for routing policies.






Cisco Router Configuration

Before we discuss the specifics of Cisco routers and configuration in this chap-
ter, as we do for Juniper Networks routers in the next chapter, we’ll examine
the role of routers in general on the Internet today. The basics of routers and
routing have already been examined; additional concepts should be covered
before the Cisco router product line is discussed in detail.

Routers are the network nodes of the Internet. Packets are relayed using
dynamic routing from hop to hop across the Internet from source to destination
host. This manner of relay distinguishes Internet routing from other types of
network delivery techniques. Relaying means that the packets are forwarded to
the next hop blindly: The sender assumes that the packets will get there and
does not keep a copy of the packet in case retransmission is needed; nor does
the sender rely on any packet-layer acknowledgment from the downstream
node to know if the packet ever made it there or not. Relaying is a best-effort
service. Routing is dynamic in the sense there is no fixed path through the net-
work set up for a packet, and so packets can take widely diverse and sometimes
rapidly changing paths from source to destination. The nice thing about
dynamic routing is that losing a link or node on the network does not terminate
any path-based connections on the network, but dynamic routing also means
that it is hard to guarantee certain quality of service (QoS) levels of performance

155



156 Chapter 5

in terms of bandwidth or delay on these changeable paths (so IP is often called
an “unreliable” service despite IP’s extremely reliable dynamic routing capabil-
ity). Routing from hop to hop means that the forwarding router has no idea
where the packet will go once the packet is beyond the router at the other end
of the link. The “horizon” of an Internet router is very close indeed, and one of
the challenges of routing protocols is to make sure that the limited vision of
routers is still enough to avoid routing loops and black holes that prevent
packet delivery to the destination host.

Although routers are indispensable for packet delivery across the Internet,
the importance of the router is often overshadowed by the role of the clients
and servers that are the sources and destinations of the packets. It is tempting
to say just that “routers route” and leave it at that. Packets go in and out of the
routers, and the client Web browser fetches information from a Web site any-
where in the world. Much more has been written about the structure of the
Web browser and the components of a Web site and Web page than the struc-
ture and components of a router. This only reflects the relative importance of
these Internet components (client, server, and router) to the end users.

The importance of routers in this book, of course, is that the router runs the
routing protocols and that the router is the focus of the routing policies that
determine the paths that packets take across the Internet. The details of the
router’s internals are not as important as the behavior of the routing protocol
and policy and how these routing protocols and policies are configured on the
router. In fact, the internal organization of the router is almost irrelevant. What
does matter is how the routers interact with one another and how the collec-
tion of routers that form an ISP’s AS or ASs perform and route as a group.

First we take a brief overview of some important router products from
Cisco. This list of Cisco products is not exhaustive, just representative. The
main point is not to deem one router architecture better than the other but to
give you an understanding of how the configuration files that determine the
performance of the routing protocols and routing policies are implemented.

After the survey of Cisco router architecture and products, the notation used
for configuration and routing policies is introduced. Distinct text styles are
used for prompts, user command input, and router console output. These
notations are used consistently for all examples in the remainder of this book.

The simplest form of router access is assumed: direct, local access to the router
through the terminal console serial port on the router. There are other ways to
access a router, naturally. Most routers can be accessed and configured over a
modem attached to an auxiliary (AUX) serial port, through the network itself
using Telnet or a router Web page, over a special local network management
port and LAN, or even through a terminal server. These other router access
methods are mentioned and described, but all of the examples are based on
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direct console connection to the router. Keep in mind that what is actually seen,
and the keystrokes actually required to configure the router, might be somewhat
different when the router is accessed through something other than the direct-
console port. For the most part, however, things should be similar enough to be
understood, even when router access is other than local and direct.

Last, we look at the configuration files and commands used to manipulate
these files on Cisco routers. The number and location of these configuration
files, as well as their “look and feel,” is outlined. The commands used to
change these files are distinct as well. In some cases, the configuration can be
accomplished through a point-and-click Web page interface. But this book will
always use the command-line interface (CLI) method of typing in a command
and then examine the result on the router’s configuration file. Even Web-
enabled routers still allow this direct CLI configuration. Lately, Web-enabled
routers have been seen as a security risk. Web pages on routers are just as vul-
nerable to hacking as the Web pages on servers. So, many network adminis-
trators have disabled the simple Web page configuration capabilities on their
routers.

This chapter is limited to the Cisco routers. This limitation is not meant to
slight other vendors of routers but only is intended to limit the scope of the
chapter, which would otherwise be many times larger than it is. The next chap-
ter introduces the Juniper Networks router architecture and configuration pro-
cedures. These are also the two router lines that we investigate in the later
chapters on routing protocol and routing policy configuration.

Cisco Router Architecture

It is conventionally believed that Cisco invented the router. This is not strictly
true, because there were “routers” before Cisco came along. But Cisco took the
humble Internet gateway and LAN-connecting firewall and transformed these
into a device that was better than bridges for connecting LANs, added security
to customer sites, and popularized Internet connectivity. Today, Cisco is a
sprawling networking giant that makes much more than routers. Cisco makes
hubs, switches, and a variety of voice and optical networking products.

Even with regard to routers, Cisco is a diverse company. It makes tiny
routers that link one or two PCs to a Digital Subscriber Line (DSL) link. Also
produced are medium-sized routers that link one or two office LANs to the
Internet. And the company makes large, high-end, backbone routers using
very fast processors to route up to 60 million packets per second. Despite these
differences, all Cisco routers have some hardware and software features in
common. We discuss these similarities in the paragraphs that follow.
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Cisco Hardware

When it comes to architecture, many Cisco routers seem very much like a PC.
This was one of the reasons for the initial success of Cisco: The Cisco routers
could be fabricated out of simple, off-the-shelf parts and did not require exten-
sive or customized chipsets or hardware. So Cisco routers have a CPU, mem-
ory, interfaces, peripheral ports—in short, everything but a hard drive. Cisco
routers do not even have floppy drives or other form of external storage. This
makes sense: Routers don’t need to store much of anything. A routing table
needs to be in memory at all times, because it’s much too slow to try and fetch
a piece of a routing table off a hard drive when needed. A lot of routers boot
themselves from special servers and have nonvolatile random access memory
(NVRAM) that keeps whatever information they need to remember whenever
their power is cut or turned off. Volatile memory like normal RAM is always
erased when power is lost, but NVRAM acts like a disk and keeps its content
even when the main power to the router is cut off. Routers do not have to worry
about adding cards for video or graphics or other tasks either. The slots in the
chassis simply handle various types of networking interfaces such as Ethernet,
ATM, SONET/SDH (Synchronous Optical Network/Synchronous Digital
Hierarchy), or other types of point-to-point WAN links. Most interface modules
have multiple ports, depending on the type of interface they support. In a lot of
high-end router models, the interface cards are complex devices all by them-
selves and are often called blades. Interfaces usually can be added as needed for
the networking environment: one or more LAN cards for the routers that han-
dle customers and one or more WAN cards for connection to other routers.
Backbone routers often have only WAN cards and no customers at all.

Another difference between a Cisco router and a common PC is that PCs
almost always have only a single CPU. It doesn’t matter what kind of user
device it is: Windows/Intel (Wintel) PCs have an architecture based on the x86
architecture, Apples favor the Motorola 68000 series and variations, and Sun
Workstations use the SPARC processor, and so on. Because of the central role
of these chips in running all of the hardware and software on the computer,
single-CPU architectures require very powerful CPU chips.

Cisco routers use a variety of CPU chips, and because the tasks are shared
among the processors, these CPU chips do not have to be tremendously pow-
erful. Each CPU set is chosen to fit the mission of the router. For example, small
routers such as the Cisco 700 series, use the 25-MHz 80386 Intel CPU, last used
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in user PCs years ago. That’s enough horsepower for the home and small
office Cisco 700, and these chips are stable, plentiful, and inexpensive. The
Cisco 2500 router line uses the 20-MHz Motorola 68EC030 processor. Farther
up the product line, Cisco uses increasingly more powerful, general-purpose
processors form Motorola, Silicon Graphics, and other chip makers.

Cisco Memory

Cisco routers use different types of memory. Figure 5.1 shows the general lay-
out of the motherboard of a Cisco 4500 router, one of the most common routers
used in the world today. All Cisco router motherboards have four types of
memory intended for specific purposes. Each type of memory and its location
on the motherboard is shown in the figure.

Every Cisco router ships with at least the factory default minimum of
dynamic random access memory (DRAM) and flash memory, but more can be
added in the factory or in the field. Generally, the DRAM can be doubled or
increased four-fold, depending on the model, and flash memory can be doubled.

Shared DRAM DRAM
|
v
Y
HNEEEEN
|_— CPU
NVRAM
A
I
ROM Flash Memory

Figure 5.1 The Cisco 4500 motherboard layout.
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RAM/DRAM

The RAM/DRAM is sometimes called working storage because in the days
before hard drives and other types of external storage, memory was all that
computers had for storing information outside of the immediate CPU. In a
Cisco router, the RAM/DRAM perform the same functions for the router’s
CPU as the memory in a PC does for its CPU. So when the router is up and
running, the RAM/DRAM contains an image of the Cisco Internetwork Oper-
ating System (IOS) software, the running configuration (running-config) file, the
routing table and associated tables built after startup, and the packet buffer. If
this seems like a lot of work for one type of memory, this just shows the flexi-
bility of function in a general-purpose architecture router.

The RAM acronym often used by Cisco is somewhat misleading. Almost all
RAM in a Cisco router today is DRAM, since static memory—regular RAM—
became obsolete some time ago. But people are used to the old RAM acronym,
and it’s included in a lot of literature just for familiarity.

Small Cisco routers ship with 1.5 MB (megabytes) of DRAM expandable to
2.5 MB. The largest Cisco routers (actually switches) ship with 32 MB mini-
mum DRAM and are expandable to 256 MB. These are just representative fig-
ures, because an agile company like Cisco is upgrading equipment all the time.

In addition to the DRAM near the CPU, Cisco routers include shared DRAM
or shared memory. Also known as packet memory, the shared DRAM handles the
packet buffers in the router. Splitting the packet buffers from the other DRAM
improves I/O performance, because the shared DRAM is physically closer to
the interfaces that handle the packets.

NVRAM

As mentioned, nonvolatile RAM is memory that retains information even
when power is cut off to the router. Cisco routers use NVRAM to store a copy
of the router configuration file. Without NVRAM, the Cisco router would
never be able to remember its proper configuration when it was restarted.
NVRAM is where the Cisco startup configuration (startup-config) is stored.

Flash Memory

Flash memory is another form of nonvolatile memory. Although flash memory
is different than NVRAM,, it can also be erased and reprogrammed as needed.
In Cisco routers, and many other routers, flash memory is used to hold one or
more copies of the router’s operating system—in this case, IOS. This is impor-
tant because flash memory allows a network administrator to place newer ver-
sions of the router’s operating system on routers throughout a network and
then “flash the router” to upgrade them all at once to the new operating sys-
tem. Many Cisco routers, such as the Cisco 2500 product line, can run from
flash and do not need the IOS image in RAM.
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ROM

ROM is read-only memory and is therefore nonvolatile, but as you might
expect, ROM cannot be changed. Cisco routers use ROM to hold what is called
the bootstrap program. Normally, flash memory and NVRAM hold all of the
information that the router needs to come up again properly with current con-
figuration after a shutdown or other power loss. But if there is a catastrophe,
the bootstrap program in ROM can be used to boot the router into a minimum
configuration. ROM used for this purpose is also called ROMMON (ROM
monitor) and has a distinctive rommon>> prompt taken from early UNIX sys-
tems. ROMMON at least gets the router to the point where simple commands
can be typed in through a system console terminal (monitor). In smaller Cisco
routers, ROM holds only a minimal subset of the Cisco IOS software. In larger
Cisco routers, the ROM often holds a full copy of the Cisco I0S software.

Cisco Router Access

Users don’t generally communicate with routers, but users communicate
through routers. The situation is different for network administrators and man-
agers. These personnel must communicate directly with the individual routers
in order to install, configure, and manage the routers.

Routers are key devices on the Internet and almost any type of network.
Many backbone routers handle packets for hundreds or thousands of users,
and some handle packets for even more. So when a router goes down, or even
slows down because of congestion or a problem, the users get angry and the
network managers react immediately. For this reason, network managers
need multiple and foolproof ways to access the routers they are responsible
for in order to manage them.

Cisco routers do not come with a keyboard, mouse, and monitor. A network
administrator can communicate with a Cisco router in any of three ways:

The console port. This port is for a serial terminal that is at the same location
as the router and attached by a short cable from the serial port on the termi-
nal to the console port on the router. The terminal is usually a PC or UNIX
workstation running a terminal emulation program. Several physical con-
nector types are used for this port on Cisco routers. Network administrators
often have to carry around several different connector types to ensure they
have the proper connector for the router they need to manage.

The auxiliary (AUX) port. This port is for a serial terminal at a remote
location. Connection is made through a pair of modems, one connected
to the router and the other connected to the terminal. There is little dif-
ference if any between the AUX and console ports in terms of character-
istics. They are separate because routers might require simultaneous
local and remote access that would be impossible if there were only one
serial port on the router.
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The network. The router can always be managed over the same network
on which it is routing packets. This is often called in-band management, in
contrast to the console and AUX ports, which are out-of-band. This just
means that the network access method shares the link to the router in
the same bandwidth as user packets transiting the router. There are three
ways to access a Cisco router over the network: through Telnet (called
VTY lines), using a Web browser (HTTP is the protocol), or with Simple
Network Management Protocol (SNMP), a protocol invented expressly
for remote router management.

The three ways to access a Cisco router for configuration and management
purposes are shown in Figure 5.2.

Small Cisco routers only have a console port. With the proper cables, these
console ports can be hooked up to a modem for remote access, but obviously
they cannot be used simultaneously for local access. On some Cisco routers,
the console ports are labeled Admin or Management. Trying to access a con-
sole or AUX ports using the normal graphical interface provided by Windows,

Router
Console AUX Network
port port interface
Local |
Cable Modem

Management
Terminal

Management Management
Terminal Terminal

Figure 5.2 Accessing Cisco routers.
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Mac OS, or UNIX X Windows is tempting. But the console and AUX ports only
understand a simple, character-based serial protocol. On Windows PCs, for
example, only HyperTerminal (or another serial terminal emulation program)
can communicate with a Cisco router through the console or AUX ports.

Cisco’s Router Operating System

Cisco routers have two files that are particularly significant: the configuration file
and the Cisco IOS software. The configuration file can be changed in order to tell
the router what to do. The IOS software cannot be changed, only upgraded.
Cisco routers also have a lot of dynamic files that are not stored and are built
when the router is booted and hold only information, not instructions.

The I0S software is contained in a single file on the router. Depending on
the version, IOS files are anywhere from 3 MB to 10 MB in size. IOS files are
called system images by Cisco. IOS is kept small by separating functions into a
series of feature sets, each of which must be ordered (and paid for) separately.
These feature sets are often also called software images or feature packs. Feature
packs support certain network types (there are feature sets for LANs and
WANs) and other router environment characteristics (there are feature sets for
routing protocols, security, multicast, and so on).

IOS feature sets can be confusing. All feature sets will not run on all Cisco
routers. And even if the feature set as a whole does run, on smaller routers
some of the features might not run at all. In addition, feature sets come with
three further variants: Basic, Plus (just what is added depends on the hardware
platform), and Encryption (two types that can be added to either the Basic or
Plus packages to add encryption).

To simplify matters a little, Cisco has established “feature set families”
called IP Routing (basic routing support), Desktop (all types of LAN net-
work operating systems such as Novell, IP, AppleTalk, etc. are supported
here), Enterprise (adds a lot of WAN and management features), and Enter-
prise/ APPN (adds a lot of IBM specifics to Enterprise, such as support for
IBM’s Advanced Peer-to-Peer Networking, or APPN). Feature set families
help establish firm pricing policies and upgrade paths.

When ordering a Cisco router, customers get the generic IOS and add the
proper feature set family for their hardware platform. Then they choose a
release level for the IOS package and order the specific ISO part number indi-
cated. So Cisco customers have to say, for example, “I need IOS Feature Set
Enterprise Plus 56 for a Cisco 7500 running Release 12.2” in order to get the
proper product.

Even Cisco release numbers, which track IOS and the feature sets in time,
can be confusing. IOS has major versions and releases within a version, and
many people use the terms version and release interchangeably. The designa-
tion of the IOS software consists of four parts, as shown in Figure 5.3.
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Release Deployment
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Figure 5.3 The four major parts of an 10S release number.

The first part is the major release—11 in the figure—and this marks a stable
version of the software suitable for use by customers for production networks.
In addition, IOS release numbers add information on the following:

Release stage. Each version of IOS usually has several major revisions
during its lifetime. This number identifies the stage of the version along
its lifeline.

Maintenance update. Written in parentheses, this number denotes sup-
port added to the release. Support is usually added for additional plat-
forms and features that were not available in the first customer shipment
(FCS) of the release.

Deployment. An IOS release can be used without constraint by all cus-
tomers that want to use it. This is called general deployment (GD).
Releases for can also be in early deployment (ED) or limited deployment
(LD) for a more restricted group of customers.

Most people just refer to IOS software as, say, release 11.2 or release 11.3 and
leave off the rest of the information unless it is important in the context.

Cisco Router Products

One reason Cisco router software is so complex is that the Cisco router prod-
uct line is so diverse. Cisco routers come is all shapes and sizes, and Cisco
makes more than just routers. As mentioned, the company makes switches
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